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1 Executive Summary 
As a follow-up of the studies reported in D2.2, this document presents the technical solutions 
implemented in the multiple components of the eFlows4HPC software stack in order to optimize 
them. These optimizations fall in areas of machine learning, workflow runtimes and storage 
technologies. The document also presents the solutions developed to containerize the project 
workflows and make their deployment easier. The aspects to optimize have been selected in most 
cases based on the requirements issued from the three Pillar use cases, the available computing 
infrastructures and the constraints of the High-Performance Computing (HPC) Data Centers 
involved in the eFlows4HPC project. In other cases, the optimizations performed were guided by 
known aspects to improve in the software stack.  

Various optimization techniques have been developed in several domains. These include 
innovative algorithms for data partitioning, improvements of the results on the three Pillar use 
cases and the integration of software components, as well as the use of HPC capabilities (parallel 
execution and dynamic resource management) to improve the workflows’ efficiency. The 
deployment of the services is achieved through container technologies especially tailored for HPC 
environments, which allow defining and deploying workflows in an optimal and reproducible way. 
For storage, custom solutions have been developed and optimized to take advantage of the 
distributed execution context. 

The components of the eFlows4HPC software stack have been significantly optimized with these 
developments and have helped to improve the performance of the Pillar workflows. For example, 
the workflow optimizations performed in an earlier version of Pillar I workflow obtained a 5x 
improvement in execution time. In other cases, the developments in the WP are new 
functionalities needed in the project Pillars, as for example a new Ophidia operator able to perform 
quick calculations of Pillar-specific analytics functions. Finally, some specific developments 
contribute to new components in the project, such as the container image creation service, a key 
element for the HPCWaaS methodology. In terms of academic contributions, the research and 
development activities related in this deliverable have produced until now four publications in 
journals and conferences. 

 

2 Introduction 
The eFlows4HPC project aims at providing a software stack for the development of workflows that 
involve HPC simulations and modeling, data analytics and artificial intelligence. Some of the 
components of the project architecture existed at the beginning of the project and others have 
been developed from scratch.  

The goal of work package 2 is to conduct, supervise, and optimize the efficient and flexible 
deployment of the project software stack, as well as the required support for the implementation 
of the use cases from the Pillar’s WPs in a co-design manner. The three main activities areas of this 
work package are the optimization of the existing components in the eFlows4HPC platform 
(machine learning and data analytic libraries, workflow runtime, etc.), the efficient deployment of 
services and parts of the workflows (i.e., computation support) and provision of data resources in 
terms of both storage (T2.3) and relevant data items (T2.4). In particular this deliverable describes 
the progress performed in Tasks 2.1, 2.2 and 2.3.  
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Deliverable D2.2 defined the development strategy, which proposed to focus on the following 
aspects. Regarding libraries usage optimization, proposed to focus on the specific problem related 
to data partitioning strategy. With regard to workflow execution, to optimize it by leveraging 
parallel execution and dynamic resource management. To apply container technologies for 
application workflows deployment, taking care of containerized components availability and of 
related usage constraints. The strategy with regard to storage technologies was to use alternative 
solutions to traditional file systems, in order to optimize data operations within a distributed 
execution context.  

This document is organized as follows: Section 3 details all the optimizations concerning data 
analytics, machine learning libraries and workflows systems; Section 4 presents the container 
technologies used for the deployment of the various services and Section 5 describes the storage 
technologies. Finally, the conclusion summarizes the results of the previous sections and explains 
their impact and contribution to improve the efficiency of scientific workflow computation and the 
metrics defined for the project. 

 

3 Data Analytics, Machine Learning Libraries 
and Workflow System Optimizations 

This section presents the results of Task 2.1 of Work Package 2 (WP2), titled "Data analytics, 
machine learning libraries, and workflow system optimizations". The main objective of this task is 
to develop optimizations aimed at creating a high-performing and scalable, and efficient platform. 
These optimizations are specifically tailored for the different data analytics components, for ML 
libraries, and for workflow runtimes/orchestrator engines involved in the project. 

Specifically, the data analytics group encompasses all software components involved in processing 
data throughout the entire knowledge discovery process. This includes transforming raw data into 
visually interpretable patterns. Examples of tools within this group are Ophidia, ParSoda, and 
DMCF. The machine learning group consists of a collection of software libraries designed for 
advanced data analysis using machine learning techniques. These libraries, such as Dislib, EDDL, 
and HeAT, leverage a vast training dataset to automatically improve their performance over time. 
Finally, the workflow runtimes/orchestrator group incorporates two software frameworks, namely 
PyCOMPSs and Yorc. These frameworks are responsible for coordinating the execution of various 
workflow computations. Workflows can range from simple tasks to sub-workflows implemented 
using different high-performance computing libraries or data analytics/machine learning 
frameworks. 

This section provides a detailed description of the primary optimizations implemented throughout 
the eFlows4HPC project. These optimizations have been devised to address specific challenges 
that arose during the project's execution. Specifically, Section 3.1 describes a methodology (BLEST-
ML - BLock size ESTimation through Machine Learning) that aims to optimize the partitioning of 
data in distributed High-Performance Computing (HPC) environments. In particular, we used 
BLEST-ML with dislib, the distributed computing library built on top of PyCOMPSs that provides 
distributed mathematical and machine learning algorithms through an easy-to-use interface. The 
effectiveness of BLEST-ML in supporting the execution of dislib data-parallel applications was 
assessed through an extensive experimental evaluation on different execution environments, 
including the MareNostrum 4 supercomputer (MN4) located at the Barcelona Supercomputing 
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Center (BSC), and several real-world datasets, including High Energy Physics (HEP) and 
bioinformatics, which were available for the partners when this research was performed. 

In Section 3.2 an optimization focused on improving tsunami forecasting by using regression trees 
is described. Traditional approaches rely on ensembles of simulations to cover uncertainty and 
variability. However, these methods suffer from high training time and limited model 
explainability. By employing regression trees, the algorithm can accurately forecast tsunami 
evolutions and provide interpretable models. The use of regression trees reduces computational 
requirements, allowing for efficient exploration of source uncertainty in tsunami early warning and 
urgent computing scenarios. 

Section 3.3 focuses on improving the performance of the Pillar I workflow. Specifically, 
optimizations were made to Step 2, which involved implementing a Randomized Singular Value 
Decomposition (R-SVD). The initial version involved switching between distributed and non-
distributed data, resulting in synchronizations and data transfers. To overcome this, calls to numpy 
library functions were converted into PyCOMPSs tasks, and a new function was added to convert 
numpy arrays into ds-arrays. Additionally, the function load_blocks_rechunk was used to convert 
simulation data into ds-arrays, eliminating disk operations and synchronizations. These 
optimizations enhance workflow efficiency by reducing unnecessary data movements and 
improving overall performance. 

Section 3.4 focuses on improving the ML Estimator for Ground Shaking maps (MLESmap) workflow 
within Pillar III. The workflow utilizes the dislib distributed machine learning library, specifically the 
Random Forest algorithm. Initially, the implementation used memory maps, but it limited 
scalability. To overcome this, a new data-parallel version of the Random Forest has been  designed, 
implemented, and validated, addressing performance and scalability issues. 

Section 3.5 describes the port of ParSoDA to Python, enabling the usage of several other libraries 
in the application under development. This port further facilitates the development of parallel 
computational applications by allowing extension of ParSoDA to support other Python-based 
runtimes for HPC systems, such as COMPSs through its Python binding PyCOMPSs. To this end, a 
redesign of the ParSoDA library has been carried out to enhance its usage and extensibility 
capabilities. 

Finally, Section 3.6 describes the enhancing of Ophidia functionalities to support Pillars. The 
objective is to reduce the number of operations performed and leverage Ophidia's in-memory 
analysis capabilities in order to enhance performance by minimizing unnecessary continuous 
input/output (I/O) operations with storage. 

3.1 Data partitioning optimization  
The extensive use of HPC infrastructures and frameworks for running data-intensive applications 
has led to a growing interest in data partitioning techniques and strategies. In fact, application 
performance can be heavily affected by how data are partitioned, which in turn depends on the 
selected size for data blocks (i.e., the block size). Therefore, finding an effective partitioning (i.e., 
a suitable block size) is a key strategy to speed-up data-intensive applications and increase 
scalability. 

For this reason, a new methodology, namely BLEST-ML (BLock size ESTimation through Machine 
Learning), has been designed to determine a suitable partitioning of a given dataset that can 
enable the efficient execution of data-parallel applications in distributed HPC environments. 
BLEST-ML relies on supervised machine learning techniques to avoid resource-intensive 
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exploration of vast search spaces and dynamic profiling at runtime, typical issues of autotuners, 
and trial-and-error/heuristic approaches. 

The main contributions of the proposed work can be summarized as follows: 

(i) It can determine a good partitioning in a quick and efficient way by solely relying on the 
learned patterns linking a given configuration with the most suitable block size. 

(ii) Resource-intensive exploration of vast search spaces and dynamic profiling at runtime are 
not required, making our approach far more efficient and effective with respect to the 
existing trial-and-error and heuristic ones. 

(iii) It can handle non-monotonic relationships between performance and configuration, which 
enables its applicability in a wide range of use cases involving the execution of data-parallel 
applications in distributed and HPC environments. 

(iv) An open source implementation1 is provided, designed for block size estimation in dislib 
applications, and tested in different execution environments, including the MN4 
supercomputer, on several synthetic and real-world datasets. 

3.1.1 A machine-learning approach for chunk size prediction 
BLEST-ML (BLock size ESTimation through Machine Learning) is a novel methodology for block size 
estimation that relies on supervised machine learning techniques. Specifically, it leverages a 
cascade of tree-based classifiers to determine a proper value for the block size, given an execution 
to be performed. The model is trained on a log of past executions, represented by a set of 
descriptive features, including algorithm, dataset, and execution environment characteristics. 
Following this approach, BLEST-ML can determine a good estimate quickly, by requiring a small 
amount of domain knowledge, and without the need for resource-intensive tuning processes. 

The main steps involved in BLEST-ML, depicted in Figure 1, are the following: 

● Execution environment analysis. As a preliminary step, the execution environment must be 
carefully analyzed. Generally, it is characterized by a set of software features, such as the 
available frameworks and libraries, and infrastructure features, such as the number of 
nodes, cores per node, available memory, and disk space. 

● Log analysis to extract training data. BLEST-ML leverages a log of past executions to extract 
the patterns that link a specific execution to the best block size, by training a supervised 
machine learning model. However, in order to learn effective patterns, raw logs must be 
adequately processed to extract an appropriate set of training data. The output of this step 
is thus a training dataset containing the best configuration available in the execution 
history, given a triple <a: algorithm, d: dataset, e: execution environment>. 

● Classification model training. Given the dataset obtained in the previous step, a 
classification model is trained to learn the patterns that relate the execution features and 
the best partitioning, modeled as the optimal number of partitions in which to split the 
rows and the columns of a given dataset, i.e., the pair (p_r, p_c). Since the target variable 
to be predicted is two-dimensional, a stacking approach is leveraged by using a cascade of 
two different decision tree classifiers. The two classifiers, namely DTr and DTc, are used to 

                                                      
1 https://github.com/eflows4hpc/dislib-block-size-estimation 
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predict the best number of rows and column blocks, respectively, and are chained to 
condition the predictions of DTc on the output of DTr. 

 

Figure 1. Main steps of BLEST-ML 

 

As stated above, BLEST-ML formulates the block size estimation problem as a classification task, 
by predicting the number of rows and columns partitions in which to divide the dataset, i.e. the 
target variable (p_r, p_c). Then it determines the best block size as S = (n/pr , m/pc), which consists 
in the best partitioning that minimizes the execution time of algorithm a on a dataset d composed 
of n rows and m columns. Specifically, the target classes to be predicted by the machine learning 
model are p_r and p_c, two discrete variables ranging from 1 to a maximum number of partitions, 
usually defined as a small multiple of the total number of cores available.  

We selected a classification-based approach because it is less prone to errors compared to a 
regression-based one, in which the block size is directly predicted by identifying the number of 
elements of each block. In fact, the main problem of the regression-based approach is that its 
output is generally unconstrained, which may lead to a set of blocks with a non-uniform size (for 
example, a dataset with 1000 rows may be split into two partitions with 900 and 100 rows 
respectively). The classification-based approach, instead, is less affected by this problem, as it 
selects the number of partitions against a finite number of possible values (for example, a dataset 
with 1000 rows may be split into two partitions of the same size). However, the ability to generalize 
heavily depends on the representativeness of the training data, which implies that the produced 
estimates are reliable for HPC systems having similar infrastructure features and datasets whose 
size is of the same order of magnitude as those seen during training. 

3.1.2 Use case: Block size estimation in dislib applications 
The aforementioned technique, especially designed to address the problem of the choice of a 
proper chunk size, can be applied to a wide range of frameworks for distributed data processing. 
In fact, the majority of the state-of-the-art systems, such as Hadoop2, PyCOMPSs [10] and dislib 
[11], leverage a data-parallel approach that involves a data partitioning step for distributing the 
dataset across the working nodes. Consequently, the application of the solution described above 
can lead to a performance improvement by optimizing the partitioning process, which in turn 
reduces overhead while ensuring a good level of parallelism and throughput. 

In particular, among the main frameworks and libraries of interest for distributed computing, we 
selected dislib as a testbed. This is a distributed computing library built on top of PyCOMPSs that 
provides distributed mathematical and machine learning algorithms through an easy-to-use 

                                                      
2  http://hadoop.apache.org/ 
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interface. It is inspired by scikit-learn and numpy, and comprises various machine learning 
algorithms, such as k-means, DBSCAN, support vector machines and random forests. In this 
framework, the degree of parallelism is controlled by the ds-array’s block-size, which defines the 
number of rows and columns of each block. Therefore, the choice of the optimal block size is 
essential in order to exploit the full potential of dislib, hence the possibility of effectively applying 
the proposed solution. 

The effectiveness of BLEST-ML in supporting the execution of dislib data-parallel applications has 
been assessed through an extensive experimental evaluation on different execution 
environments, including the MareNostrum 4 supercomputer (MN4) located at the Barcelona 
Supercomputing Center (BSC), and several real-world datasets, including high energy physics (HEP) 
and bioinformatics. The results show the ability of the proposed methodology to efficiently predict 
a suitable value for the block size in dislib applications running on a large-scale high performance 
computing (HPC) system such as MN4. Our findings, which can be found in [8], provide a proof of 
the applicability of BLEST-ML to support programmers in choosing proper data partitioning, thus 
enabling the efficient execution of data-parallel applications in HPC environments. 

Among our main findings, here we report a test executed on biomolecular simulation data in a 
mdrcd format using the principal component analysis (PCA) algorithm for dimensionality 
reduction. The test dataset we used in this experiment has 60,000 rows and 20,736 columns. For 
the execution of our experiments, we employed 16 nodes of the MN4 supercomputer, with 96 GB 
of RAM per node. 

 

Figure 2. Execution times (in seconds) achieved in MareNostrum 4 by running the PCA algorithm on an atom trajectory dataset. 
The time obtained with the predicted block size is marked by the cyan circle, while the best one (achieved through a set of 

executions on a grid-like search space) is marked by the green star 

 

Figure 2 shows that the partition suggested by BLEST-ML is the third best possible. Nevertheless, 
while not leading to the minimum execution time, the estimate is still an excellent approximation, 
obtainable in a very efficient way. Indeed, our methodology allows obtaining a suitable estimate 
very quickly, since the machine learning model takes just a few milliseconds to compute a 
prediction. On the contrary, according to the execution times reported in Figure 2, a full exhaustive 



 

10 

 

D2.4 Report on Implementing Containerization and Optimization Strategy 
Version 1.0 

search would have taken more than 9 hours. Another noteworthy advantage, coming from the use 
of a machine-learning model, is the possibility of multiple re-use. In fact, the model is trained once 
and can be used multiple times for block size prediction, given several different input instances. 
Finally, we compared the time obtained with the predicted partitioning with the average and worst 
times shown in Figure 2. We measured a percentage reduction of execution time equal to 71.75% 
and 92.64% compared to the average and worst times. These results, together with all our findings 
available here in [8], confirm how crucial it is to choose a suitable partitioning for running data-
intensive applications in HPC distributed environments. Specifically for the scope of the project, it 
can be exploited for optimizing the execution of applications based on dislib and PyCOMPSs. 

3.2 Machine Learning for Tsunami Waves Forecasting 
After a seismic event, tsunami early warning systems (TEWSs) try to accurately forecast the 
maximum height of incident waves at specific target points in front of the coast. To deliver aids in 
these locations in the immediate post-event management, early warnings can be launched on 
locations where the impact of tsunami waves can be destructive. The uncertainty on the forecast 
can be quantified with ensembles of alternative scenarios. Similarly, in probabilistic tsunami 
hazard analyses (PTHA) a large number of simulations is required to cover the natural variability 
of the source process in each location. To improve the accuracy and computational efficiency of 
tsunami forecasting methods, scientists have recently started to exploit machine learning 
techniques to process pre-computed simulation data. However, the approaches proposed in 
literature, mainly based on neural networks, suffer from high training time and limited model 
explainability. To overcome these issues, this activity is focused on the design and development of 
a machine learning approach, based on regression trees, to model and forecast tsunami 
evolutions.  

The designed algorithm takes as input a set of simulations forming an ensemble that describes the 
potential regional impact of tsunami source scenarios in a given source area, and it provides 
predictive models to forecast the tsunami waves for other potential tsunami sources in the same 
area. The experimental evaluation, performed on the 2003 M6.8 Zemmouri-Boumerdes 
earthquake and tsunami simulation data, shows that regression trees achieve high forecasting 
accuracy3. Moreover, they provide domain experts with fully-explainable and interpretable 
models, which are a valuable support for environmental scientists because they describe 
underlying rules and patterns behind the models and allow for an explicit inspection of their 
functioning. This can enable a full and trustable exploration of source uncertainty in tsunami early-
warning and urgent computing scenarios, with large ensembles of computationally light tsunami 
simulations. 

3.2.1 The proposed approach 
Figure 3 sketches the general idea of the prediction process we have designed for Tsunami 
predictions, through a workflow representation. The dataset to be analyzed is the set D of 
collected Tsunami simulation data, where each simulation instance is described by several 
variables describing the geometry and kinematic of faults generating the earthquake (simulation 
inputs) and H output results, corresponding to the output fields hmax_1,...,hmax_H of the 
simulations, where each hmax_h is the maximum height of tsunami waves estimated by the 
simulator at the h-th target point (h = 1,...,H).  

                                                      
3 All experimental results and findings can be found in [9].  
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The proposed approach computes and returns the set F_hmax of Tsunami predictors. The 
workflow is composed of three main steps (see Figure 3), as described in the following. The first 
step is aimed at splitting the original simulation data in a vertical way, with respect to each specific 
target location output. In other words, simulation inputs and the h-th output data are gathered in 
the h-th dataset, for h = 1,...,H. At the end of this step, H different datasets are produced, each one 
containing a vertical projection of D on the h-th target output. The second step consists in the 
induction of the predictive models, for each target location. In the workflow, this is done by 
running H regression tree algorithm instances, each one taking as input a dataset built at the 
previous step. The final result consists of H predictive models Fhmax_1,...,Fhmax_H, whereas the 
h-th model represents the Tsunami predictor for the h-th target location. Finally, the third step is 
aimed at collecting the predictive models extracted at step two, for building the whole set F_hmax 
of Tsunami predictors. 

 
Figure 3. The workflow of the analysis process producing the Tsunami predictors 

3.2.2 Experimental results 
To evaluate the performance and the effectiveness of the predictive approach described above, 
we carried out an extensive experimental analysis by executing different tests on the 2003 M 6.8 
Zemmouri-Boumerdes earthquake and tsunami, occurred on May 21st, 2003 on the thrust and fold 
systems that form the Tell Atlas of northern Algeria. With a Mw 6.8, it caused 2,278 casualties on 
the north African coast and triggered a tsunami causing damage at several harbors in the western 
side of the Mediterranean basin. It is one of the strongest recent known Mediterranean tsunamis, 
with observed wave heights of a few centimeters to 3 meters. In particular, the experimental 
evaluation refers to a concrete scenario on which our approach can be applied and the practical 
usefulness of the system in a real case of urgent computing dealing with a natural disaster. 
Specifically, this real-world test benchmark refers to simulations of tsunami waves triggered by 
the earthquake in pre-defined 1,107 target locations covering the entire Mediterranean area. To 
assess the effectiveness and accuracy of the regressive functions modeled by the regression tree 
models, we performed an evaluation analysis on the test set (whose size is the 30% of the whole 
dataset) by exploiting the models to predict unseen values of the maximum heights of waves for 
each target location. 

A quantitative evaluation about the accuracy of the regressive model has been carried out by 
computing several error indices, commonly used in the literature to evaluate forecasting accuracy 
(MSE, MAE, MaxE, EVS, MedAE, ME, MAPE, AIDA). For lack of space, in this document we report 
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the results in terms of MAPE and MAE. Also, to make our evaluation more accurate and complete, 
we performed a comparative analysis of the proposed technique with a baseline approach on the 
test set. As baseline, we considered the average height of waves computed for each target 
location.  Finally, to have a statistically robust estimation of regression models’ performance, we 
have run our tests by implementing the k-fold cross-validation methodology (k = 10, in our tests), 
which is a resampling method using different portions of the data to test and train a model on 
different iterations. Such results are shown below. 

The evaluations have been conducted separately for different wave heights h (i.e., 0 m < h ≤ 0.1 
m, 0.1 m < h ≤ 0.2 m, etc). The purpose of this analysis is to assess the model performance 
separately for different ranges of maximum observed height, categorized in relation to a practical 
tsunami early warning system. This allows comparing the performance at similar order of 
magnitude for the tsunami, just considering the scenarios with significant wave heights. 

Figure 4 shows the computed MAPE (Mean Absolute Percentage Error) and MAE (Mean Absolute 
Error) versus the wave height ranges considered in our tests. From the chart, we can see that the 
proposed approach always achieves better predictive performance than the baseline. In fact, 
considering both error metrics, regression tree models perform better for all of the wave height 
ranges. Interestingly, while MAE increases with the wave height magnitude, MAPE’s values keep a 
stable trend. We can see that our approach largely achieves a better performance than the 
baseline, for all the different target locations. These results confirm the appropriateness of the 
proposed approach based on regression models and its good performance in the Tsunami 
prediction domain. 

 

 

 

 
Figure 4. MAPE and MAE vs wave height ranges 

 

3.3 Optimizations in Pillar I workflow: enabling overlap of tasks 
in different workflow steps 

In the framework of the project, the partners have closely collaborated to improve the 
performance of the Pillar workflows. In particular, this subsection presents some optimizations 
performed in the Pillar I workflow. The step 2 of the Pillar I workflow implements a Randomized 
Singular Value Decomposition (R-SVD) to generate a reduced model of an electrical engine. One of 
the implementations of this step is implemented as a dislib script invoking multiple methods. The 
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basic algorithm performs multiple operations, like matrix multiplications, QR factorization or SVD 
factorization.  

The original version of the script provided by Pillar I was functionally correct, but the goal of the 
activity was to explore the possible performance optimizations. With this goal, a trace file of the 
original script was generated and analyzed. Figure 5 shows a screenshot of the trace executed, 
where different colors represent different PyCOMPSs tasks and the small yellow lines are data 
transfers between the master and worker nodes (in this case, the COMPSs runtime and 
orchestrator code runs in node and the tasks are run in one worker node of MareNostrum, with 
48 cores). The total execution time of the R-SVD was 223 seconds.  

 
Figure 5. Execution trace of the original R-SVD script. 

 

When analyzing the trace, it was clear that the block size used was too small for PyCOMPSs, and a 
source of overheads. Thus, the first change applied dealt with the tuning of the block size. For this 
case, the tuning of the block size was done manually and motivated the research work described 
in Section 3.1. In addition, the original version was alternating between distributed data in dislib 
arrays and non-distributed data in numpy arrays since some operations (QR and SVD) were done 
as calls to the numpy.linalg library, which operates on numpy arrays. Towards avoiding these data 
changes, which implied synchronizations and data transfers, between distributed and non-
distributed data, the second change applied was to convert the calls to the QR and SVD into 
PyCOMPSs tasks. Next, a new function was added to the dislib to enable converting numpy arrays 
into ds-arrays, which eliminated the need for adding synchronizations and optimized data 
transfers (load_blocks_rechunk).  

Furthermore, the function load_blocks_rechunk is now also used after step 1 of the workflow to 
directly convert the data from the simulations into ds-arrays. In the initial version of the workflow, 
this data was written into hdf5 files, which required writing into disk and performing 
synchronizations to make sure step 1 had finished and load data into memory before step 2. With 
the new implementation, both the write/read to disk and synchronization are avoided, and step 2 
follows step 1 smoothly.  

Figure 6 shows the optimized execution trace, with the optimizations mentioned above applied 
(the trace is shown in the same time scale as the one of Figure 5 to be able to see the difference). 
In this case, the execution time is 43 seconds.  
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Figure 6. Execution trace of the optimized R-SVD script 

 

3.4 Data-parallel Random Forest 
The Pillar III develops the ML Estimator for Ground Shaking maps (MLESmap) workflow, which is 
able to estimate ground acceleration values a few seconds after a large earthquake occurs. One of 
the implementations of this workflow is based on the use of the dislib and more specifically of the 
Random Forest. The dislib is a distributed machine learning library implemented on top of 
PyCOMPSs. The basic data-structure of the library is the ds-array that decomposes the input 
dataset into blocks that can be stored in the memory nodes of a computing cluster. The PyCOMPSs 
tasks operate on the blocks of the ds-array, which may run in parallel. There is a tradeoff in the 
block size, since larger sizes reduce overhead but smaller sizes increase parallelism. Since version 
0.2.0 dislib had a version of the Random Forest classifier. The first extension done in the framework 
of eFlows4HPC was the implementation of the regressor. However, the implementation was based 
on the use of memory maps which uploaded all the data set in the memory of each computing 
node. This made the algorithm performance independent of the block size, which is uncommon in 
the dislib. What is more, the scalability analysis of this former algorithm revealed that it was not 
able to scale with the number of computer nodes.  

For this reason, a new data-parallel version of the Random Forest has been designed, implemented 
and validated.  

3.4.1 Random forest overview  
The random forest algorithm is an ensemble method that contains multiple decision tree models. 
To train each tree, a new subspace of the dataset is generated via bootstrap sampling.  

There are different approaches for this algorithm, all of them based on creating a model which 
consists of a set of simple rules inferred from the training data. The nodes of the decision trees 
can be one of these three different types: 

● Root node: Represents the entire dataset and is split into at least two subsets assigned to 
two child sub-nodes. 

● Decision node: Node that splits into another two sub-nodes. 

● Leaf or Terminal node: Does not split further and is used to assign predicted classes or 
values to the samples. 
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As each decision tree is trained, a set of random attributes is selected for each node splitting. 
Among these attributes, the most suitable one and its corresponding value (according to a 
specified criteria) are used to perform the split. 

To make predictions with the decision tree, a sample is assigned to the root node and follows the 
corresponding path down the tree based on its attributes and their values. Once the sample 
reaches a leaf node, the value of that node is used as the prediction value for the sample. 

The prediction in the random forest is done by gathering the predictions from all of the trees and 
making a voting for classification or an average between the predictions for regression problems. 
Using different subspaces for each tree and randomly selecting the features evaluated for each 
split prevents the random forest from overfitting. 

There are several decision tree algorithms that vary the splitting process of the nodes. The 
algorithm selected for this work is CART. It selects the best attribute and value for each splitting 
using the Gini impurity for classification trees. When building a regression tree, this algorithm uses 
the Sum of Squares Error to select the best attribute and value for the splitting. 

3.4.2 Data-parallel solution 
The first step of the Random Forest algorithm consists of generating the bootstraps (random 
sampling of the dataset) of the dataset that are going to be used on each decision tree. Then, the 
first level of each decision tree makes only one split, dividing the dataset assigned to it into two 
(or more) smaller datasets. The sequential algorithm computes the split for the first decision tree, 
then it computes the next split, and so on until it ends with the first decision tree and starts with 
the second one. The parallel version of the algorithm aims to make it possible to compute all the 
decision trees concurrently. The first change with respect to the sequential algorithm is the order 
in which the splits of the decision trees are computed. The parallel version tries to execute 
concurrently the splits at the same depth for all the decision trees. 

Reordering the algorithm's task creation provides greater parallelism. When all tasks at a given 
level are scheduled together rather than by trees, the later levels of the tree have more parallel 
tasks to execute, resulting in increased efficiency. By contrast, scheduling by trees leads to a 
reduction in parallel tasks available as the first trees scheduled finish before the last ones, thereby 
limiting parallelism. 

The first step in the new algorithm randomly selects a set of attributes that are evaluated to 
determine the optimal split point. Next, the values of these attributes are sorted using the TeraSort 
algorithm. This algorithm is also parallelized with PyCOMPSs to sort all features concurrently. If 
the algorithm is run sequentially, a sorting operation will be performed for each attribute. 

After sorting the values, the split points are generated. A modification introduced in the new 
approach is the use of a single subset of the possible split points. This change does not affect the 
final accuracy of the model and remarkably reduces the computation required on the first splits. 
For each split point, we obtain the necessary information for determining the optimal split point 
from each block. This step is parallelized by invoking one task per block. To compute the Gini 
Impurity, we need only the classes present and their number of occurrences in each block 
partition. The split that returns the lowest Gini Impurity or error is selected and it is applied to all 
the blocks concurrently. This will divide the dataset into two subsets that are sent to the next level 
of split.  

Finally, synchronization points are avoided by means of using the PyCOMPSs failure management 
mechanism. The way the algorithm is designed will create many tasks, each with less granularity 
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and therefore more overheads. To improve this situation, we use the failure management 
mechanism to prune some tasks after we decide a node is a leaf. We consider a node a leaf when 
it has four or less instances assigned, or all of them are of the same class. Then, if a task is 
considered a leaf node, the task is forced to fail. After the task failure, all tasks dependent on their 
output are canceled and are not executed.   

In addition, all tasks dependent on the output of the failed task are canceled and will not be 
executed. Since this task receives parameters that all subsequent tasks in the next splits will use, 
they are all canceled. 

Nested task solution 

A version of the Random Forest algorithm has been also implemented using the task nesting 
approach recently developed in PyCOMPSs. In the nested task version, the fit function of each 
decision tree becomes a task, as well as the function that computes the splits. This allows the 
runtime to schedule tasks within it and synchronize results without stopping the global execution 
of the algorithm. This eliminates the need of using the failure management mechanism.  

Also, the task generation order and the task scheduling has changed. While in the first parallel 
approach previous section it was mentioned that the trees were generated following a width-
depth approach, now each decision tree's fit function is responsible for scheduling its inner tasks 
so the main program only schedules these first functions and waits for their results. This way, in 
each decision tree the tasks that compute the trees split are scheduled by depth. 

Evaluation 

Both versions of the algorithm have been evaluated and compared with the solution provided in 
the MLlib library. Two different data sets have been used: the HIGGS dataset which contains 
kinematic data from particles, with 28 attributes, all with continuous values and 11 million 
instances; and the High Pressure Turbulence (HPT), which includes data from fluid particles under 
high pressure and high temperature conditions, with 5 attributes with continuous values and 23 
million instances. All experiments were run in the MareNostrum 4 supercomputer.  

Fig 7 shows a weak scaling evaluation performed with the HIGGS dataset. Despite the MLlib 
solution is faster with a smaller number of nodes, its scalability is very limited and with more than 
four computing nodes it starts to increase the execution time. The executions with four and more 
nodes show that both PyCOMPSs implementations scale better than the MLlib solution, especially 
the Nesting version. 

Fig 8 shows the weak scaling evaluation with the HTP dataset. The MLlib Random Forest is the 
fastest approach when using one and two nodes. However, its scalability is very poor and with four 
nodes obtains the worst execution time. With eight nodes and more, the MLlib approach is clearly 
worse than both PyCOMPSs and Nesting approaches.  

The work related in this subsection was submitted to the EuroPar 2023 conference and it has been 
accepted for publication [12]. 
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Figure 7. Strong scaling evaluation with the HIGGS dataset (execution time). 

  

 

 
Figure 8. Weak scaling evaluation with the HTP dataset (execution time) 

 

3.5 Integration of ParSoda and PyCOMPSs 
Many researchers are working on designing and implementing tools and algorithms to extract 
useful information from huge amounts of data. In such cases, the use of parallel and distributed 
data analysis techniques, frameworks (e.g., Hadoop or Spark) is crucial to handle the size and 
complexity of the data being analyzed. However, many users find it challenging to utilize such 
solutions for addressing big data challenges due to the programming skills required to implement 
appropriate data analysis methods on complex distributed systems and runtimes. ParSoDA 
(Parallel Social Data Analytics) is a programming library for simplifying the development of parallel 
data and social media mining applications executed on HPC systems.  
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Differently from other existing systems, ParSoDA was specifically designed to implement parallel 
scalable data analysis applications, with a particular focus on data gathered from social media. It 
provides scalability mechanisms based on two of the most popular parallel processing frameworks 
(Hadoop and Spark), which are fundamental to provide efficient and scalable services as the 
amount of data to be managed grows.  To enable further runtime and libraries support, a port of 
ParSoDA to Python has been done. In such a way, it is possible to easily extend ParSoDA to support 
other Python-based runtimes for HPC systems, such as COMPSs through its Python binding 
PyCOMPSs.  

3.5.1 Proposed solution 
Starting from the Java-Hadoop version of ParSoDA the requirements of the library were collected 
in order to adopt a bridge design pattern able to support different execution runtimes. Figure 9 
shows the bridge design pattern used for implementing multiple execution environments in 
ParSoDA. Specifically, it defines:  

● an abstraction, namely SocialDataApp class, which represents the high-level operations of 
a social data analysis application 

● and an implementor, namely the ParsodaDriver class, which provides the low-level 
operations. 

 
Figure 9. Bridge pattern used to specify the execution environment of a ParSoDA application. 

 

A valid instance of ParsodaDriver must provide the implementation of some methods that grant 
access to some parallel patterns, such as map, filter, reduceByKey and sortByKey. The 
SocialDataApp class is specifically designed to effectively use such parallel patterns for executing 
ParSoDA applications. It is worth noting that the execution flow of a ParSoDA application is 
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runtime-agostic, which means it remains unchanged even when changing the execution 
environment. Furthermore, integration with new distributed systems is facilitated. 

In particular, the Python version of ParSoDA provides four execution drivers:  

● ParsodaSingleCoreDriver: a driver that implements parallel patterns as simple sequential 
algorithms on a single core, on the local machine. It is useful for verifying the correctness 
of a new application during its construction. 

● ParsodaMultiCoreDriver: it runs the application locally, based on Python’s Thread Pools.  

● ParsodaPySparkDriver: it runs the application on a Spark cluster through the PySpark 
library.  

● ParsodaPyCompssDriver: it runs the application on a COMPSs cluster by exploiting the 
PyCOMPSs binding to gain access to the COMPSs runtime. 

ParSoDA has been extended to support the Distributed Data Set (DDS) component available in 
COMPSs. DDS is a lightweight component that provides an interface where programmers can load 
data from basic Python data structures, generators, or files, distribute the data on available nodes, 
and run some most common big data operations on it. To take advantage of DDS, the user should 
load the data to a new instance of it. Once one the load functions is called, input data is partitioned 
and sent to the available nodes. In the DDS environment, the initial data is always distributed on 
an arbitrary number of partitions and passed from one task to another as future objects, until the 
programmer synchronizes or collects it. 

3.5.1.1 Data crawling  
To read one or more data sources, a developer must provide one or more instances of concrete 
subclasses derived from the Crawler abstract class.  There are two different types of crawlers that 
can be defined: 

● Local crawler: it directly reads the data source from the node on which the application is 
launched, which is typically the master node. Subsequently, the read data is appropriately 
partitioned among the nodes of the underlying execution environment. The method of 
partitioning this data must be specified by the driver associated with the execution 
environment. Additionally, the application developer can choose the number of partitions 
by providing an optional parameter to the constructor of the SocialDataApp class. 

● Distributed crawler: it performs source partitioning, enabling the provision of iterable 
objects. Each iterable object reads a specific remote partition of the source upon request. 
For example, if the source is an HTTP endpoint, a crawler can be defined to utilize paging 
and provide an iterable object for reading each page. In this scenario, the ParsodaDriver is 
capable of sending each iterable object to a specific node within the system, facilitating 
parallel reading of the data source. 

As illustrated in Figure 10, when developing a new crawler, developers have to implement the 
get_partitions abstract method of the Crawler class. This method is responsible for providing one 
or more source partitions, represented as iterable objects. The method also accepts a parameter 
to suggest the number of partitions. However, it is important to note that the crawler is not 
obligated to strictly adhere to this partitioning constraint. It has the flexibility to return a different 
number of partitions, either fewer or more, than the specified value. Each partition is an iterable 
object that provides instances of the SocialDataItem class. 
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Figure 10. APIs used for defining crawlers and parsers for social data items. 

 

To facilitate the reading of social data items from local files on the master node, ParSoDA provides 
the LocalFileCrawler class. This class is an implementation of the abstract MasterCrawler class, 
which is a non-distributed crawler extending the more generic Crawler class. The LocalFileCrawler 
class requires it to be initialized by specifying an instance of the Parser class. A parser is an 
invocable object designed to process a line of text and return a standard SocialDataItem object.  

3.5.2 Experimental results 
In order to evaluate the ParSoDA performance on top of PyCOMPSs, we started to run some 
preliminary experiments varying the number of cores used to execute the application. Our focus 
was on evaluating a trajectory mining application designed to extract frequent trajectories from a 
40GB dataset of social media posts. Figure 11 shows the decreasing execution time and the 
variation of the speed-up as the number of cores increases. As shown in the figure, the turnaround 
time decreases from 672 seconds with 8 CPU cores to 147 seconds with 64 CPU cores. The speedup 
passes from 1.9 using 16 cores to 4.6 using 64 cores. Further experiments will be carried out to 
have a more detailed performance evaluation of the implemented software prototype.  
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Figure 11. Execution Time and Speed-up obtained from tests of ParSoDA on top of PyCOMPSs, by varying the number of cores 

from 8 to 64. 

 

3.6 Enhancing Ophidia functionalities to support Pillars 
As reported in D2.2, Ophidia has been used to perform the needed analytical operations in the 
context of Pillar II and Pillar III with the aim of simplifying the workflow by reducing the number of 
performed operations. In addition, the Ophidia’s in memory analysis capabilities avoid 
unnecessary continuous I/O from storage improving performances. 

More specifically, Ophidia has been extended in terms of functionality to support the Pillars use 
cases: 

● In the context of Pillar II, it was necessary to perform a specific operation in order to 
compute the climatological mean on a set of predefined input files, i.e., 20 simulated years 
forming the baseline for comparison with the current conditions, in order to extract the 
planned indicators. 

● In Pillar III, many scenarios had to be aggregated in asynchronous mode; Ophidia had to be 
improved to support the continuous update of the different indices to be computed. 

Climatological mean 
One of the objectives of Pillar II, relating specifically to the Feature extraction and statistical 
analysis workflow, is to extract a set of indicators towards evaluating the occurrence of extreme 
events. The planned extreme events to compute are related to heat and cold waves duration and 
frequency. Ophidia supports the computation of such indicators in terms of the comparison 
between the values of the simulated (or forecasted) temperature for a certain year and a reference 
temperature value taken as baseline. 

The computation of this baseline basically consists in the applications of two Ophidia 
functionalities (Ophidia operators): 

● oph_intercube – this operator performs a mathematical operation between the 
correspondent values of two datacubes 
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● oph_mul_scalar – this primitive applied to the generic oph_apply operator performs a 
multiplication or a division between all the values contained in a datacube and an identified 
numerical value 

To reach the goal and obtain a single value of temperature corresponding to the baseline related 
to the last 20 simulated years, the first of the aforementioned operations has to be performed 365 
times, one for each day of the year. The aim is to globally compute the sum of temperatures for a 
certain day of the year along 20 years. Finally, the oph_mul_scalar operation takes care of 
computing the mean by dividing this value by the number of years (20 in this case). 

In this sense, the optimization consisted in the development of a new Ophidia operator as an 
extension of the oph_intercube able to carry out the two aforementioned operations in one step, 
without using a loop on the entire set of considered years. 

The new oph_intercube operator is able to perform the same operations (maximum, minimum, 
average as default operation, sum etc.) as the previous one but on an arbitrary number of input 
datacubes (not only 2). 

Thanks to this optimization, the Python code to compute the climatological mean has been 
reduced from four to one line and, above all, the use of a loop has been avoided. Moreover the 
related execution time was reduced by about 8 times (from 100 to 12 seconds). 

 
Figure 12. Difference between the Python code used for the climatological mean evaluation before and after the development of 

the new intercube operator. 

 

Enhanced mergecubes 
In the context of Pillar III, one of the proposed challenges is the exploitation of the features 
provided by the Ophidia framework to compute a number of operations (maximum, minimum, 
peak-to-trough, Green’s amplification, etc.) for each of the time series output by the tsunami 
simulations and to collect all results in a NetCDF file. 

In more detail, starting from a large number of files (one for each tsunami simulation), some post 
processing operations are performed in-memory, which results in the creation of an Ophidia 
datacube for each scenario. When a new file is generated by the tsunami simulation, the same 
steps are repeated and a new Ophidia datacube is available. To merge and aggregate all these 
datacubes, the Ophidia mergecubes operator is used. In relation, the optimization consisted of the 
extension of the mergecubes operator which can perform an aggregation between two cubes with 
the same dimensions, except for one (the scenario dimension) that must be added in the final cube 
and increased each time. This happens when a mergecubes operation is performed. 
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Thanks to this modification, as shown in Figure 13, it is possible to avoid maintaining all the 
datacubes in memory, keeping only the final cube which will be updated whenever a new scenario 
is available. 

The proposed extension is being tested and will be added in the Pillar III Python code to speed up 
the computation and reduce the execution time. 

 
Figure 13. The optimized approach of the mergecubes operator compared with the current solution. 

 

4 Container-Based Deployment  
The Section 4 in Deliverable D2.2 presented and analyzed the container compatibility of the 
different eFlows4HPC software stack components and the alternatives to deploy eFlows4HPC 
workflows as containers in HPC environments. In that document, we discussed the key features of 
the different container engines and the portability, problems and other performance implications 
when running containers in production HPC systems. At the end of that section, we proposed a 
strategy on how to achieve an optimal and reproducible way to manage the deployment of 
workflows in HPC architectures with containers. This section provides the details of the 
implementations of this strategy. In the first part of the section, we will present the Container 
Image Creation Service which provides a methodology to create the workflow container images 
tailored for HPC systems; In the second part of the section, we will present the data pipeline to 
deploy the generated images to the HPC systems; and the last part of the section describes how 
the creation and deployment is orchestrated to automate the container-based workflow 
deployment process. 

4.1 HPC-ready container image creation 
Container Image Creation (CIC) service is a component that automates the creation of container 
images tailored to a specific HPC platform (HPC-ready containers). This component leverages 
specialized HPC builders (such as Spack or Easybuild), and multi-platform container build tools 
(such as buildx). It also uses as input the information provided by the eFlows4HPC Software 
Catalogue and Workflow Registry to automatically create optimized container images required to 
execute a workflow in a specific HPC machine. 
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Figure 14. Overview of the Container Image Creation Service. 

 

Figure 14 shows an overview of how the CIC component works. Given a workflow registered in the 
Workflow registry and a description of a target platform (such as CPU architecture, available MPI 
versions and accelerators), the CIC orchestrates the creation of the workflow container image for 
the described platform. Based on a generated container building environment and a recipe with 
the required software, the CIC executes this recipe in the multi-platform container build tool. At 
the end of this process, the generated image will be stored together with metadata description to 
avoid creating the same image again for a similar platform. 

The service is implemented as a Flask service that enables the request to build a container image, 
check the status of a container building and download the image. As a multi-platform container 
builder, we have selected Docker Buildx4, and, as HPC builder, we have chosen Spack5. The service 
has two interfaces, a web GUI to allow users to manage their image creations in an interactive way 
and a REST API and client, which allow the automation of the image creations from scripts and 
other services.  

To build the container image, the service receives a JSON document (see Figure 15) describing the 
requested characteristics: the target machine description, workflow and workflow step. The target 
machine description indicates different properties required by the CIC to create the container. This 
description includes the platform and processor architecture of the target cluster, the supported 
container engine (Docker and Singularity are currently supported), and the available MPI versions 
and runtime libraries for accessing the accelerator (e.g NVIDIA CUDA or AMD ROCm) for which the 
container is needed. The workflow and workflow step identify the specific step in a particular 
workflow that the container image corresponds to. With this information, the CIC service obtains 
from the Workflow registry the spack.yaml file for the specific workflow step. This file is a Spack 
environment manifest that lists the software required to build the container image for this 

                                                      
4 https://github.com/docker/buildx 
 
5 https://spack.io/ 
 

https://github.com/docker/buildx
https://spack.io/
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workflow step. The service also obtains from the Software Catalogue the package.py for the 
software packages used in the step. 

 
Figure 15. Example of a container image request. 

 

This Python file is written following the Spack spec syntax and describes how to build the package. 
It allows specifying how to build different software versions (i.e., version 1.1, version 1.2.3) or 
different variants. The possibility of defining different variants is very relevant for HPC since they 
allow specifying that a version is using MPI or CUDA (including specific versions for these libraries). 
The information stored in the JSON is used to particularize the spack.yaml file for the specific target 
system. The target architecture and specific MPI and CUDA library will propagate this information 
to the Spack environment, compiling for the specific variant of the required software. An example 
of how the original Spack environment is particularized for a target HPC machine is depicted in 
Figure 16. 

 
Figure 16. Spack environment concretization. 

 

Once the Spack environment is particularized, the CIC service creates a container creation context 
for the multi-platform image creation with Docker Buildx. This context includes the workflow step 
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directory with the particularized Spack environment, the package descriptions included in the 
Software Catalog and a Dockerfile with the Spack environment installation instructions. Then, the 
service invokes the Docker Buildx from the container context indicating the platform required for 
the target machine. After this execution, the image ready for a Docker engine is obtained. If the 
machine supports other container engines, such as Singularity, it can be converted to other 
formats as in the case of the figure. Once the container has been built, it will be deployed in the 
HPC system and pushed into an image repository, with the goal of retrieving it in case it is needed 
in the future. 

4.1.1 Evaluation 
To validate the features of the Container Image Creation service, we have selected a set of use 
cases and heterogeneous systems. We have generated two container images for each case and 
system, one using our approach and another with a standard container build process with generic 
packages. We compare the execution with these container images against the native installation 
in the respective HPC clusters. The applications evaluated come from the use cases of the project. 
These applications use a wide variety of HPC features suitable for evaluating the system. The Pillar 
I application (Digital twins) mainly uses shared memory parallelism with OpenMP and Linear 
Algebra systems solved using the Eigen and BLAS libraries. The main kernel of the Pillar II 
application (Earth System Model) mainly uses distributed memory parallelism with MPI and BLAS 
libraries. Finally, the main kernel of the Pillar III application (PTF/FTRT) uses GPUs to perform its 
computations. 

Regarding the computing infrastructures, we have used: the General purpose cluster of 
MareNostrum 4, the CTE-Power Cluster and the Nord3 supercomputer. All of them are hosted by 
the Barcelona Supercomputing Center and support the Singularity container engine. The General 
Purpose Cluster MareNostrum 4 (MN4) is composed of 3,456 compute nodes with two 24-cores 
Intel Xeon Platinum 8160 CPU (Skylake) each, with 96 GB of main memory and 100 Gbit/s Intel 
Omni-Path interconnect. The CTE-Power Cluster is composed of 52 computing nodes, each with 
two 20-cores IBM Power9 8335-GTH20 512GB and 4 GPU NVIDIA V100 (Volta) with 16GB HBM2. 
Finally, the Nord 3 cluster comprises 84 IBM dx360 M4 compute nodes with two Intel 8-cores 
SandyBridge EP processors each, with 32GB connected through a 100Gbit/s Infiniband Network. 

Figure 17. Pillar I MN4 executions. Figure 18. Pillar I Nord3 executions.

Figure 17 and Figure 18 show the execution times of the Pillar I workflow with the different 
container build processes and various core counts per task. These times are compared with the 
execution times using the native installation. Figure 17 shows the execution time comparison for 
the MareNostrum 4 cluster. We can see that our HPC-ready approach reaches almost the same 
performance and scalability as the native installation. This is possible since the container creation 
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process includes processor optimizations for the target architecture. In contrast, the generic 
containers are between 27% and 35% slower than the HPC-ready containers. Similar results are 
obtained for the Nord3 cluster (depicted in Figure 18). In this case, the gain of using HPC-ready 
containers is between 13% and 17%. The gain is more significant in the MN4 case because the 
architecture has some features (such as AVX instructions) not available in the Nord3 cluster. 

Figure 19. Pillar II MN4 executions. Figure 20. Pillar II Nord3 executions.

Figure 19 and Figure 20 show the execution times of the Pillar II application. Each execution 
performs a 10-day simulation of the FESOM2 model with the Core2 mesh. The same simulation 
has been executed with the containers generated with the two methodologies and with 72, 144 
and 288 MPI processes. These times are compared against the execution times with the native 
installation in bare metal. Figure 19 shows the times for the MareNostrum 4 cluster. Our approach 
has a similar performance to the native compilation. In contrast, the generic container is from 30% 
worst for the 72 processes case to 90% worst for the 288 processes case. In the Nord3 executions 
(Figure 20), we have observed the generic container can be 115% slower than the native 
compilation. In this case, the difference in performance is due to two factors: processor 
optimizations and MPI usage. In the HPC-ready version, we could apply the processor 
optimizations at build time and select the MPI version, which allows us to bind the container to 
the MPI host installation, supporting access to an efficient network fabric. The machines used in 
the evaluation have different capabilities. MN4 can run 48 MPI processes per node and its 
processor supports vector instructions. Nord3 can run 16 MPI processes and its processor does 
not support vector instructions. Since the execution is running in a reduced number of MN4 nodes, 
the communication does not have a big impact, and the gain is mainly achieved by the processor 
optimizations. However, in the case of Nord3, the application uses more nodes and 
communications are more important. Therefore, in this case, the gain is mainly due to the MPI 
efficiency. 

 
Figure 21. Pillar III CTE-Power executions. 
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Figure 21 shows the results with the Pillar III. It shows the execution time of the Tsunami-HySEA 
for the Mediterranean region using 1, 2 and 4 GPUs for the container images created with the two 
methodologies (HPC-Ready and Generic) and the native compilation in bare metal. The multi-GPU 
executions are configured in a way that each Tsunami-HySEA process executes a scenario. In the 
case of 1 GPU, a single scenario is simulated. In the case of 2 GPUs, two scenarios are simulated in 
parallel, and four for the case of 4 GPUs. For all the cases, we can see the three options are giving 
almost the same times. This is mainly because most of the computation is done in the GPU and 
the slight difference is due to the load of the problem to be executed. 

The results explained in this section have been published in the International Journal of High 
Performance Computing Applications [1]. 

4.2 Image transfer pipeline 
The process of creating an HPC-ready container image described in the previous section ends with 
the availability of the image in the image repository. However, in order to be used, the image must 
be on the compute nodes. These nodes typically do not have Internet access, so they can not 
download the image from the CIC repository described above. The challenge is almost 
indistinguishable from the need to ensure that the data required by the computation is staged on 
the compute nodes. The latter is taken care of by the Data Logistics Service (DLS). From this 
perspective, image transfer is a stage-in of a data resource (container image) that can be accessed 
via the repository's https interface over the SSH protocol to the compute nodes. For this purpose, 
a data pipeline was developed and implemented in the DLS to perform such a transfer. 

The pipeline is stored (along with other pipelines developed for the eFlows4HPC project) in the git 
repository [2] and deployed in DLS. The structure of the pipeline is shown in the Figure 22 below. 
Before accessing the image repository, the pipeline first establishes a connection to the HPC 
system (setup_connection), which is closed after the image transfer (cleanup). The actual 
transfer is done in a streaming fashion. The data is copied in chunks and HTTP pipelining is used to 
speed up the transfer. Our experiments showed that the connection to the image repository is 
sometimes not stable enough to transfer the complete image, so a mechanism for restarting the 
transfer has been implemented. In addition, the pipeline checks if the image already exists on the 
target, and can overwrite an existing image if the user so desires. The pipeline takes three 
parameters: image name, target location (host and directory), and a value for the force overwrite 
flag. 

 

 
Figure 22. Image transfer pipeline structure. 

 

The effort invested in improving the performance and reliability of the http-ssh transfers resulted 
in optimizations described above. The optimizations are also transferred to other pipelines, e.g. 
http-based stage-in.  



 

29 

 

D2.4 Report on Implementing Containerization and Optimization Strategy 
Version 1.0 

 

4.3 TOSCA components 
The Container Image Creation (CIC) service and the Image Transfer Pipeline described above allow 
to generate an HPC-ready container image and transfer it to a cluster file system. 

The next challenge is to orchestrate the image creation, image transfer and execution of a 
computation within this container in a specific applicative workflow. 

This part is handled by the Ystia (Alien4Cloud for the design of the workflow and Yorc for its 
execution) stack. Alien4Cloud and Yorc leverage components described in the TOSCA specification 
to implement these workflows.  

Several TOSCA components are implied in the support of container-based deployments. One to 
interact with the Container Image Creation service, one to interact with the DLS image transfer 
pipeline and another to interact with PyCOMPSs for the actual execution. 

The main challenge in the design of those TOSCA components was to allow as much flexibility as 
possible while keeping components easy to use.  

Having this in mind, we took as a general design guideline to create autonomous components that 
can be used standalone in custom workflows. This implies to specify all the required properties 
needed for the component to operate, which can be very complex and error-prone.  

To tackle this complexity, we also leverage the TOSCA composability feature to allow TOSCA 
components to override those properties by runtime attributes coming from other components 
they are linked to. We will see concrete examples of this in the paragraphs below. 

4.3.1 The Environment TOSCA component 
The Environment component is not specific to container-based deployments but it adds some 
flexibility in the choice of the execution environment. 

This component is abstract, meaning that it does not have a concrete implementation of its 
lifecycle and can be substituted by another TOSCA component at a specific pre-deployment phase 
called the “matching”. In the context of eFlows4HPC we define in Alien4Cloud a specific 
Environment “service” inheriting from the “AbstractEnvironment” for each target HPC cluster. 
Those services may have values defined for attributes of the “AbstractEnvironment”. 

This way, a developer can define a workflow that is generic for all the HPC clusters and take care 
of cluster specificities only at deployment time when selecting the target HPC cluster for the 
execution. This improves reusability of workflows. 

The Environment TOSCA component is used by the other eFlows4HPC components in the way that 
if a component is linked to the Environment component through its “exec_env” capability, the 
source component will automatically retrieve and use defined attributes of the Environment 
component. 

4.3.2 The Container Image Creation TOSCA component 
The Container Image Creation Service TOSCA component interacts with the CIC service REST API 
to trigger container image builds.  
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Similarly to the CIC service itself, the “machine” parameter allows to specify the properties related 
to the target platform while the “workflows” and “step_id” parameters are used to specify the 
workflow to be built into the image. 

“machine”-related parameters can be overridden if the component is linked to an Environment 
TOSCA component that defines values for the “machine” parameters. This way the TOSCA 
workflow developer can choose to either create a workflow with fixed parameters or parameters 
depending on the selected HPC environment. 

The creation of an image can be integrated within any custom workflow. But if the 
“run_in_standard_mode” property is selected (which is the default) the image creation will be 
automatically included within the standard deployment workflow meaning that the image will be 
created at deployment time. 

Finally, the CIC TOSCA component exposes attributes that are updated at the end of the image 
creation process and contain the name of the generated image. This attribute is typically used by 
the Image Transfer TOSCA component to download the correct image. 

4.3.3 The Image Transfer TOSCA component 
The Image Transfer component interacts with the DLS REST API to trigger an image transfer 
pipeline execution. 

This component has many properties not specifically related to container-based deployments, the 
online documentation [6] has an extensive description of each of them. 

Properties specific to image transfer are basically the “image_id” used to identify the image to 
download from the CIC service and the “target_path” that defines where on the filesystem of the 
target host the container file should be stored. 

If this component is linked to a CIC TOSCA component then the “image_id” is overwritten by the 
value of the generated “filename” attribute of the CIC component. 

Finally, the image transfer TOSCA component exposes attributes that are updated at the end of 
the image transfer process and contain the actual path of the transferred image. This attribute is 
typically used by the PyCOMPSsJob TOSCA component to execute a PyCOMPSs job with this 
container image. 

4.3.4 The PyCOMPSsJob TOSCA component 
The PyCOMPSsJob TOSCA component interacts with the pycompss-cli to trigger PyCOMPSs job 
executions. 

Container related properties defined in the “application” property. “container_image” is the path 
on the filesystem where the container image is stored, “container_compss_path” is the path 
where compss is installed within the container image and “container_opts” are options to pass to 
the container engine. 

If this component is linked to a Image Transfer TOSCA component then the “container_image” 
property is overwritten by the value of the transferred “image_file_path” attribute of the Image 
Transfer component. 
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4.3.5 An example with components interacting all together 
Figure 23 below represents a purely fictional TOSCA application that shows how components 
interact all together. We can imagine two different HPC clusters with different CPU architectures 
and execution environments where we want to execute a similar application. 

At deployment time, two container images are created, one for EnvironmentA and the other for 
EnvironmentB, then images are transferred to each target cluster. 

At execution time each PyCOMPSsJob will use the image generated specifically for its execution 
environment. 

It is interesting to note that all cluster-specific parameters could be set on environment 
components to be retrieved using relationships and all runtime attributes related to the created 
image (from its id to the path where it is stored on filesystem) are also retrieved thanks to 
relationships between components. 

 
Figure 23. . Connections between container-related TOSCA components. 

 

5 Storage technologies 
This Section summarizes the optimisations and developments performed on the storage 
technologies that are part of the software stack of eFlows4HPC: dataClay, Hecuba, and Ophidia. 
Section 5.1 describes an optimisation implemented in dataClay to set the suitable task granularity 
through data partitioning. Section 5.2 describes the extensions added to Hecuba to support the 
implementation of one of the use cases of Pillar II (ESM Dynamic Workflow). And Section 5.3 
describes the extensions added to Ophidia to support the implementation of datasets ingestion in 
the Dynamic Data Analysis use case of Pillar II. 

5.1 Optimized iteration on datasets with dataClay 
In distributed environments there is the need of dividing the dataset into parts (usually called 
blocks). This is required in order to distribute computation across multiple nodes.  
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In task-based programming models, a usual scenario is to have a task for each block, as shown in 
Figure 24. Tasks may be more complex than that e.g. by having multiple input blocks. But, at a high 
level, we want to highlight the fact that the tasks will be using the blocks directly; this implies that 
the granularity of such tasks depends on the block size. Decreasing the block size implies more 
potential parallelism but also results in an increase of the number of blocks resulting in a higher 
number of faster tasks. Consequently, the scheduler stress rises and the runtime invocation 
overhead increases.  

 

 
Figure 24. Diagram of a regular execution with one task per block. 

 

Thus, in task-based programming models, the granularity of the computation is linked to the 
granularity of the data. The optimal value of the block size will depend on the computing 
capabilities of the environment as well as on the application behavior and its iteration and data 
access patterns. Having to set up this value is a burden on the developer that also reduces the 
performance portability. 

To address this problem, we propose an approach that is complementary to the one proposed in 
section 3.1. There, the problem is addressed by means of BLEST-ML,  a recommendation tool to 
define the best block size for a given problem, with the aim of optimizing the global performance 
of the algorithm. In contrast, this section addresses the problem from the point of view of the 
storage subsystem, abstracting the need to define an optimal block size at the application level by 
automatically exploiting data locality at the storage subsystem level.. Both techniques are thus 
complementary.    

We propose a new mechanism that we call SplIter, which can be integrated in existing dataset 
iterations in data processing applications. SplIter gathers all the blocks that are located in a single 
node and yields logical partitions, as shown in Figure 25. Each partition is located in a single node, 
ensuring data locality, and the number of partitions (i.e. the number of tasks) is related to the 
computing capabilities of the environment. 

 

 
Figure 25. Diagram of SplIter interaction with block distribution and task invocation. 
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The proposed SplIter functionality has been designed as a generic mechanism that can be applied 
to any task-based programming model, such as Dask or COMPSs.  

5.1.1 Evaluation 
We have implemented and evaluated SplIter for COMPSs, and also for Dask in order to show the 
general applicability of the solution to task-based programming models.  

In the COMPSs-dataClay stack, SplIter cooperates with dataClay in order to retrieve the location of 
objects and generate the partition objects (which will also be dataClay objects, linked to the same 
backend as the objects they represent).  

For Dask, we have implemented SplIter through the use of the different client methods. The SplIter 
implementation queries data location information to Dask and uses that information to both build 
partitions and to schedule the tasks according to the location of said partitions. Note that this is 
different from the rechunk method in Dask Arrays: first, SplIter partitions are logical groups of 
blocks, so SplIter does not generate a new data structure; while rechunk materializes a new array. 
Another key difference is that SplIter is able to leverage the data locality by producing partitions 
with worker-node blocks, whereas rechunk guarantees contiguity and thus incurs the cost of 
transferring blocks between nodes. 

We have evaluated the different implementations of SplIter on different applications covering a 
wide variety of scenarios; those applications are representative of a broader set of applications 
and domains (both memory-intensive and CPU-intensive applications, for applications widely used 
in Machine Learning, Data Analytics, etc.). The changes required in the source code of a task-based 
application are minimal. 

As an example, we will show the results obtained by applying SplIter to the k-means algorithm. It 
is a widely used clustering algorithm, either by itself or as a kernel within a bigger and more 
complex application. It is a good representative of machine learning algorithms, both in its 
semantic usage (clustering) as well as in its iterative implementation. We have chosen this 
application because it is based on a simple memory intensive microkernel at its core but it has 
certain complexity due to its reduction steps and overall iterative nature.  

We will use a synthetic dataset with 11GB of raw data per node (74 million points of 20-
dimensional points per node), in order to evaluate the scalability of the solution. The experiments 
have been executed in the MareNostrum 4 HPC cluster.  

The first experiment aims at showing the benefits of SplIter in a best-case scenario. It is done with 
a highly fragmented dataset in which each block contains 64 thousand points and it is divided into 
2304 blocks per node (which equals to 48 blocks per core). The experiment performs a weak 
scaling, starting from 1 node up to 16. The experiment scales up to 36864 blocks for the 16-node 
execution. The execution times are shown in Figure 26. 

We can observe that the SplIter executions have a good scalability, showing very flat results and 
resulting in a very stable weak scaling behavior, both in the COMPSs&dataClay and in the Dask 
implementations, providing great improvement in scalability when compared to the baselines. 
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Figure 26. K-means weak scaling with 2304 blocks per node (48 per core). 

An alternative to SplIter would be to use the rechunk. This can be seen in the Dask+rechunk 
execution, which shows good results. Its scalability is not as good as with SplIter and we can see a 
clear uptrend in the execution times when the number of nodes (and thus, the number of blocks) 
increases. This overhead is due to the rechunk cost, which requires moving data between workers. 

The second experiment for this application will analyze the case when the dataset is already 
perfectly balanced. This would be the worst-case scenario for SplIter, as blocks have already been 
(manually) defined with the optimal block size. This evaluation will also be conducted through a 
weak scaling. The dataset size is identical to the previous scenario, but each block is bigger: 3 
million points per block. Figure 27 shows the execution times. 

The previous two experiments for this application have showcased a good case scenario and a 
worst case scenario for the SplIter. Now we will find the tipping point where the benefits of the 
SplIter are greater than its overhead. 

In order to do so we will fix the number of nodes to 8 and change the number of blocks per core. 
The number of blocks per core will go from 1 (worst case scenario for the SplIter, as done in the 
previous experiment) up to 48 (which is the highly fragmented dataset discussed in the first 
experiment). The results can be seen in Figure 28. 

The SplIter executions are very stable, almost flat, showing that the mechanism that we propose 
is able to reduce sensitivity to fragmentation. In contrast, the performance of the baseline 
executions decreases when the number of tasks increases i.e. when the tasks are smaller and the 
scheduler is under pressure and there are a lot of invocations of small tasks. COMPSs scheduler is 
able to ``resist'' a bit longer (it starts degrading significatively between 16 and 48 blocks per core) 
while Dask starts to increase at 4 blocks per core and quickly becomes orders of magnitude slower 
than any other execution. The rechunk shows an overall good behavior. It does reduce sensitivity 
to the dataset fragmentation, but not as effectively as SplIter.  
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Figure 27. K-means weak scaling with 48 blocks per node (1 per core). 

 

 

 
Figure 28. K -means on 8 computing nodes. The X axis shows variation on the total blocks per core. Block size changes, dataset size 

remains constant. 

 

All these results have been included in a paper that has been submitted to a journal and is currently 
under review. This functionality is being applied to the Pillar I workflow to optimize the SVD. In 
particular, in the context of Pillar I, SplIter is able to exploit data locality and avoid both data 
transfers and data transformations.  

More specifically, the simulation output comes in the form of long (tall) vectors, and the 
simulations are scattered across the distributed computing resources of the underlying 
infrastructure. The canonical approach (with no SplIter) is to perform a rechunking operation in 
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order to obtain properly sized blocks that allow the numerical procedures to optimally run in the 
distributed environment. 

The incorporation of the SplIter semantics in this workflow allows us to avoid the rechunking as it 
logically aggregates different vectors into partitions. This eliminates data transformations 
(because the blocks are retained in their original form) and data transfers (because each partition 
aggregates vectors that are local to the same node). The numerical operations can progress by 
leveraging the information and metadata provided by the partitions (i.e., the structure and 
metadata provided by the SplIter). 

The results of this research are described in a journal article [7]. We are currently evaluating this 
new approach to quantify the performance optimization that it brings to the Pillar I workflow. 

5.2 Hecuba extensions 
We have extended Hecuba to support the requirements of ESM Dynamic Workflow use case from 
Pillar II. We have three main extensions. The first one is the functionalities to support a lambda 
architecture, that allows to support both batch processing and stream processing; The second one 
is a C++ interface that facilitates the utilization of Hecuba from C++ codes or Fortran codes; and 
third one is an extension to allow a container-based deployment for Hecuba. 

5.2.1 Support to Lambda Architecture 
The ESM Dynamic Workflow is composed of two types of applications: The Earth System Model 
and the diagnosis to decide if the model should be pruned because it does not provide significant 
value. Thus, the diagnosis needs to perform on-line analytics that from time to time checks the 
output of the model to take the pruning decision. At the same time, the output data of those 
models are intended to be used as part of off-line analytics. The lambda architecture [3] is defined 
to deal with this type of scenario in which the generated data is a target of both types of analytics: 
on-line and off-line. Thus, this architecture stores the data (to allow post-mortem analysis) and 
streams out the data (to allow on-line analysis). At the beginning of this project, Hecuba could be 
used to perform on-line analytics but it was the responsibility of the user to detect when new data 
was available and to launch manually the analysis of the new data. We have extended Hecuba with 
streaming capabilities which automatize the synchronization between the producer and the 
consumer and allow the implementation of the lambda architecture. 

We have added to Hecuba a new class, StorageStream, to encapsulate the streaming capabilities. 
When defining a class for persistent Hecuba objects, the user can specify only the base class that 
will back the storage of the object or can specify that it also inherits from StorageStream and 
provide it with streaming capabilities. An insertion on persistent objects with streaming 
capabilities will perform two operations: it will send asynchronously the data to the storage (as 
usual) and it will stream out the data. On the other hand, it is possible to read from a persistent 
object with streaming capabilities using the poll method, which blocks the process until new data 
is available (see Figure 29).Notice that it is also possible to read the data that is already persisted 
or loaded in memory using the Hecuba API for persistent objects. 
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Figure 29. Hecuba support of Lambda Architecture. 

 

5.2.2 C++ Hecuba interface 
The ESM Dynamic Workflow of Pillar II has two main components: the diagnosis application 
(written in Python) and the Earth System Model (written mainly in Fortran). To facilitate the 
interaction of the Earth System Model with Hecuba we have designed and implemented a C++ 
interface for Hecuba. The implementation of the C++ Hecuba interface is a work in progress that 
currently supports a subset of the features of the Python Hecuba interface. At this moment, the 
C++ interface to Hecuba supports four types of Hecuba Objects: StorageDict, StorageObject , 
StorageNumpy and StorageStream. Programmers can define any class inheriting from one of these 
classes. The method to define each class depends on the base class. 

● StorageDict is a templated class with a template composed of three elements: the class of 
the key, the class of the value and the name of the derived class. The class of the key is the 
templated class KeyClass defined by Hecuba, and the class of the value is a templated class 
ValueClass. The template of both key and value can have a variable number of types: one 
for each element. The types of both keys and values can be basic types or other Hecuba 
derived classes. 

● Classes inheriting from StorageObject need to use the macro HECUBA_ATTRS to define its 
persistent attributes. The parameters of this macro are comma separated pairs composed 
by the type of the attribute (basic types or Hecuba derived classes) and the name of the 
attribute. The following sentence defines a class derived from a Storage Object with two 
attributes: “attr1” of type uint64_t, “attr2” of type std::string: 

class myObjClass:public StorageObject{ 

            HECUBA_ATTRS (uint64_t, “attr1”,std::string, “attr2” ) 

} 

● Programmers can instantiate StorageNumpys without any additional class definition, using 
the default constructor for StorageNumpys, or using a constructor that allows to set the 
values of the numpy at instantiation time: 

StorageNumpy::StorageNumpy(void *data, vector<uint32_t> metas);   

Where data is a pointer to a memory region with the content of the numpy in C order. And 
metas is a vector that contains the size of each dimension of the numpy.ndarray. 

● StorageStream class is intended to be used as an additional base class of any persistent 
Hecuba object, to provide it with streaming capabilities. Current implementation of the C++ 
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Hecuba interface does not implement the poll method and thus data can only be streamed 
out from C++ code. 

The object instantiation is as any regular object. The only consideration is that if the programmer 
implements in the derived class a constructor with parameters, that constructor should explicitly 
call the default constructor of the base class. The connection with the database is performed when 
the first Hecuba object is instantiated. And this connection will be active during all the execution 
of the process. 

Once an Hecuba object is instantiated, the next step is to persist it with the method 
make_persistent, that receives as parameter the name of the persistent object (a string that will 
identify the persistent object in the database). This method will prepare in the database the tables 
that will contain the object data and will create a Python file with the class definition of the object 
(for StorageDict and StorageObjects), that can be used from any Python code that needs to access 
this persistent object. 

To implement the access to StorageDicts, the C++ interface of Hecuba overrides the indexing 
operator ([]). This interface also implements an iterator on the keys of the StorageDict. The access 
to the attributes of a StorageObject is implemented with the accessing operator (.), like the access 
to any type of object. In the case of StorageNumpy, the current implementation of the C++ Hecuba 
interface only supports setting the whole array at once, during the instantiation of the 
StorageNumpy or later using the setNumpy method. 

5.2.3 Support to container-based deployment 
To enable the automatic execution of the ESM Dynamic Workflow of Pillar II in a container-based 
environment it is necessary to extend the automatic deployment of Hecuba to support container-
based environments. These extensions focus on the scripts that enable the automatic deployment 
of Hecuba on queue-based systems (current implementation interacts with the slurm workload 
manager [4]). These scripts adapt the configuration files of the database (Apache Cassandra) 
according to the allocation provided by the scheduler of the system and run the Cassandra service 
on the allocated nodes. We have extended these scripts to consider the execution of Cassandra in 
a singularity container. If the user sets this option, then the execution scripts adapt the 
configuration file used by the Cassandra singularity and run the requested container instances in 
the allocated nodes. This feature currently is only available for PyCOMPSs applications and it is set 
through the enqueue_compss execution command. In addition, we have created a singularity 
container for Cassandra starting from the official docker image provided by the Cassandra 
developers [5]. 

5.3 Ophidia extensions to support Pillars datasets ingestion 
The Ophidia Framework can manage different kinds of data formats, but it is especially devoted to 
the analysis of large amounts of climate data, coming in the form NetCDF files. 

In the context of the eFlows4HPC project and to address Pillar II requirements, the need arose to 
carry out analysis starting from a large number of files. In particular, this meant gathering in a 
single datacube all temperature values stored in NetCDF files, and relating to a particular day of 
the year along 20 years. To perform the analytical operations, as a first step it is necessary to 
import the necessary data into the storage model of Ophidia by applying the oph_import operator, 
which is able to read data from a NetCDF file and then store/catalogue it for subsequent 
operations. 
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The oph_import operator only allows reading/importing one NetCDF file at a time, thus appending 
the next read/imported files in the same datacube. To support Pillar II needs, it has been useful to 
implement a new operator, i.e., oph_multimport, that supports reading and also importing a 
generic number of files by ingesting all the data in the same datacube based on the time 
dimension. 

In this sense, before this optimization, a loop was required to append each file to the same 
datacube. The new operator allows performing a single operation in order to read and store all the 
needed data into the Ophidia storage model in temporal order. 

 
Figure 30. The optimized approach of the multimport operator compared with the previous solution. 

Another optimization on the importing phase has been implemented to support the Pillar III use 
case. As mentioned before, the oph_import operator is useful to ingest into the Ophidia storage 
model multidimensional scientific data as data cubes. A datacube allows data to be modeled in 
multiple dimensions with respect to which it is desired to keep records and perform analysis. 

More in detail, the import operator imports a NetCDF file into a datacube with time as implicit 
dimension and latitude, longitude, depth as possible explicit dimensions. 

 

 
Figure 31. Excerpt of the NetCDF file managed by the Pillar 3 tsunami workflow. 

 
As shown in Figure 31, the tsunami simulation NetCDF files are slightly different from classic 
scientific climate NetCDF files because they contain non-spatial oriented data. 
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The proposed extension is able to adapt the oph_import operator in order to allow the 
management of non-spatial oriented data. Figure 32 shows the resulting datacube. 

 

 
Figure 32. Tsunami scenario imported in Ophidia. 

 

To sum up, these new developments and adaptations allowed exploiting in the best way the 
functionalities offered by Ophidia in the context of both Pillar II and Pillar III workflows. 

6 Conclusion 
The goal of WP2 is to conduct, supervise, and optimize the efficient and flexible deployment of the 
integrated software stack defined in WP1, as well as the required support for the implementation 
of the use cases from the Pillar’s WPs in a co-design manner. The three main activities areas of the 
work package are the optimization of the existing components in the eFlows4HPC platform 
(machine learning and data analytic libraries, workflow runtime, etc.), the efficient deployment of 
services and parts of the workflows (i.e., computation support) and provision of data resources in 
terms of both storage and relevant data items.  

The activities performed in the work package are very diverse, involving new developments and 
extensions in the area of machine learning, workflow optimizations, data analytics, deployment 
and storage. The deliverable describes these developments as well as the results obtained. Most 
of the developments were motivated by requirements and needs of the Pillar’s applications, and 
during the last period of the project partners will evaluate the impact of these improvements. 

In addition, tasks in WP2 contribute to the project software releases and the resulting code is 
available from the project github. 

 

7 Acronyms and Abbreviations 
- BLEST-ML – BLock size ESTimation through Machine Learning 
- BSC – Barcelona Supercomputing Center 
- CA – Consortium Agreement 
- CIC – Container Image Creation 
- CLI – Command-Line Interface 
- CPU – Central Processing Unit 
- D – deliverable 
- DLS – Data Logistics Service 
- DoA – Description of Action (Annex 1 of the Grant Agreement) 
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- EB –  Executive Board 
- EC – European Commission 
- GA – General Assembly / Grant Agreement 
- GPU – Graphical Processing Unit 
- GUI – Graphical User Interface 
- HEP – High Energy Physics 
- HPC – High Performance Computing 
- IPR – Intellectual Property Right 
- KPI – Key Performance Indicator 
- M – Month 
- MAE – Mean Absolute Error 
- MAPE – Mean Absolute Percentage Error 
- MaxE – Maximum Error 
- MedAE – Median Absolute Error 
- MN4 – MareNostrum 4 supercomputer 
- MS – Milestones 
- MSE – Mean Square Error 
- PCA – principal component analysis 
- PM – Person month / Project manager 
- PTHA – probabilistic tsunami hazard analyses 
- R-SVD – Randomized Singular Value Decomposition 
- SVD – Singular Value Decomposition 
- WP – Work Package 
- WPL – Work Package Leader 

8 Table of figures 
Figure 1. Main steps of BLEST-ML ..................................................................................................... 8 
Figure 2. Execution times (in seconds) achieved in MareNostrum 4 by running the PCA algorithm 
on an atom trajectory dataset. The time obtained with the predicted block size is marked by the 
cyan circle, while the best one (achieved through a set of executions on a grid-like search space) is 
marked by the green star .................................................................................................................. 9 
Figure 3. The workflow of the analysis process producing the Tsunami predictors ....................... 11 
Figure 4. MAPE and MAE vs wave height ranges ............................................................................ 12 
Figure 5. Execution trace of the original R-SVD script. .................................................................... 13 
Figure 6. Execution trace of the optimized R-SVD script ................................................................. 14 
Figure 7. Strong scaling evaluation with the HIGGS dataset (execution time). .............................. 17 
Figure 8. Weak scaling evaluation with the HTP dataset (execution time)..................................... 17 
Figure 9. Bridge pattern used to specify the execution environment of a ParSoDA application. .. 18 
Figure 10. APIs used for defining crawlers and parsers for social data items. ................................ 20 
Figure 11. Execution Time and Speed-up obtained from tests of ParSoDA on top of PyCOMPSs, by 
varying the number of cores from 8 to 64. ..................................................................................... 21 
Figure 12. Difference between the Python code used for the climatological mean evaluation before 
and after the development of the new intercube operator. .......................................................... 22 
Figure 13. The optimized approach of the mergecubes operator compared with the current 
solution. ........................................................................................................................................... 23 



 

42 

 

D2.4 Report on Implementing Containerization and Optimization Strategy 
Version 1.0 

Figure 14. Overview of the Container Image Creation Service. ...................................................... 24 
Figure 15. Example of a container image request. .......................................................................... 25 
Figure 16. Spack environment concretization. ................................................................................ 25 
Figure 17. Pillar I MN4 executions. .................................................................................................. 26 
Figure 18. Pillar I Nord3 executions. ................................................................................................ 26 
Figure 19. Pillar II MN4 executions. ................................................................................................. 27 
Figure 20. Pillar II Nord3 executions. ............................................................................................... 27 
Figure 21. Pillar III CTE-Power executions. ...................................................................................... 27 
Figure 22. Image transfer pipeline structure. .................................................................................. 28 
Figure 23. . Connections between container-related TOSCA components. .................................... 31 
Figure 24. Diagram of a regular execution with one task per block. .............................................. 32 
Figure 25. Diagram of SplIter interaction with block distribution and task invocation. ................. 32 
Figure 26. K-means weak scaling with 2304 blocks per node (48 per core). .................................. 34 
Figure 27. K-means weak scaling with 48 blocks per node (1 per core). ........................................ 35 
Figure 28. K -means on 8 computing nodes. The X axis shows variation on the total blocks per core. 
Block size changes, dataset size remains constant. ........................................................................ 35 
Figure 29. Hecuba support of Lambda Architecture. ...................................................................... 37 
Figure 30. The optimized approach of the multimport operator compared with the previous 
solution. ........................................................................................................................................... 39 
Figure 31. Excerpt of the NetCDF file managed by the Pillar 3 tsunami workflow. ........................ 39 
Figure 32. Tsunami scenario imported in Ophidia. ......................................................................... 40 
 

9 References 
[1] Ejarque J, Badia RM. Automatizing the creation of specialized high-performance computing 
containers. The International Journal of High Performance Computing Applications. 2023;0(0). 
doi:10.1177/10943420231165729 

[2] Image transfer pipeline source code in the project GitHub repository 
https://github.com/eflows4hpc/dls-dags/blob/master/image_transfer.py  

[3] A. A. Munshi and Y. A. -R. I. Mohamed, "Data Lake Lambda Architecture for Smart Grids Big 
Data Analytics," in IEEE Access, vol. 6, pp. 40463-40471, 2018, doi: 10.1109/ACCESS.2018.2858256. 

[4] Slurm Workload Manager documentation.  https://slurm.schedmd.com/documentation.html. 

[5] Cassandra official Docker image. https://hub.docker.com/_/cassandra. 

[6] eFlows4HPC Online documentation, Development Interface, TOSCA components section 
https://eflows4hpc.readthedocs.io/en/latest/Sections/03_HPCWaaS_Methodology/01_Develop
ment_Interface.html#eflows4hpc-tosca-components  

[7] A. Barceló, T. Cortes, A. Queralt. Enhancing iteration performance on distributed task-based 
workflows (submitted to journal, under review) 

[8] Cantini, Riccardo, et al. "Block size estimation for data partitioning in HPC applications using 
machine learning techniques." arXiv preprint arXiv:2211.10819 (2022). This work has been recently 
submitted for publication to Journal of Big Data, 2023. 

[9] Cesario, Giampà, et al. "Machine Learning for Tsunami Waves Forecasting using Regression 
Trees". Submitted for publication to the Big Data Research journal, Elsevier, 2023 and it is currently 

https://github.com/eflows4hpc/dls-dags/blob/master/image_transfer.py
https://slurm.schedmd.com/documentation.html
https://hub.docker.com/_/cassandra
https://eflows4hpc.readthedocs.io/en/latest/Sections/03_HPCWaaS_Methodology/01_Development_Interface.html#eflows4hpc-tosca-components
https://eflows4hpc.readthedocs.io/en/latest/Sections/03_HPCWaaS_Methodology/01_Development_Interface.html#eflows4hpc-tosca-components


 

43 

 

D2.4 Report on Implementing Containerization and Optimization Strategy 
Version 1.0 

under review (a copy of the submitted paper is available at 
https://drive.google.com/open?id=1VN_QUK8UbcN6YqXirqCvtLQLsJ7OP62q&usp=drive_fs). 

[10] Tejedor E, Becerra Y, Alomar G, et al. PyCOMPSs: Parallel computational workflows in Python. 
The International Journal of High Performance Computing Applications. 2017;31(1):66-82. 

[11] J. Álvarez Cid-Fuentes, S. Solà, P. Álvarez, A. Castro-Ginard and R. M. Badia, "dislib: Large Scale 
High Performance Machine Learning in Python," 2019 15th International Conference on eScience 
(eScience), 2019, pp. 96-105. 

[12] “Scalable Random Forest with Data-Parallel Computing”, Fernando Vázquez-Novoa, Javier 
Conejero, Cristian Tatu and Rosa M. Badia, accepted for publication at EuroPar 2023.  

https://drive.google.com/open?id=1VN_QUK8UbcN6YqXirqCvtLQLsJ7OP62q&usp=drive_fs

	1 Executive Summary
	2 Introduction
	3 Data Analytics, Machine Learning Libraries and Workflow System Optimizations
	3.1 Data partitioning optimization
	3.1.1 A machine-learning approach for chunk size prediction
	3.1.2 Use case: Block size estimation in dislib applications

	3.2 Machine Learning for Tsunami Waves Forecasting
	3.2.1 The proposed approach
	3.2.2 Experimental results

	3.3 Optimizations in Pillar I workflow: enabling overlap of tasks in different workflow steps
	3.4 Data-parallel Random Forest
	3.4.1 Random forest overview
	3.4.2 Data-parallel solution

	3.5 Integration of ParSoda and PyCOMPSs
	3.5.1 Proposed solution
	3.5.1.1 Data crawling

	3.5.2 Experimental results

	3.6 Enhancing Ophidia functionalities to support Pillars

	4 Container-Based Deployment
	4.1 HPC-ready container image creation
	4.1.1 Evaluation

	4.2 Image transfer pipeline
	4.3 TOSCA components
	4.3.1 The Environment TOSCA component
	4.3.2 The Container Image Creation TOSCA component
	4.3.3 The Image Transfer TOSCA component
	4.3.4 The PyCOMPSsJob TOSCA component
	4.3.5 An example with components interacting all together


	5 Storage technologies
	5.1 Optimized iteration on datasets with dataClay
	5.1.1 Evaluation

	5.2 Hecuba extensions
	5.2.1 Support to Lambda Architecture
	5.2.2 C++ Hecuba interface
	5.2.3 Support to container-based deployment

	5.3 Ophidia extensions to support Pillars datasets ingestion

	6 Conclusion
	7 Acronyms and Abbreviations
	8 Table of figures
	9 References

