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1.  Executive Summary 
This deliverable collects the work from Tasks T3.2 and T3.4, including associated evaluation work from T3.6. 
Concretely, this deliverable contains an initial version1 of the optimised kernels developed in the project 
for the use of heterogeneous components.  

Among the kernels addressed in this first stage, in Task 3.2 we accelerated 1) the solution of sparse linear 
systems and 2) the calculation of the singular value decomposition (SVD) on graphics processing units 
(GPUs), both arising in the reduced order model (ROM) workflow in Pillar I. As part of the work in the same 
task, we analysed the execution of the advection-diffusion kernel, from the FESOM2/NEMO workflows in 
Pillar II, on conventional clusters and the acceleration of part of it on a Field Programmable Gate Array 
(FPGA). In Task 3.4, we investigated both the training and inference phases of deep learning (DL), of 
application to all Pillars as a replacement for some costly numerical simulations. For training, we explored 
the use of the EDDL and Dislib libraries. For inference, we adopted an accelerating technology based on 
FPGAs. 

 

2.  Introduction 
The application workflows for Pillars I, II and III present a considerable complexity, consisting of many 
processes, where some run in parallel while others are executed sequentially. Some processes from the 
same workflow may even run in parallel on different machines with distinct configurations.  

In Task 3.1 we conducted a detailed analysis of the workflows in order to detect the main bottlenecks that 
dictate their execution time and energy consumption. During that analysis, we distinguished three types of 
bottlenecks, depending on the type of component that causes the performance problem in the workflow: 

- Compute-specific: This occurs when the execution time (and/or energy consumption) of the 
workflow is dominated by the computational cost of the underlying kernel(s). Removing this type 
of bottleneck requires targeting new compute-specific resources in order to reduce the execution 
time and/or energy consumption of the kernel. All the project workflows also present compute-
specific bottlenecks due to the need to execute hundreds or thousands of simulations (some 
involving small individual kernels). 

- Storage-specific: These bottlenecks arise when a large amount of data stored in local disks needs 
to be accessed. In these situations, a storage-specific technology may help to reduce the data access 
time and/or energy consumption. 

- Communication-specific: This type of bottleneck is due to data transfers between workflow 
modules with a direct impact on performance and/or energy consumption.  

At this initial point, we remember the concept of a (computational) kernel, introduced in deliverable D3.1. 
Concretely, a kernel represents a given algorithm that implements a specific functionality in a computer 
system. The same kernel may have different realisations depending on the target system where it is actually 
implemented, for instance a CPU (central processing unit), a GPU or even an FPGA. 

Figure I reproduces a graphical summary of the bottlenecks and associated kernels identified for the 
application workflows as a result of the work done in Task 3.1, and reported in deliverable D3.1. The 
following two paragraphs, extracted from deliverable D3.1, help to interpret the contents of the figure: 

“[In the figure] Compute-related bottlenecks are shown in green, communication-related 
bottlenecks in blue, and storage-related bottlenecks in orange. The bottom part of the figure shows 
all the bottlenecks identified in the different simulation frameworks and models (KRATOS, 

                                                      
1 The final version of the optimised kernels will be completed during the second half of the project, and the results will be reported 
in a separate deliverable. 
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Randomised SVD, FESOM2, OpenIFS, NEMO, Tsunami-HySEA, and SALVUS). No clear bottlenecks 
were identified for Tsunami-HySEA because the application is fully optimised and embarrassingly 
parallel. The same issue applies to SALVUS, in this case because this is part of proprietary software 
and we have no access to it. On top of each framework we show, for each pillar, the bottlenecks 
identified at workflow level. 

The fact that all workflows rely on hundreds of compute-intensive simulations for the input 
generation phase is of particular interest. This represents a compute-intensive bottleneck across all 
workflows. Indeed, the three pillar workflows plan to address these overheads via the use of neural 
networks (NNs) and machine learning (ML) algorithms for effective prediction and pruning of 
ensemble members, though following a different approach in each case. In the top part of the 
figure, we highlight this fact by showing some of the most demanded types of operations in ML/NN. 
Specific kernels appearing in the pillars will need to be implemented efficiently to prevent 
bottlenecks.” 

 

 
Figure I. Bottlenecks identified for the three Pillars as a result of the work performed in Task T3.1. The bottlenecks are classified as 

compute-intensive, communication and storage using different colours: green, blue and orange, respectively. The figure also 
specifies the current support for each framework/model. 

 

In the following sections we describe the work performed during the first half of the project, in Tasks 3.2 
and 3.4, toward the acceleration of the compute-specific bottlenecks detected during the analysis 
performed in Task 3.1. In the remainder of this deliverable, we borrow the notation “Pillar N, CP.x.y”, 
introduced in deliverable D3.1, in order to identify the compute-specific bottlenecks that are targeted with 
the optimisations described in each of the following sections.  

 

3.  Compute-Specific Kernels and Heterogeneous 
Components 

Compute-specific bottlenecks can arise from either memory-bound or compute-bound kernels. In the 
former type, the execution time (and/or energy consumption) is determined by the access cost to the 
(main) memory. In the latter case, it is the arithmetic units that constrain performance. Classifying a priori 
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a kernel as memory-bound or compute-bound is possible in some special cases. For example, when the 
kernel is well-known or an analysis of its arithmetic intensity (that is, the ratio between the number of 
memory accesses and arithmetic operations) is straightforward. For other kernels, it may be necessary to 
rely on execution traces for this purpose. 

This distinction between the two types of kernels is important because, depending on that property, we 
can expect certain benefits from the adoption of a specific type of hardware accelerator featuring higher 
memory bandwidth, reduced memory latency, large number of arithmetic units, etc. For example, memory-
bound kernels can benefit from “fast” memory technologies such as HMB2 (High Memory Bandwidth 2) 
and DDR5 (Double Data Rate 5), as those available in recent generations of FPGAs (field programmable gate 
arrays) and GPUs (graphics processing units). In contrast, in case the kernels do not exhibit complex data 
dependencies, compute-bound kernels can take significant advantage of the massive hardware parallelism 
in data-parallel architectures such as GPUs.  

The different nature of the kernels encountered during the analysis of the workflows, in combination with 
the positive ratios in performance-price and performance-energy consumption, moved us to consider the 
two target heterogeneous components, consisting of a general-purpose processor (or CPU) plus one of the 
following accelerator technologies:   

● A GPU from either NVIDIA or AMD. 

● An FPGA from either Intel or Xilinx (AMD). 

In both cases, the accelerator is embedded in a board with its own memory, and is connected to a server 
containing the CPU via a PCI-e bus. For certain models of GPUs from NVIDIA, this type of connection can be 
replaced by a faster link. 

In addition to these two accelerator technologies, we were also interested in exploring the benefits of a 
tighter connection between the CPU and accelerator, such as that currently integrated in the Xilinx Versal 
board VCK190. This system comprises an ARM-based CPU, an FPGA, and a specific accelerator composed 
of 400 specialised arithmetic units, known as Artificial Intelligence Engines (AIEs), connected in the form of 
a 2-dimensional mesh. Each AIE can be viewed as a SIMD (single instruction multiple data) arithmetic unit.  

 

4.  Solution of Sparse Linear Systems on GPUs 
4.1 Pillar I, CP.I.1 
The reduced-order model (ROM) workflow for Pillar I requires the solution of large and sparse linear 
systems with no special structure (e.g., band, symmetry, etc.) nor property (e.g., positive definiteness). The 
Krylov-subspace (based) solvers, which are among the most popular and effective methods for tackling this 
type of systems [Saa03], comprise a number of memory-bound kernels. The most visible one is the sparse 
matrix-vector product (SpMV) involving the coefficient matrix of the linear system. In addition, accelerating 
the convergence of these iterative solvers often requires the utilisation of an appropriate preconditioner. 
(This is the case of the linear systems in the ROM workflow.) While there are many different 
preconditioners, the acceleration factor they deliver significantly varies depending on the properties of the 
linear system. The selection of a preconditioner thus represents a delicate balance between faster 
convergence and higher arithmetic cost/complexity due to the (calculation and) application of the 
preconditioner [Saa03]. In any case, as argued earlier, the application of the preconditioner is, in general, a 
memory-bound kernel.  

Given the memory-bound nature of the two main kernels employed in the iterative solution of sparse linear 
systems, we decided to address this compute-specific bottleneck via modern discrete GPUs with fast 
memory access. The target system for the evaluation in this section was a server equipped with an Intel 
Xeon Silver 4210 R processor (10 cores) and 128 GB of DDR4-2400 (main) memory, connected via PCI-e to 
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a board with an NVIDIA A100 GPU and 40 GB of DDR5 memory.  The software running in the server was 
Linux (Ubuntu 9.3.0-17ubuntu1~20.0), gcc 9.3.0, and CUDA 11.3 V11.3.58. The linear system for the ROM 
workflow presented a sparse matrix with 2,475,320 rows/columns and 91,743,724 non-zero entries. The 
tolerance threshold to stop the iteration was 10-12, as dictated by the application needs.  

4.1.1 Baseline linear system solver in the ROM workflow 
Prior to the work in Task 3.2, the ROM workflow employed the AMGCL software package2 to deal with the 
sparse linear systems. This numerical tool offers a selection of iterative Krylov-type solvers, enhanced with 
a sophisticated AMG (Algebraic MultiGrid) preconditioner, and backends for multicore processors as well 
as GPUs, on top of OpenMP, OpenCL and NVIDIA’s CUDA [Dem20]. 

In order to assess the performance of the AMGCL software on a GPU accelerator, when applied to the 
solution of the linear systems arising in the ROM workflow, we evaluated the realisations of the BiCGStab 
(Biconjugate Gradient stabilised) and GMRES (Generalised Minimal Residual) solvers of this package 
(version 1.4.2), which are most appropriate for the type of linear systems arising in this pillar. The results 
of this experimental study are reported in Table I. 

The columns in Table I report the execution time for computing the preconditioner and the iterative part 
of the solver (second and third columns, respectively), the number of iterations required for convergence 
(fourth column), and the relative residual of the computed solution (fifth column). We can note that the 
GMRES-based solver is considerably faster than its BiCGStab counterpart (260 seconds versus 338 seconds) 
even though it requires many more iterations (75 versus 49). This is due to the fact that BiCGStab requires 
two SpMV and two applications of the preconditioner per iteration versus one SpMV and one application 
of the preconditioner per iteration of GMRES.  

 

Table I. Performance of the AMGCL solvers applied to solve a representative case of the linear systems arising in the ROM 
workflow on a GPU-equipped server. 

Solver Time precond. 
(s) 

Time iterative 
solver (s) 

#Iterations  Relative residual 

BiCGStab+AMG 7.13e+00 3.38e+02 49 8.38e-13 

GMRES+AMG 7.39e+00 2.60e+02 75 7.73e-13 

 

4.1.2 Alternative solver for the ROM workflow 
There exists several other linear algebra packages for the solution of sparse linear systems, some of them 
also with specific backends for GPU accelerators. Among these, Ginkgo3 provides a variety of Krylov-
subspace solvers and simple yet effective preconditioners (Jacobi, block-Jacobi, ILU), combined with 
adaptive precision techniques, and with GPU kernels implemented in NVIDIA’s CUDA, AMD’s HIP, and Intel’s 
DPC++ [Anz22]. 

As part of the work performed in Task 3.2, we evaluated the performance of Ginkgo’s implementation of 
the BiCGStab and GMRES solvers combined with the block-Jacobi preconditioners in this library (version 
1.4.0). The sizes of the individual blocks of the preconditioner are automatically determined by the Ginkgo 
library and their precision is also adjusted depending on their condition number to reduce memory 
bandwidth pressure. In addition, for GMRES, we tested three versions of the solver, which maintain the 

                                                      
2 https://github.com/ddemidov/amgcl/ 
3 https://github.com/ginkgo-project/ginkgo 
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orthonormal basis in compressed form, trading off accuracy and convergence speed for faster execution 
per iteration [Anz22]. For brevity, we only report results for the best option. 

 
Table II. Performance of the Ginkgo solvers applied to solve a representative case of the linear systems arising in the ROM 

workflow on a GPU-equipped server. 

Solver Time precond. 
(s) 

Time iterative 
solver (s) 

#Iterations  Relative residual 

BiCGStab+Jacobi 4.81e-1 1.96e+01 5,651 1.54e-08 

GMRES+Jacobi 4.81e-1 5.12e+01 7,598 9.79e-13 

 

The results of this experimental analysis are reported in Table II. The first aspect to note in that table is that 
BiCGStab (with the Ginkgo preconditioner) fails to meet the threshold accuracy and, therefore, the 
remaining metrics for this solver are irrelevant. In contrast, the GMRES solver, with the block-Jacobi 
preconditioner, fulfils the application’s accuracy requirements. Although the number of iterations required 
for this is very large (two orders of magnitude larger than, for example, that required for the same solver 
with AMG), the execution time is quite reduced: about 4x lower than the best option from AMGCL. 

This evaluation reveals Ginkgo as an appealing alternative for the solution of the linear systems arising in 
the ROM workflow on GPUs. Further tests are due though, in order to confirm the generality of these 
results, prior to an integration of the Ginkgo library into the Kratos software being used in Pillar I. 

 

5.  Singular Value Decomposition on GPUs 
5.1. Pillar I, CP.I.3 
The second stage of the ROM workflow for Pillar I relies on the singular value decomposition (SVD) [Gol96] 
to compress the original system model into a reduced representation, with an accuracy adjusted via the 
singular values, which are used to truncate the decomposition to a certain point. As part of the work 
performed in Task 3.2, we developed a randomised variant of the SVD [Mar06] in order to reduce the 
computational, communication and storage costs of this stage. In some detail, the randomised SVD is 
obtained via 1) a couple of large-scale general matrix-matrix multiplications (GeMM); 2) the QR 
factorization of a tall-and-skinny matrix; and 3) the SVD of a small, “squarish” matrix. Taking into account 
the dimensions of the operands that participate in each one of these computations, the computational 
kernel that dominates this stage is the GeMM followed, to a much lower extent, by the QR factorization. 
The contribution of the final SVD is negligible. 

In order to compute a number of singular values which is unknown a priori, the randomised SVD works 
incrementally, adding several singular values in each step till a given accuracy threshold is met. However, 
this procedure suffers from numerical stability issues, losing the orthogonality of the basis vectors. As part 
of the work in Task 3.2, we proposed an alternative based on the block GKL Lanczos algorithm [Bai00], 
which is a natural incremental process to compute the SVD. The family of Lanczos algorithms also suffer 
from loss of orthogonality, but this effect has been thoroughly studied in the literature and several solutions 
exist for it. We opted for the one-sided full orthogonalization scheme, because it exhibits a smaller 
arithmetic cost than the randomised SVD. In addition, the Lanczos algorithm presents a superlinear 
convergence, computing more accurate approximations to the singular values with the same number of 
iterations than the incremental randomised SVD, which has similar convergence properties to those of the 
subspace iteration algorithm. 
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Figure II shows the performance of the implementations performed in this task for the randomised SVD and 
the Lanczos algorithm in two servers: an Intel Xeon Gold 6126 CPU with a NVIDIA V100 GPU and an AMD 
EPYC 7282 with a NVIDIA A100 GPU. The implementations use either Intel MKL (version 2021.2) or cuBLAS 
(version 11.2) for the most signficant computations. The Lanczos algorithm is faster because it not only 
requires fewer arithmetic operations, but it also uses a Gram-Schmidt orthogonalization scheme which 
computes the orthogonal basis more efficiently than the tall-and-skinny QR procedure integrated in the 
randomised SVD implementation. A second advantage of the Lanczos algorithm is that it is straight-forward 
to implement on a GPU, yielding a significant speedup over the CPU version because most of its floating 
point operations are expressed in terms of matrix multiplications. 

 

 

 
Figure II. Execution time for the different implementations computing the first 192 singular values of matrices with 1000 columns 
and increasing number of rows. The randomised implementation runs on the CPU and the Lanczos implementation on CPU and 

CPU/GPU combined. 
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Figure III shows the relative error of the computed singular values with respect to the true singular values 
(known because the matrix for this experiment is assembled from them). The singular values are distributed 
uniformly in the space between 103 to 10-14. These results show that the Lanczos algorithm clearly calculates 
a significant fraction of the singular values with much higher accuracy than the randomised SVD.  

 

 
Figure III. Relative error for each implementation of the 192 computed singular values of a 1000000x1000 matrix. 

 

6.  Analysis of Dwarfs (Kernels) for FESOM2 and 
NEMO 

6.1. Pillar II, CP.II.2 & CP.II.4 
The implementation of FESOM2 prior to the work in Task 3.2 runs on a (cluster of) CPU(s). Among the 
components of the model, two ocean tracers routines (advection4 and diffusion5) are the most frequently 
executed. The advection routine computes the current trend due to total advection of tracers using 
different schemes (e.g., the MUSCL or Monotone Upstream-centred Scheme for Conservation Laws), and 
adds it to the general tracer trend. The diffusion operator computes the horizontal tracer diffusive trend 
and adds it to the general trend of a tracer equation. 

Initially, we performed a performance analysis of the advection-diffusion kernel using the profiling tools 
Extrae and Paraver from Barcelona Supercomputing Center (BSC).6 The profiling was done in a cluster with 
four nodes, each with two AMD EPYC 7282 processors (16 cores per processor), connected via an Infiniband 
HDR network. The kernel has several configuration settings to run with different numbers of cores. For the 
tests we used a configuration of 128 cores, with one MPI process per core. 

FESOM2 employs the OpenMPI library (version 4.1.1) to exchange data between the processes, interleaving 
collective and point-to-point primitives. Figure IV shows that the communication pattern of the kernel is 

                                                      
4 http://forge.ipsl.jussieu.fr/nemo/browser/NEMO/trunk/src/OCE/TRA/traadv_mus.F90 
5 http://forge.ipsl.jussieu.fr/nemo/browser/NEMO/trunk/src/OCE/TRA/traldf_lap_blp.F90 
6 https://tools.bsc.es 
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rather varied. Most of the communication between nodes is done asynchronously through the primitives 
Immediate Send and Immediate Receive in tandem with Wait/WaitAll. We consider that the 
communication overhead contributed by the Wait/WaitAll calls could be reduced in a FPGA implementation 
through the use of streams. 

 

 
Figure IV. Communication pattern. Processes are mapped to the Y-axis and the yellow lines represent communication between 

them. 

 

When inspecting the functions executed by each process, we found that the main functions in the kernel 
were oce_tra_adv_fct and adv_tra_hor_mfct; and that they are memory-bound operations. Therefore, a 
memory-acceleration technology such as HBM2 can be beneficial for this kernel. To obtain an estimation 
of the amount of resources that the kernel will use in an FPGA, as part of Task 3.2 we did a prototype 
implementation on this type of accelerator. Concretely, we implemented the function adv_tra_hor_mfct in 
HLS for the Alveo U280 board, and determined the amount of the resources used by the function; see Table 
III. 

 

Table III. Resource Estimates reported by Vitis HLS. 

 BRAM 
(Block 

RAM), in 
MBytes 

DSPs Registers (FF) LUT (Look-up 
Tables) 

URAM 
(UltraRAM), 
in MBytes 

Resources U280 2016 9024 2607K 1304K 960 

Resources Kernel 326 97 29480 38705 0 

Resources used (%) 16.1 1.07 1.13 2.96 0 
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The initial implementation can be surely further optimised to require less resources. Nonetheless, the main 
insight to extract from this initial experiment is that, despite the kernel relies on double precision arithmetic 
(64-bit floating point), it only requires 97 DSPs (digital signal processors) of the 9024 DSPs available in this 
particular FPGA. 

 

7.  Deep Learning for Pillar II on FPGAs 
7.1. All Pillars, CP.X.1 
One important aspect of the application workflows is the high number of simulations that need to be 
performed. This entails a computation-specific bottleneck. (Applicable also in Pillar I, CP.I.1; Pillar III, 
CP.III.1.) This section describes the development of optimised kernels for deep learning (DL) operators on 
FPGAs that can replace the compute-intensive simulations that appear in the application workflows of the 
project. 

The use of FPGAs is being considered in different Pillar workflows within the project. Most of the target 
scenarios for the use of FPGAs are linked with the execution of inference processes of neural network 
models. FPGAs have demonstrated their energy efficiency when running inference tasks for neural network 
models. This is often achieved by reducing the initial model dimension and complexity via quantisation and 
pruning. These two operations lead to smaller models and more efficient representations able to run on 
FPGA resources. 

Within Task 3.4, we initially directed our efforts toward adapting the initial models provided by the Pillar 
partners to run on FPGA systems. In this work, we started from an in-house neural network accelerator for 
FPGAs, named HLSinf. 

HLSinf is able to execute neural network models based mainly on 2D convolution layers, pooling layers, and 
activation functions. Among them, the convolution is the most computationally demanding operation 
within the neural network model. Thus, this is the main kernel for the HLSinf accelerator. 

As a first step, we identified several neural network models leveraged by the Pillar partners: 

- The Tropical Cyclone (TC) detection and tracking workflow (Pillar II) employs a model similar to the 
popular VGG16 convolutional neural network (CNN). 

- The Urgent Computing workflow for Tsunamis (Pillar III) employs a CNN. 

These models have been trained using different tools, including the EDDL library. Interoperability among 
the different applications is achieved via the ONNX (Open Neural Network Exchange) format. The EDDL 
library has native support for FPGA devices. Thus, the use of FPGAs is enabled through EDDL-based 
programs developed specifically for the project. 

The trained CNN models for the application workflows were read using EDDL. For this, we developed a 
specific EDDL-based program that acquires the model (in ONNX format), adapts it to the specificities of the 
HLSinf accelerator and the targeted FPGA board, and runs the inference process on the FPGA. 

Figure V shows the topology initially designed for the TC tracking system. The model reflects a customised 
VGG-16 CNN, with ten 2D convolution layers interleaved with ReLU activation functions and pooling layers. 
Dense layers are present at the end of the model. The input data is a tensor consisting of 40x40x5 data 
items. The output is a data item of 2 elements. 

The HLSinf accelerator was utilised to perform inference of the previous CNN model. For this, a simple 
EDDL-based program was implemented that performs the following actions: 

- Reads the model from an ONNX file. 

- Builds the model for CPU devices. 
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- Creates an adapted model for FPGA devices. 

- Creates a random input data set for inference. 

- Runs a given number of inference processes on both models for CPU and FPGA. 

- Plots timing statistics for each model and each operation performed. 

 

                                         
Figure V. Custom VGG-16 neural network topology for TC tracking. 

 

The EDDL-based program was run on a system with an Intel i7 processor with 12 cores and an AMD/Xilinx 
Alveo U200 FPGA connected via a PCI-e bus. 

The adapted model for FPGA manages to condensate layers from the original model into HLSinf layers. In 
particular, the ten 2D convolution layers and their surrounding activation and pooling layers are condensed 
into ten HLSinf layers. Figure VI shows the topology generated by EDDL and adapted to FPGAs. Two 
transform layers are added to perform data transformations (data format and padding) when needed 
between CPU and FPGA. 
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Figure VI. Model generated for FPGA devices using HLSinf accelerator (version 1.19). 

 

 
Figure VII. Timing results for 100 inferences when using the Intel i7 CPU. 

 

 
Figure VIII. Timing results for 100 inferences when using the FPGA device (HLSinf accelerator version 1.19) 
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Figure VII shows the performance results achieved when using the CPU to perform 100 inferences. As we 
can observe, the average inference time for one image is about 40 milliseconds, and most of the time 
corresponds to the Conv2D operation (39.2 milliseconds per inference, with 10 convolutions per inference). 

Figure VIII shows the same use case but now running on the Alveo U200 FPGA board and using version 1.19 
of the HLSinf accelerator. This version includes two kernels running with FP32 data types with a 4x4 degree 
of parallelism. This means that each kernel reads data in parallel from four channels and produces data for 
four channels in parallel. The results show that the average inference time is reduced to 23 milliseconds 
and most of the time corresponds now to the FPGA device (fpga_hlsinf function). The remaining operations 
are executed in the CPU (except for FPGA_READ and FPGA_WRITE) and correspond to the dense layers 
(mult2D, sum2D_rowwise, and associated ReLu activation function) and the transformation of data from 
CPU to FPGA (transform operation). The select operation is used to transpose the data as the original model 
performs channel transformation at the input and output of the model. 

The HLSinf accelerator is built using the dataflow model. Modules are specified and linked between them 
using streams. Therefore, the data flows from the memories, and passes through the modules being 
transformed. Figure IX shows the basic architecture of HLSinf accelerator. As we can observe there, the 
architecture is made of a series of sequential modules. These modules can be rearranged, added or 
removed. Keeping this in mind, we can adapt the HLSinf accelerator architecture to the specific needs of 
the neural network models selected and/or designed in the project. 

 

 
Figure IX. Block diagram of HLSinf accelerator composed of modules (boxes) and data streams (arrows) 

 

The HLSinf accelerator has been optimised for AMD/Xilinx Alveo U200 boards. However, it is flexible to 
define further optimisations for other target FPGA technologies. Indeed, within the eFlows4HPC project we 
will target different technologies. 

As a reference for the potential benefits of the HLSinf accelerator on the target models within the project, 
in Figure X we show the performance achieved with the HLSinf accelerator when running a number of 
representative neural network models. In VGG and low-range ResNet models, the performance with 
respect to a standard CPU system is improved significantly. On the contrary, in long-range ResNet and 
DenseNet models the performance achieved by the FPGA is similar to the ones achieved with CPU. The 
reason for this lies in the filter size used in the convolution layers of such networks. The accelerator is 
designed for 3 x 3 filters whereas 1 x 1 filters are used in those models. This is a clear indication that the 
accelerator needs to be customised to the target model.  
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Figure X. Performance (inference time) results for HLSinf on different neural network models. 

 

The experiments in this section were performed using different data precision formats. For the effective 
use of the target models within the project we need to deploy efficient quantisation and pruning strategies 
that unleash an execution of the HLSinf accelerator with reduced data precision formats. We will explore 
these issues in the second part of the project. 

 

8.  Distributed training with EDDL on GPUs  
The MPI distributed version of EDDL builds upon the C++ version of the same library. The basic idea is to 
exploit data parallelism to train the neural networks that appear in the application workflows. Distributed 
training accelerates the execution of the process, to try to increase accuracy by running the training for a 
larger number of epochs. Furthermore, it enables the use of large batch sizes, which would not be possible 
in a sequential training due to lack of memory. 

EDDL spawns one MPI process per node. In the training phase, the global batch is split among the running 
processes in chunks specified by the programmer. Therefore, each process operates with its local batch 
adjusting its own model parameters, thus leading to one different network model per process. After all 
processes have completed a given number of batches (determined by the batches_avg parameter), they 
synchronise via an averaging operation on the computed parameters: An AllReduce operation that sums all 
the model parameters followed by a divide by the number of processes. To minimise the overhead, the MPI 
distributed version uses NCCL7 (NVIDIA Collective Communications Library) to communicate the running 
processes.  

Notice that if the parameter averaging is performed for every local batch (i.e., batches_avg=1), a 
synchronous distributed training model is obtained and the results should be roughly the same as those 
obtained with conventional sequential training. In contrast, if several local batches are computed before 
averaging the parameters, (i.e., batches_avg > 1,) an asynchronous distributed training is obtained. By 
adjusting the batches_avg parameter, the communication overhead can be adjusted. A higher value of this 
parameter results in a lower frequency of synchronisation and, thus, a reduced communication overhead. 

                                                      
7 https://docs.nvidia.com/deeplearning/nccl/index.html 
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However, this may lead to larger divergences among the models residing in each process and, thus, to a 
reduced global model accuracy and/or slower convergence. 

To ease the selection of the batches_avg parameter, the MPI distributed version of EDDL provides a hint to 
bound the communication overhead. The idea is simple. The time devoted to computation and 
communication is monitored during the training. Given an upper bound on the desired communication 
overhead, it is easy to adjust the batches_avg parameter that will meet this bound. Tuning this mechanism 
can thus improve the scalability of the training process with the number of MPI processes. However, if the 
ratio between computation and communication is low, the suggested batches_avg parameter may be quite 
high, even higher than the number of batches assigned to each process, which in practice means that there 
is only one model synchronisation occurring per epoch. 

To evaluate the behaviour of the MPI distributed version of EDDL, we tested some use cases on different 
platforms. Regarding platforms, the ALTEC cluster is located at UPV premises and is composed of 8 nodes. 
Each node contains two Intel Xeon Gold 5120 processors (28 cores per node), with 192 GBytes of RAM, and 
a NVIDIA Tesla V100 GPU with 32 GBytes of RAM. 

We will next show evaluation results for a VGG16 network (similar to that employed in the TC workflow, 
see Section 7) with batch normalisation and data augmentation layers. This model has more than 27-million 
trainable parameters. The dataset chosen in this case is the well-known ImageNet8. This is an image 
database organised according to the WordNet hierarchy (currently only the nouns), in which each node of 
the hierarchy is depicted by hundreds or even thousands of images. The project has been instrumental in 
advancing computer vision and deep learning research. The data is available for free for non-commercial 
use. This is a large dataset, with more than 10⁶ images and requiring 180 GBytes of storage. The number of 
target classes for classification is 1,000, which makes the task difficult. However, as we are interested in 
evaluating the performance of EDDL, an exhaustive analysis of the precision is not included in the report. 

The model was trained on ALTEC. In this case, the local batch size was fixed to 60 images, and the global 
batch size was increased proportionally with the number of processes. Therefore, the effective global batch 
size is the result of multiplying 60 by the number of MPI processes. The use of a large local batch size aims 
to leverage the GPU computing capacity. Due to the long execution time required for training, the number 
of epochs was limited to 5. The results show an almost linear speed-up (limited by the communications 
overhead, which was bounded to 10% in this experiment). However, the accuracy metric decreases with 
the number of processes (which also increases global batch size), and requires a further in-depth analysis. 

 

 
Figure XI. Average elapsed time per epoch, speed-up and efficiency of parallelism for ImageNet. Local batch size is fixed to 60 

images. The dashed lines and right-hand side axes in each plot refer to the effect of increasing the number of nodes in the 
accuracy of the converged model. 

                                                      
8 https://www.image-net.org 
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9.  Dislib on GPUs 
As we have shown in previous sections, multiplication of large matrices and other operations constitute 
major compute bottlenecks for our Pillars. In this sense, we need to not only port the kernels to GPU, but 
also to run them in a distributed fashion. The Distributed Computing Library (Dislib) provides various 
distributed machine-learning algorithms. It has been implemented on top of PyCOMPSs, with the goal of 
facilitating the execution of big data analytics algorithms in distributed platforms, such as clusters, clouds, 
and supercomputers. 

Dislib comes with two primary application programming interfaces (APIs): an API to manage data in a 
distributed way and an estimator-based interface to work with different machine learning models. 

Dislib’s main data structure is the distributed array (ds-array) which enables the distribution of the data 
sets across multiple nodes of a computing infrastructure. In essence, a ds-array is a matrix divided into 
blocks. Each block of a ds-array is a NumPy array or a SciPy CSR (compressed sparse row) matrix, depending 
on the type of data used to create the ds-array. Dislib provides an API to  work with ds-arrays similar to that 
of NumPy. 

9.1. Enabling dislib estimators for GPUs 
Prior to the work in Task 3.4, dislib only worked with CPUs. The goal of the activities described in this 
subsection focus on enabling dislib to execute specific tasks in GPUs.  

Dislib extracts parallelism by creating tasks that operate in parallel with blocks of a ds-array. The strategy 
followed has been to implement some of these tasks in GPUs by means of the CuPy9 library (instead of the 
NumPy, which only supports CPUs). CuPy is an open-source array library for GPU-accelerated computing 
with Python. CuPy uses the CUDA Toolkit libraries, including cuBLAS, cuRAND, cuSOLVER, cuSPARSE, cuFFT, 
cuDNN and NCCL to make full use of the GPU architecture.  

The CuPy arrays reside in the GPU memory. To move ds-array blocks (which are NumPy arrays) to the 
memory of the GPU, CuPy provide methods to perform these memory movements:  

 

block_gpu = cp.asarray(block)  copies a block from the CPU memory to the 
GPU memory 

block_cpu = cp.asnumpy(block_gpu) copies a block from the GPU memory to the 
CPU memory 

 

The initial (naive) strategy has been to keep the whole ds-arrays in memory and only move the data to GPU 
for those tasks operating with GPUs. Thus, the GPU tasks do a copy of the ds-array block from CPU to GPU 
memory, perform the operation, and copy back the result to CPU memory. In addition, the @constraint 
annotation is leveraged to indicate to the runtime that the task requires a GPU. An additional CPU is 
requested to perform the memory management and invocation to the CuPy Kernel. The code-snippet below 
shows an example of a dislib task being ported to GPUs.  

 

@constraint(processors=[ 
                {"processorType": "CPU", "computingUnits": "1"}, 
                {"processorType": "GPU", "computingUnits": "1"}, 
            ] 

                                                      
9 https://cupy.dev 
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) 
@task(returns=np.array) 
def _add_gpu(block1, block2): 
    import cupy as cp 
 
    block1_gpu, block2_gpu = cp.asarray(block1), cp.asarray(block2) 
    res = cp.asnumpy(cp.add(block1_gpu, block2_gpu)) 
    block1_gpu, block2_gpu = None, None 
    return res 
 

 

With this strategy, the following dislib methods have been enabled for GPUs:  

■ Basic matrix operations: matrix multiplication, addition, subtraction  

■ QR factorization 

■ Single Value Decomposition (SVD)  

■ Kroenecker multiplication 

■ K-Means clustering 

■ KNN Classifier and NearestNeighbors 

Evaluation of these methods have been performed in MinoTauro, a cluster from BULL equipped with 
NVIDIA GPUs, comprising 39 bullx R421-E4 servers, each with: 2 Intel Xeon E5-2630 v3 (Haswell, 8-core) 
processors, 4 K80 NVIDIA GPU Cards, and 128 GBytes of main memory.  

Figure XII shows the results obtained for a strong scaling experiment of the K-Means clustering (a 
representative algorithm in machine learning). The algorithm has been executed using random generated 
data (1,048,576 points of 2,048 dimensions) with the number of clusters for which the algorithm tries to 
cluster the data points K  = 32. The algorithm runs in a deterministic manner, with a fixed number of 1 
iteration and block of size 2,048 x 2,048. The elapsed time measures only the clustering time (data 
generation is not included). The first two runs are executed in a single node, but the first one uses a single 
GPU while the second one uses 4 GPUs. The rest of the executions use all 4 GPUs per node. The results 
show a significant reduction in the execution time, and almost ideal scaling for some cases (for example, 
from 8 GPUs to 16 GPUs), though this relation is not maintained in all cases.  

 

 
Figure XII. Elapsed time for the K-Means clustering. 

  



 

19 

 

D3.2 Initial draft of optimised kernels for heterogeneous components  
Version 1.0 

Figure XIII shows the timeline visualisation of K-Means execution trace files (the y-axes shows tasks which 
are executed in cpus and gpus and the x-axes shows time). Different colours denote distinct task types. Only 
white tasks, which compute distance to centres, are executed in GPUs (in fact, tasks are off-loaded to CPUs 
which then offload part of the task to GPUS, that’s why the tasks share the same threads in the 
visualization). Blue tasks correspond to random data initialization; and red tasks recompute the new centres 
based on the new computed distances.  

 

 
Figure XIII. Timeline visualisation of K-Means execution trace files. Top to bottom:1, 4 GPUs on 1 node; 8 GPUs on 2 nodes; and 16 

GPUs on 4 nodes; and 32 GPUs on 8 nodes.  

 

Figure XIV shows the execution time of a blocked matrix multiplication, which is a fundamental kernel in 
several of the pillars. The data is generated randomly, with matrices of 16,384 x 16,384 doubles organised 
in blocks of 2,048 x 2,048 elements. The first two runs are executed in a single node, but the first one uses 
a single GPU and the second one uses 4 GPUs. The rest of the executions use all 4 GPUs per node. Similarly 
to the K-Means clustering, the results show a significant reduction in execution time, and though the scaling 
is sublinear, the relation between some cases is quite good (for example, from 4 to 8 GPUs or from 8 to 16 
GPUs.  
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Figure XIV. Elapsed time for the matrix multiplication. 

 

This initial implementation has significant drawbacks, because, for each task, the data is copied back and 
forth between the CPU and the GPU. BSC is optimising memory handling by eliminating these data transfers 
when they are not needed. This optimisation will be implemented at the PyCOMPSs level, in order to benefit 
not only the dislib but also other applications and libraries using GPUs.  

9.2. Dislib methods to enable distributed training  
In order to provide a set of generic methods that enable the distributed training of deep learning libraries, 
dislib has been extended with a set of methods that support this functionality. The first tests of these 
methods have been performed with the EDDL, but the goal is to offer these methods as generic for any 
deep learning library (i.e., PyTorch).  

The overall strategy to perform distributed training is based on dividing the data set in a set of equal blocks 
(with as many blocks as workers).  

The methods then implement three different strategies for training: 

5 Epoch-synchronous training: each worker performs the training in parallel, and after each epoch, a 
synchronisation point occurs. After this, new weights are computed and assigned to the neural 
network. Two options are offered for data shuffling: random block exchange between workers 
combined with a local shuffle inside the worker; and total data shuffling (all data is exchanged between 
all blocks in all workers). This strategy should be equivalent to a sequential training if total shuffling is 
used. The drawback of this method is that performance can be reduced due to the global 
synchronisation point appearing after each epoch. An alternative version has also been implemented, 
where the global weights are only updated after a group of epochs (instead of after each epoch).  

6 Total asynchronous training: in this case global weights are only updated after all epochs have been 
completed. Therefore once a worker completes one epoch, it shuffles the data and proceeds with a 
new one. For the data shuffle the same two options described in the epoch-synchronous case are 
available.  

7 Partial asynchronous training: in this case, when a worker completes an epoch, it partially updates the 
global weights with the local results. This is performed by means of the “commutative” clause of 
PyCOMPSs which enables only one task at a time to perform this update. This strategy performs an 
incremental update of the global weights that are available for the next iteration of those workers that 
start a new training. This avoids per-epoch synchronisations (case 1) with the goal of reducing the total 
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training time. Again, for data shuffling the same two options as in previous cases are available. 
Similarly to the epoch-synchronous case, in an alternative version of this partial asynchronous training 
the partial update of the global weights can be performed after a group of epochs (instead of after 
each epoch).   

We have performed tests in the MareNostrum CTE - Power system, which consists of 52 compute nodes, 
each of them equipped with 2 x IBM Power9 8335-GTH (20 cores and 4 threads/core, for a total of 160 
threads per node) and 4 x GPU NVIDIA V100 (Volta) with 16 GBytes of HBM2. We have run the experiments 
with 3 nodes, one acting as COMPSs master and two as workers.  

Figure XV shows results of the three different training strategies for the MNIST dataset. The experiment 
uses a dense neural network, with five layers: an input layer of 784 neurons, three hidden layers of 1,024 
neurons, and an output layer of 10 classes. The activation function is the Leaky ReLU and the experiment 
has been executed for 12 epochs. As expected, the worst execution time corresponds to the epoch-
synchronous strategy and the best one to the total asynchronous case. However, the accuracy drops to 0.55 
for the total asynchronous case, while it is 0.94 for the epoch-synchronous case and 0.95 for the partial 
asynchronous case.  

 

 
Figure XV. Execution time and accuracy of the distributed training. 

 

Figure XVI shows the timeline visualisation of the three distributed training strategies. Different colours 
denote distinct task types. Initial tasks (white, pink and blue) are executed in CPUs. Red tasks correspond 
to training and are executed in the GPUs. The epoch-synchronous trace file clearly shows the global 
synchronisation after each epoch. In the asynchronous traces, these global synchronizations are avoided. 
The small green tasks in the partial asynchronous case correspond to the partial update, which are 
overlapped with other trainings. 
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Figure XVI. Timeline visualisation of distributed training strategies. Top to bottom: Epoch-synchronous, total asynchronous, partial 

asynchronous. 

 

We are currently evaluating the strategies with datasets and neural networks. As future work we would like 
also to generalise the set of strategies to be usable with other deep learning environments.  

10. Conclusion 
In this document we have described the optimisation efforts performed in Tasks 3.2 and 3.4 on the 
compute-specific bottlenecks identified in the application workflows in Task 3.1/Deliverable D3.1. For each 
of these bottlenecks, we analysed the underlying kernel(s), distinguishing between compute-bound and 
memory-bound computations. Depending on this type, and the availability of specific software libraries, we 
then selected either an acceleration technology based on GPUs, FPGAs, or both. Concretely, on the one 
hand, GPUs have been leveraged for the solution of sparse linear systems (Pillar I, Task 3.2), computation 
of the SVD (Pillar II, Task 3.2), and training of CNNs (Pillars II and III, Task 3.4). On the other hand, FPGAs 
have been applied to the advection-diffusion tracer (Pillar II, Task 3.2) and DL inference with CNNs (Pillars 
II and III, Task 3.4). The results in general show important reduction in the execution times to be gained 
from the introduction of these hardware accelerators. We can expect that this advantage also translates to 
energy consumption. 

In the second half of Tasks 3.2 and 3.4 we plan to keep on improving the kernels, explore the utilisation of 
the Xilinx versal board as an acceleration technology for DL inference, and integrate the results in the 
application workflows. 
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11. Acronyms and Abbreviations 
- AI   Artificial Intelligence 
- AMG  Algebraic Multigrid 
- AIE   Artificial Intelligence Engine 
- AMG  Algebraic MultiGrid 
- API   Application Programming Interface 
- BSC  Barcelona Supercomputing Center 
- BiCGStab  Bi-conjugate gradient stabilised (algorithm) 
- CNN  Convolutional Neural Network 
- CPU  Central Processing Unit 
- CSR  Compressed Sparse Row 
- CUDA  Compute Unified Device Architecture 
- D   Deliverable 
- DL   Deep learning 
- DDR4/5  Double Data Rate 4/5 (memory) 
- DPC++  Data Parallel C++ 
- DSP  Digital Signal Processor 
- FESOM2  Finite Element Sea Ice-Ocean Model 2 
- FPGA  Field Programmable Gate Array 
- FPU  Floating point unit 
- GB   Giga Byte 
- gcc   GNU C Compiler 
- GeMM  General Matrix-Matrix product 
- GMRES  Generalised minimal residual (algorithm) 
- GPU  Graphics Processing Unit 
- HBM2  High Bandwidth Memory 2 
- HIP   Heterogeneous Interface for Portability 
- HPC  High Performance Computing 
- ML   Machine Learning 
- MLESmap  Machine-Learning based Estimator for ground motion Shaking maps 
- MPI  Message Passing Interface 
- NCCL  Nvidia Collective Communication Library 
- NEMO  Nucleus for European Modelling of the Ocean 
- NN   Neural Network 
- MUSCL  Monotone Upstream-centred Scheme for Conservation Laws 
- NVIDIA Collective Communications Library 
- NVRAM  Non-Volatile Random Access Memory 
- OpenCL  Open Computing Language 
- OpenIFS  Open Integrated Forecasting System 
- OpenMP  Open MultiProcessing 
- ROM  Reduced Order Model 
- SIMD  Single instruction multiple data 
- SpMV  Sparse Matrix-Vector product 
- SVD  Single Value Decomposition 
- TC   Tropical Cyclone 
- WP   Work Package 
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