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1 Executive Summary (UPV) 
This deliverable collects the work from Task T3.4, including associated evaluation work from T3.6. 
Concretely, this deliverable contains the final version of the optimised kernels developed in the 
project for the use of heterogeneous components. 

Among the kernels targeted in the project, it was finally decided to focus the work in Task 3.4 on 
the calculation of the singular value decomposition (SVD) on graphics processing units (GPUs), due 
to its computational complexity and relevance for the reduced order model (ROM) workflow in 
Pillar I as well as its application in machine learning. In addition, as part of the same task, we 
investigated both the training and inference phases of deep learning (DL), of application to all 
Pillars as a replacement for some costly numerical simulations. For training, we explored the use 
of the EDDL and Dislib libraries. For inference, we adopted an accelerating technology based on 
FPGAs (Field Programmable Gate Arrays) and low-power heterogeneous processors from Xilinx 
and GreenWaves. 

The document is structured as follows. In Section 2, we offer a brief review of the motivation of 
WP3 and the previous related results, reported in deliverables D3.1 and D3.2. Section 3 is next 
focused on the SVD: we define the operation, emphasise its relevance in DL as well as the 
calculation of ROMs; in addition, we describe some efficient algorithms for the calculation of a 
special variant of this operation: the truncated SVD; in the same section, we finally describe the 
methods and evaluate the performance of prototype implementations of these algorithms in C for 
single-node systems equipped with a GPU and Python-based routines for clusters. After that, in 
the following sections, 4-6, we address machine learning tasks. Concretely, in Section 4 we 
introduce a software cache mechanism that aims to reduce or even remove data movements 
between the CPU and GPU memory spaces. In Section 5 we report results from an evaluation of 
different synchronisation strategies for DL training on clusters. Finally, in Section 6 we target DL 
inference on low power heterogeneous systems: an FPGA, a Xilinx accelerator for artificial 
intelligence and a RISC-V heterogeneous processor from GreenWaves. 

 

2 Introduction 
The application workflows for Pillars I, II and III present a considerable complexity, consisting of 
many processes, where some run in parallel while others are executed sequentially. Some 
processes from the same workflow may even run in parallel on different machines with distinct 
configurations.  

In Task 3.1, we conducted a detailed analysis of the Pillar workflows in order to detect the main 
bottlenecks that dictate their execution time and energy consumption. The result of this analysis, 
condensed in deliverable D3.1, classified the bottlenecks as compute-specific, storage-specific and 
communication-specific. Furthermore, Task 3.1/deliverable D3.1 offered a summary of the 
bottlenecks and associated kernels identified in the Pillar workflows (omitted here for brevity).  

In Task 3.2, we conducted an initial work toward the acceleration of compute-specific bottlenecks 
for the Pillar workflows on heterogeneous architectures (components). The following kernels were 
addressed: 

K1) the solution of sparse linear systems (Pillar I),  

K2) the computation of the SVD (Pillar I),  
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K3) the dwarfs for FESOM2 and NEMO (Pillar II),  

K4) deep learning inference (All pillars),  

K5) distributed deep learning training via EDDL and dislib (All Pillars).  

The bottlenecks (and associated kernels) were classified as either compute-bound or memory-
bound, and a specific type of hardware accelerator was targeted depending on this property. Thus, 
for example, K1), K2) were accelerated on GPUs due to the higher memory bandwidth and 
parallelism of this type of hardware; K3) was optimised for a cluster of multicore processors; K4) 
was implemented on an FPGA due to its lower energy consumption; and K5) was evaluated on 
clusters of servers, possibly equipped with GPUs.  

In the following sections we describe the work performed during the second half of the project in 
Tasks 3.4 to complete the development of accelerated kernels for the most significant compute-
specific bottlenecks detected during the analysis performed in Task 3.1: 

• Section 3 focuses on the SVD (single node with GPU and cluster). 
• Section 4 reviews the work to improve dislib algorithms for a cluster of nodes. 
• Section 5 presents the work with dislib+EDDL for distributed training on clusters of GPU-

enhanced nodes. 
• Section 6 describes the advances on DL inference on low-power heterogeneous devices.  

 

3 Singular Value Decomposition 
3.1 SVD as a numerical tool 
The Singular Value Decomposition (SVD) is an important numerical tool for low-rank matrix 
approximation, well-known in scientific computing [GolV96] and with important applications in 
machine learning. This decomposition is especially interesting to the project as, on the one hand, 
the second stage of the reduced order model (ROM) workflow for Pillar I heavily relies on it to 
compress the original system model into a reduced representation. On the other hand, 
dimensionality reduction is gaining increasing relevance in data science, for example, in order to 
pre-process large volumes of information prior to the application of machine learning techniques 
for data synthesis. Concretely, Principal Component Analysis (PCA) is a fast and flexible 
unsupervised method for dimensionality reduction in data. Interestingly, from a numerical point 
of view, PCA simply boils down to the calculation of an SVD on the input data.  

In this section we describe the efforts conducted within WP3 to design new algorithms for the SVD 
that were then accelerated, using C and Python codes, for platforms equipped with GPUs. 

3.2 Algorithms for tall-and-skinny matrices 
Consider a matrix 𝐴𝐴, of dimension 𝑚𝑚 𝑥𝑥 𝑛𝑛 (rows by columns). Without loss of generality, hereafter 
we will assume that 𝑚𝑚 ⩾  𝑛𝑛. (Otherwise, we can simply factorise the transpose of 𝐴𝐴, denoted as 
𝐴𝐴𝑇𝑇 .) The SVD of the matrix is then given by 

𝐴𝐴 =  𝑈𝑈 𝛴𝛴 𝑉𝑉𝑇𝑇 ,                    (1) 

where 𝛴𝛴 =  𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑(𝑠𝑠1, 𝑠𝑠2, . . . , 𝑠𝑠𝑛𝑛) is a diagonal matrix, of dimension 𝑚𝑚 𝑥𝑥 𝑛𝑛, that contains the 
singular values of 𝐴𝐴 along its diagonal, sorted in decreasing order (i.e., 𝑠𝑠𝑖𝑖  ⩾  𝑠𝑠𝑖𝑖+1); while 𝑈𝑈 and 𝑉𝑉 
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are orthogonal square matrices, of orders 𝑚𝑚 and 𝑛𝑛 respectively, with their columns comprising the 
left singular vectors (for 𝑈𝑈) and right singular vectors (for 𝑉𝑉) of the matrix [GolV96]. 

In many applications, including for example the ROM workflow, we are interested in obtaining a 
truncated SVD, of a certain order 𝑟𝑟, so that 

𝑈𝑈∗ 𝛴𝛴∗ 𝑉𝑉∗𝑇𝑇  ≅  𝐴𝐴,                                (2) 

where 𝛴𝛴∗ comprises the 𝑟𝑟 largest singular values of the matrix while 𝑈𝑈∗, 𝑉𝑉∗ respectively contain the 
leftmost 𝑟𝑟 columns of 𝑈𝑈,𝑉𝑉. The practical problem then becomes how to obtain this approximation 
of 𝐴𝐴 without “paying the price” of computing (and then truncating) the full decomposition in (1), 
which can be considerably higher. 

In the remainder of this subsection, we review a number of methods for the computation of the 
full versus the truncated SVD, comparing their properties in terms of applicability, computational 
costs, and numerical accuracy. The methods we describe in the following are especially appealing 
for tall-and-skinny matrices. This is particularly relevant for the type of problems arising in the 
ROM workflow, where the number of rows in 𝐴𝐴 (about 1 million) exceeds by far its columns (in the 
order of thousands only). For this particular type of problems, 𝑟𝑟 is in the order of a few dozens 
only. Finally, in the ROM workflow, 𝐴𝐴 is a general dense matrix with no special structure nor 
properties. 

3.2.1 Full SVD via Householder reflectors 
The most common approach to obtain the SVD of a dense matrix is to first reduce it to a compact 
bidiagonal matrix, via Householder reflectors [GolV96], to then apply an iterative method (e.g., 
bisection, divide-and-conquer, iterative QR algorithm or MRRR [GolV96]) that computes the 
singular values of the matrix. In practice, the cost of this two-stage procedure is dominated by the 
initial reduction to the compact form. Furthermore, for tall-and-skinny matrices, the cost of the 
bidiagonal reduction can be considerably diminished by first computing a QR factorisation 
[GolV96] that transforms the initial matrix into a triangular factor. Indeed, for the matrices arising 
in the ROM workflow, with millions of rows but a few thousands columns only, the computational 
costs of the remaining computations (reduction of the triangular factor to bidiagonal form and 
iterative method) are, in comparison, negligible. 

The computation of the full SVD is supported in software routines that are part of BLAS (Basic 
Linear Algebra Subprograms) [DonD90] and LAPACK (Linear Algebra PACKage) [AndB99] for 
multicore processors; and their counterpart for distributed memory systems ScaLAPACK (Scalable 
LAPACK) [BlaC97]. An implementation of the full SVD for GPUs is part of MAGMA (Matrix Algebra 
on GPU and Multicore Architectures) [AguD09]. We remark that all these libraries compute a full 
SVD, yielding all the singular values of the matrix. In addition, they offer the possibility of 
computing all the left singular vectors, all the right singular vectors, or both. 

Coming back to the most computationally demanding part of this method, especially for tall-and-
skinny matrices, the computation of the QR factorisation of such a matrix can be obtained in 
parallel via a communication-avoiding (CA) variant of this factorisation [Gri17], which is based on 
the incremental QR factorisation [GunG05]. The idea is to partition the input matrix into multiple 
blocks of rows, and to factorise these blocks pairwise, following a binomial procedure that, at each 
stage, reduces the number of blocks to be factored by 2. For platforms with multicore processors, 
this technique is implemented as part of PLASMA (Parallel Linear Algebra Software for Multicore 
Architectures) [AugD09]. For GPUs, the problem with this approach is that it requires a series of 
specialised, fine-grain kernels that are difficult to implement efficiently on graphics accelerators. 
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3.2.2 BGS+CholeskyQR for the QR factorisation 
For GPUs, it is possible to design an alternative, numerically reliable algorithm for the QR 
factorisation using a few fundamental, easy-to-parallelise building blocks. Concretely, Figure 1 
displays an algorithm consisting of a double-pass blocked variant of the modified Gram-Schmidt 
(BMGS) algorithm [LeoB13], followed by a procedure that assembles the triangular factor resulting 
from the factorisation. Concretely, Algorithm 1 computes two successive QR factorisations: first 
on the input matrix and then on the resulting orthogonal factor from this first factorisation. Instead 
of using the conventional algorithm for this operation, based on Householder reflectors, our 
approach relies on the BMGS variant in Algorithm 2, which is composed of matrix multiplications 
and an additional QR factorisation. Algorithms 3 and 4 offer the last two building blocks: for the 
assembly of the triangular factor necessary in Algorithm 1 and the computation of the QR 
factorisation via Cholesky invoked from Algorithm 2. 

This realisation of the QR factorisation based on BMGS is composed of several basic linear algebra 
kernels such as multiplications involving matrix operands of distinct forms (general, triangular-
general, triangular-triangular) and triangular system solves, plus the Cholesky decomposition 
[GolV96]. These basic operations are implemented in NVIDIA’s cuBLAS library for GPUs [cuBLAS], 
except for a couple of kernels: The Cholesky decomposition and TTMM. However, these two 
operations can be easily computed on a multicore processor using LAPACK and BLAS. 

 

 
Figure 1. QR factorisation based on BMGS (top left) and corresponding building blocks. 
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3.2.3 Truncated SVD via Randomised algorithm 
The randomised algorithm for the truncated SVD (hereafter RandSVD) is presented in Figure 2 
(left). The algorithm consists of a loop that performs two matrix multiplications and two QR 
factorisations. The latter are computed in our implementation using the approach displayed in the 
right-hand side of the same figure, which is based on a block Gram-Schmidt variant of the QR 
factorisation. The original version of this algorithm was introduced by Martisson et al [MarR11] 
and corresponds to the version of the algorithm in the figure with the parameter 𝑝𝑝 = 1. There are 
some important aspects to highlight in the algorithm: 

● For low-rank problems, as those targeted in the ROM workflow, most of the computational 
cost is cast in terms of the matrix multiplications in steps S1 and S3. 

● Steps S2 and S4 involve the QR factorisation of two tall-and-skinny matrices, respectively 
with 𝑚𝑚 and 𝑛𝑛 rows, but in both cases 𝑟𝑟 columns only. 

● After the loop, step S5 requires the SVD of a very small, 𝑟𝑟 𝑥𝑥 𝑟𝑟 matrix. 

 

 

Figure 2. RandSVD: Truncated SVD via randomised subspace iteration (left) and GS-QR: QR factorisation via block Gram-Schmidt 
(right). 

 

The original RandSVD is formulated as a direct method with 𝑝𝑝 = 1. However, this approach will 
deliver very poor approximations of the singular values unless they are well separated. By setting 
𝑝𝑝 >  1, the method performs 𝑝𝑝 − 1 subspace iterations, gradually improving the accuracy of the 
computed singular values. In general, a larger value for 𝑝𝑝 yields more accurate approximations. 
However, the computational cost of the algorithm grows linearly with 𝑝𝑝.  

The parameter 𝑟𝑟 controls the number of vectors in the subspace iteration and should at least equal 
the number of singular values that need to be computed. Typically, 𝑝𝑝 is set to a handful of vectors 
more than the number of singular values to compute.  

3.2.4 Truncated SVD via Lanczos algorithm 
The Lanczos algorithm for the truncated SVD (abbreviated as LancSVD) is presented in Figure 3 
(left). As in the randomised SVD, the algorithm consists of a loop that internally computes a couple 
of matrix multiplications and QR factorisations. The implementation of the latter is described in 
the pseudo-code in the right-hand side part of the figure. For simplicity, we do not offer the 
complete elaboration of the building blocks in this case, though they are all composed of highly 
parallel matrix operations, such as matrix multiplications. This variant is based on the block Golub-

Algorithm 3 
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Kahan-Lanczos method [GolL81], with the block size parameterised by 𝑏𝑏. (For simplicity, we 
assume that 𝑟𝑟 is an integer multiple of 𝑏𝑏.) Although the Lanczos method is intrinsically iterative, in 
the figure it is formulated as a direct method in order to expose the similarities and differences 
with RandSVD. 

We can highlight the following aspects for LancSVD: 

● From the computational point of view, the cost is dominated by a couple of matrix 
multiplications, with 𝐴𝐴 and 𝐴𝐴𝑇𝑇 (steps S2 and S4).  

● The iteration also involves three orthogonalisations (steps S1, S3a/S3b, S4), which are 
computed using a method that is akin to that employed for the QR factorisation present in 
RandSVD.  

● As part of the algorithm loop, there is a small SVD, of size 𝑟𝑟 𝑥𝑥 𝑟𝑟, with a negligible 
computational cost (step S5).

 

 

 

Figure 3. LancSVD: Truncated SVD via block Lanczos method with one-side full orthogonalisation and basic restart (left); 
CholeskyQR2: orthogonalisation (top right); and CGS-CQR2: Orthogonalisation via CGS and CholeskyQR2 (bottom right). 

 

Choosing a moderate blocking size 𝑏𝑏 improves the efficiency of the matrix multiplications in steps 
S2, S4 and the orthogonalisation in steps S1, S3, S5. Typically, the optimal value for this parameter 
depends on the hardware architecture, with the performance initially increasing as it grows, but 
with a point from which the operations do not become any faster. Furthermore, 𝑏𝑏 should be 
chosen as large as the number of desired singular values/vectors for maximum effectiveness of 

Algorithm 5 

Algorithm 4 
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the restarting procedure. In this way, a Lanczos vector is preserved for each singular triplet and it 
is improved at each restart. 

The parameter 𝑟𝑟 controls the size of the Krylov subspace generated by LancSVD. A large value of 
𝑟𝑟 improves the convergence, but the cost of the orthogonalisation grows at a superlinear pace 
with it. Also, a large amount of memory is required to store all the generated Lanczos vectors. The 
convergence rate of the Lanczos procedure mostly depends on the number of matrix applications, 
which is determined by the ratio 𝑘𝑘 =  𝑟𝑟 / 𝑏𝑏. When 𝑏𝑏 = 1, LancSVD becomes the single-vector 
Lanczos iteration with the best convergence rate, but the implementation may be less efficient on 
a current architecture. 

3.2.5 Discussion 
The conventional algorithm for computing the full SVD in subsection 3.2.1, based on Householder 
reflectors, is quite expensive in terms of floating point arithmetic operations (flops). On the 
positive side, that algorithm consists of numerically stable building blocks that operate with 
orthogonal transforms, ensuring full accuracy of the results up to machine precision.  

The two truncated SVD algorithms offer a potentially less expensive approach to obtain a 
truncated, low-rank matrix approximation of a matrix. These methods present the additional 
property that the accuracy of the approximation can be adjusted by the user. Compared with the 
algorithm for computing the full SVD though, RandSVD and LancSVD only compute approximations 
to the largest 𝑟𝑟 singular vectors of the matrix while the former obtains all 𝑛𝑛 singular values with 
full precision. Therefore, the truncated SVD algorithms sacrifice numerical accuracy for, in 
principle, a more reduced cost. The exact advantages of one type of method over the other are 
application-dependent. 

3.3 C prototypes 
In order to evaluate the different methods for the SVD, we implemented a number of prototype 
routines in C, using the building blocks from high performance linear algebra libraries (LAPACK, 
MAGMA, cuBLAS) for a single-node heterogeneous platform, with one or more multicore 
processors and accelerated with a single GPU. The purpose of these developments was to perform 
an initial evaluation of the distinct methods, as a preliminary step prior to a full yet more complex 
distributed-memory implementation for clusters of GPUs, using PyCOMPSs, which could be 
integrated into the project workflows. 

3.3.1 Algorithms for the truncated SVD 
The experiments in this subsection were carried out, using IEEE double precision (i.e., 64-bit) 
arithmetic, on a server equipped with an AMD EPYC 7282 16-core processor (2.8 GHz) and 504 GB 
of DDR4 memory. In addition, the system was connected via a PCIe bus to an NVIDIA A100 graphics 
accelerator with 40 GB of DDR5 memory. The platform ran Ubuntu 10.04.6 distribution (Linux 
Kernel 4.15.0) and the following software: gcc v8.4.0, CUDA Toolkit 11.2 (including the cuBLAS, 
cuSPARSE, and cuRAND libraries), and Intel MKL 2021.2.0. 

The accuracy of the computed values is evaluated in this subsection using the relative residual 
𝑅𝑅(𝑖𝑖)  =  || 𝐴𝐴 𝑢𝑢𝑖𝑖  −  𝑠𝑠𝑖𝑖  𝑣𝑣𝑖𝑖 ||, where 𝑠𝑠𝑖𝑖, 𝑢𝑢𝑖𝑖  and 𝑣𝑣𝑖𝑖  respectively denote the computed 𝑖𝑖-th singular 
value, left singular vector and right singular vector; and || . || stands for the vector 2-norm. 

In order to compare the reliability and performance of RandSVD and LancSVD for dense matrices, 
we designed a synthetic benchmark similar to those used in the literature.  For this purpose, we 
set the number of matrix columns 𝑛𝑛 to 10,000 and the number of matrix rows 𝑚𝑚 to either 100,000, 
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250,000, 750,000 or 1,000,000.  This allows us to explore the effect of a varying number of rows 
on performance. The dense problems were generated using two random orthogonal matrices: 𝑋𝑋, 
of dimension 𝑚𝑚 𝑥𝑥 𝑛𝑛, and 𝑌𝑌, of dimension 𝑛𝑛 𝑥𝑥 𝑛𝑛, and setting 

𝐴𝐴 =  𝑈𝑈 𝛴𝛴 𝑌𝑌,                    (3) 
where 𝛴𝛴 =  𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑(𝑠𝑠1, 𝑠𝑠2, . . . , 𝑠𝑠𝑛𝑛)  is a diagonal matrix with the desired singular values for the 
problem.  In the experiments, we set 𝑠𝑠𝑖𝑖  =  10𝑒𝑒 , with 𝑒𝑒 =  15𝑖𝑖

𝑛𝑛/2
− 14 for 𝑖𝑖 = 1,2, . . . ,𝑛𝑛/2 and 𝑒𝑒 =

 10−14 otherwise. This generates a problem where more than half of its singular values are close 
to machine precision. In addition, the singular values decay asymptotically to the rounding error 
in double precision. 

For the experiment, we aim to compute 𝑟𝑟 =  10 singular values, and set 𝑏𝑏 =  16 as the block size.  
We found that a small size of the subspace, with 𝑟𝑟 =  64, is enough for LancSVD to compute 
reasonably accurate approximations.  We use two settings where we perform either one (𝑝𝑝 = 1) 
or four (𝑝𝑝 = 4) iterations of LancSVD. Using one iteration of LancSVD, the approximation accuracy 
for the singular values ranges between 10−6 and 10−4. The top plot in Figure 4 reveals that we 
need to perform 𝑝𝑝 = 6 iterations of RandSVD with 𝑟𝑟 = 16 to match this approximation accuracy.  

 

 
Figure 4. Relative residuals R(1) to R(10) for the solutions computed with the LancSVD and RandSVD and different values of r and 

p (top) and execution time (bottom). In all cases, b=16. 
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If we perform four iterations of LancSVD, the approximation accuracy reaches 10−14. In contrast, 
we need to perform 𝑝𝑝 = 24 iterations of RandSVD to match this approximation accuracy. Thus, in 
both scenarios, the RandSVD needs roughly a 6x higher iteration count to match the accuracy of 
the LancSVD. The bottom plot of Figure 4 reveals that, when aiming for the same approximation 
quality, RandSVD is slower than LancSVD, but the speed difference between the two is smaller 
when the requested accuracy is low. 

3.3.2 Algorithms for the QR factorisation 
The experiments presented in this subsection were performed in the same server node described 
in the previous section. In this case, the results are computed up to full precision as the QR 
decomposition is not an iterative method. At this point, we note that the execution time of the 
direct methods for the QR factorisation is independent of the actual numerical values and only 
depends on the matrix dimensions. For this reason, the following experiment focuses on varying 
only this parameter. 

The first experiment in this subsection compares our GPU implementation of the BMGS 
(+CholeskyQR) algorithm for the QR factorisation against the functional counterpart in MAGMA 
(version 2.7.1) [AguD09], which is based on Householder reflectors. MAGMA follows LAPACK to 
implement a Householder-based factorization, with a code that is divided into two routines: 
DGeQRF and DOrGQR. The first one computes the triangular factor 𝑅𝑅 and leaves the Householder 
reflectors stored in a compact form. The second explicitly builds the orthogonal matrix 𝑄𝑄. As BMGS 
computes the orthogonal factor 𝑄𝑄 directly, for a fair comparison, the execution times reported for 
MAGMA includes the cost of executing both routines. Nevertheless, in the experiments we 
observed that, in general, the time for DOrGQR is an order of magnitude smaller than that of 
DGeQRF, mainly because for MAGMA, routine DOrGQR is entirely executed on the GPU. MAGMA 
chooses the same block size that we set for BMGS: 128. Therefore, the performance of the cuBLAS 
General Matrix Multiplication (GEMM) kernels executed from MAGMA and BMGS should be 
similar. 

Figure 5 shows the results of this first experiment for a random matrix with 1 million rows. In this 
case BMGS has an impressive acceleration over MAGMA from 10x with 5,000 columns up to 30x 
with 1,000 columns. While the experimental execution times of the two algorithms should grow 
quadratically with 𝑛𝑛, as corresponds to a theoretical cost of 4𝑚𝑚𝑛𝑛2 flops for tall-and-skinny matrices 
and both algorithms, the increase follows a linear trend. This is due to the large values for 𝑚𝑚, which 
hide the effects of varying the much smaller dimension 𝑛𝑛.  

 

 
Figure 5. Performance comparison of the QR decomposition in MAGMA and BMGS for tall-skinny matrices. 
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3.4 High performance Python routines for distributed platforms 
As explained at the beginning of the section, the Pillar I workflow relies on the SVD to generate a 
ROM. With the goal of better integrating the computation of the SVD in the PyCOMPSs workflow, 
the methods have been ported to dislib[AlvS19] that in addition supports their execution in 
distributed platforms.  

The algorithms presented in this subsection implement the RandSVD method described in 
subsection 3.2.4 and the LancSVD method described in subsection 3.2.5. A full SVD method 
implemented by calling a QR factorization followed by an SVD on the resulting triangular factor is 
also described. In all cases, the input data is loaded into the dislib basic data structure: the ds-
array. This is a distributed array where the original array is decomposed into blocks. Each block of 
a ds-array is a NumPy array or a SciPy CSR (compressed sparse row) matrix, depending on the type 
of data used to create the ds-array. Dislib provides an API to work with ds-arrays similar to that of 
NumPy. In particular, the main methods of dislib used in the implementation are a blocked matrix-
matrix multiplication and a specific QR factorization tailored for tall-and-skinny matrices (TSQR). 
The routines also rely on available sequential versions of scikit-learn [PedV11] methods, for 
example for the block level computation of the SVD.  

Another aspect to take into account is the fact that one can specify tasks in PyCOMPSs that use 
more than one CPU core. This is done in dislib through an annotation that specifies the number of 
threads to be used by each task. To simplify the programmability, in dislib this is set to the same 
value for all tasks through an environment variable (ComputingUnits).  

3.4.1 TSQR with dislib 
The TSQR algorithm was introduced in dislib, together with a general QR block algorithm to 
factorise tall-skinny matrices in a distributed and more efficient way. The input matrix is divided 
into blocks in order to represent it as a ds-array. The first step is to apply the QR factorization to 
each row of blocks, obtaining the corresponding Q (orthogonal) factors and R (triangular) factors 
for each of them. The different Rs from the blocks are appended vertically by pairs and a new QR 
factorization is obtained for each pair, obtaining new Q and R factors per pair. This process is 
repeated recursively until there is only one R. From the properties of the QR factorization, this 
corresponds to the R factor of the initial matrix, see Figure 6.  

In order to compute the Q factor of the initial matrix, it is necessary to gather the Qs from all the 
steps. The Qs from a specific step are joined together into a big matrix that will be multiplied by 
the matrix generated with the Qs from the next recursive step. This process ends at the last step, 
when there is only one Q and it is multiplied by the previous obtained Q. This is the Q factor from 
the initial matrix. 

In the intermediate phase of the algorithm, the different Qs are ds-arrays. There are two reasons 
for this: The first one is that the Q matrices are bigger than the R factors, and they grow, as the 
computation advances, to have the same dimension as the input matrix. Therefore, it is possible 
that, for a recursive step (level), the Qs do not fit into the main memory. The second reason is that 
having them as ds-arrays, we can use the distributed matrix multiplication method from dislib, 
exposing more parallelism and reducing the execution time. 

In principle, it may seem that the algorithm does not start to compute the Q factor until all Qs from 
the different steps are gathered. However, this operation is done in parallel with the computation 
of the R thanks to the task data dependency-based execution mode of PyCOMPSs. 
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Figure 6. Representation of the TSQR steps. The procedure starts by loading the matrix as a ds-array (loading the data split into 

blocks). Then the algorithm applies a QR to each row of blocks. The next step is the reduction until a unique R factor is obtained. 
In the right-hand side of the image, there is a representation of how the different Qs are built and multiplied in order to obtain 

the Q factor that corresponds to the orthogonal factor of the initial matrix. 

 

3.4.2 RandSVD and LancSVD in dislib 
RandSVD and LancSVD were implemented to address the task in Pillar I workflow, and with the 
additional objective of including them in a future release of dislib. The dataset is loaded by blocks 
into a ds-array, which defines the level of data-parallelism the algorithm can attain. 

Both algorithms are sensitive to the number of columns in the block size, which are also the 
number of vectors computed in each iteration. 

We used high-level functions of dislib to perform the inner operations of the algorithms, such as 
matrix multiplication and qr. The convergence check of the algorithms can use both the 
synchronisation and PyCOMPSs’ failure management system to proceed asynchronously from the 
main computation. 

In addition to the precision convergence test, the algorithms have a singular value tolerance test 
that assesses whether the number of computed singular values is sufficient for the specified 
tolerance. In case the computed values are too few, we can add more vectors on-the-fly during 
the iteration process. 

3.4.3 FullSVD method in dislib  
Dislib already implements the functions to obtain a full SVD of a tall-skinny matrix. First, a TSQR of 
the input matrix is computed producing Q and R factors. The R matrix is very small by nature so 
the next step is to compute the SVD of this R matrix as an isolated task. In order to compute the 
final result, the last step involves multiplying the Q from the TSQR with the U from the small SVD. 

Algorithm summary: 

- Q, R = tsqr(A) 
- U_hat, S, V = svd(R) 
- U = matmul(Q, U_hat) 

Using dislib the computation of the tsqr and matmul functions is distributed. This algorithm 
produces the U, S, V factors of the original matrix computed in a much more efficient way. 
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3.4.4 Evaluation 
The evaluation was done in MareNostrum 4 (MN4), a 3,456-node (48 servers of 72 nodes) 
supercomputer where each node has two 24-core Intel Xeon Platinum 8160 and 96 GB of main 
memory. A full-fat tree 100 G/s Intel Omni-Path network connects the nodes, which also have 
access to a 14 PB shared disk. The executions were all performed using one worker node as master 
that runs the main script and the COMPSs runtime and a set of nodes as workers which execute 
the tasks.   

The dislib version used for the evaluation is a modified implementation of release 0.8.0 including 
changes made to the tall-skinny QR (TSQR) method to be included in the future stable version of 
dislib 0.9.0 (to be released in November 2023). Also, PyCOMPSs version 3.2 and Python 3.7.4 were 
used. The NumPy version was 1.18.1 linked with the mathematical libraries BLAS and LAPACK for 
the linear algebra functions, both of them from the mathematical kernel library (MKL) from Intel, 
version 2017.4. 

To evaluate the routines, we have used two data sets provided by Pillar I corresponding to the 
Reduced Order Model workflow. The first data set corresponds to the output of the simulation of 
a classical benchmark case of a 3D flow past a cylinder in a laminar flow. The data set is a matrix 
with 4 million rows by 1,200 columns (M1), corresponding to a single simulation with 1,200 
simulation steps.This problem required the generation of 456 singular values to meet the required 
tolerance.  

A second data set is derived from the same physical problem but in this case does not correspond 
to the simulation data but to the data generated by the first ROM model that feeds the hyper-
reduction step. The matrix has 819,576 rows and 7,650 columns (M2).  

Figures 7 and 8 show the results of evaluating the algorithms with matrix M1 when varying the 
number of worker nodes. The solid lines correspond to executions performed with the same 
ComputingUnits value for all the worker node counts, and the dashed lines correspond to 
executions used varying the number of ComputingUnits in each worker node count. The value of 
ComputingUnits for each worker node count used for RandSVD and FullSVD is (1,3,6,12), and for 
LancSVD (1,1,4,6).  

The algorithms are different in nature, and therefore, the most appropriate block size was chosen 
for each one. For this matrix, a block size of 100,000 x 350 is used for LancSVD; 75,000 x 456; for 
RandSVD; and 30,000 x 1200 for FullSVD.  

In addition, the LancSVD execution depends on two more parameters: rank, which defines the 
number of restarting vectors used in the iterations of the algorithm, set to 700; and k, which 
defines the number of inner iterations of the algorithm, set to 1,050. In order to obtain the number 
of inner iterations of the algorithm, k should be divisible by the number of columns in each block. 

In terms of absolute execution time, the FullSVD version delivers the shortest execution time 
results. Analysing the execution tracefiles, we observe that the FullSVD uses all the cores available 
in the nodes for most of the execution time. In contrast, for the RandSVD, due to the dependencies 
not all cores can be used during the whole execution and, in particular, there is a reduction that 
decreases the parallelism to one.  

With regard to LancSVD, the implementation of this algorithm in dislib requires a much larger 
number of tasks: For matrix M1, more than 8,000 tasks for the LancSVD and around 2,000 tasks 
for the other two methods. Due to the overhead of managing the tasks, the execution time 
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becomes also larger. In addition, the analysis of the performance tracefiles shows that the task 
dependencies of this method constrain the degree of parallelism during most of the execution.  

 

 
Figure 7. Execution time of the three algorithms for the M1 matrix computing 456 singular values. Each algorithm is different in 

nature so the most appropriate block size was chosen independently for each of them. Also, there were two case experiments: In 
one of them the algorithms were run using a fixed ComputingUnits for all tasks. The other had a variable ComputingUnits value, 
increasing with the number of Worker Nodes. The values used for RandSVD and FullSVD are CU=(1,3,6,12); and for LancSVD are 

CU=(1,1,4,6). 

 

 

Figure 8. Speedup of the three algorithms for the M1 matrix and 456 singular values. For each case, the baseline used is its 
execution time of the corresponding algorithm with a single worker. For this reason, all speedup lines start at 1. 
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In terms of scaling, the method that shows better results is RandSVD with constant 
ComputingUnits, showing a potential for scaling to a larger number of nodes.  The goal of using 
multiple cores (ComputingUnits) per task is to combine the thread-level parallelism, with the task 
level parallelism. However, when a small number of nodes is used, there are not enough execution 
slots to become competitive, and better results are obtained with a small value for 
ComputingUnits. However, when using the variable number of ComputingUnits, the scalability is 
worse, since we are fine-tuning the performance for each case.  

Figures 9 and 10 show the results (execution time and speedup) of the evaluation of the algorithms 
with matrix M2. The values of ComputingUnits for each worker node count are (1,3,6,12) for 
RandSVD; (6,12,24,48) for FullSVD; and (2,6,12,12) for LancSVD. For matrix M2, the block sizes 
used in each case are 50,000 x 4,350 for RandSVD-12CU; 40,000 x 2,200 for LancSVD and RandSVD-
variableCU; and 15,000 x 7,650 for FullSVD. In LancSVD the rank and k parameters were 
respectively set to 4,400 and 6,600. 

 

 
Figure 9. Execution time of the three algorithms for the M2 matrix computing 4,350 singular values. The most appropriate block 

size was chosen independently for each algorithm. Also there were two case experiments, in one of them each algorithm was run 
using a fixed ComputingUnits for all tasks and the other had a variable ComputingUnits increasing with the number of Worker 

Nodes. For RandSVD CU=(1,3,6,12), FullSVD CU=(6,12,24,48), and for LancSVD CU=(2,6,12,12). 

 

Since the shape of the matrix is proportionally much wider than for M1 (many more columns than 
rows in comparison to M1), there is a change in the performance behaviour of the algorithms. In 
this case, RandSVD shows the best absolute performance both using a variable and constant 
number of ComputingUnits. 

FullSVD is now slower since we had to use a large value of ComputingUnits to avoid memory issues 
with some of the algorithm tasks. Since using larger ComputingUnits values reduce the number of 
tasks per node that are run at the same time, each task proportionally has more memory available. 
Also, this algorithm is now slower for the tasks that correspond to the QR factorization. This could 
be expected since the TSQR implementation used is not optimal for this matrix shape.  
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As in the M1 case, LancSVD shows worse performance than RandSVD since, due to the data 
dependencies that the algorithm imposes, it can not always run with all the cores in parallel. In 
addition, in some cases a larger value of ComputingUnits is used to allocate a larger memory 
portion per task. 

 

 
Figure 10. Speedup of the three algorithms for the M2 matrix computing 4,350 singular values. For each case, the baseline used is 

its execution time with 1 worker, that is why all speedup lines start at 1. 

 

4 Distributed algorithms with dislib in GPUs 
Before eFlows4HPC, the dislib library did not include support for GPUs. Deliverable 3.2 described 
the first steps performed toward providing this support based on the implementation of tasks in 
GPUs by means of the CuPy1 library. CuPy is an open-source array library for GPU-accelerated 
computing with Python. CuPy uses the CUDA Toolkit libraries, including cuBLAS, cuRAND, 
cuSOLVER, cuSPARSE, cuFFT, and cuDNN. 

The initial (naive) strategy was based on keeping the whole ds-arrays in memory and only moving 
the data to GPU for those tasks operating with GPUs. Thus, the GPU tasks do a copy of the ds-array 
block from CPU to GPU memory, perform the operation, and copy back the result to CPU memory.  

This initial implementation has significant drawbacks because, for each task, the data is copied 
back and forth between the CPU and the GPU. In the next subsections we present a new 
implementation based on a software cache that alleviates these problems.  

 

                                                      
1 https://cupy.dev   
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4.1 Software cache in dislib with GPUs 
The application level cache in PyCOMPSs consists of two components: a system RAM cache and a 
GPU cache for storing intermediate task data. The system RAM cache stores lists and NumPy 
arrays, while the GPU cache stores CuPy arrays. These caches help to reduce or even remove data 
movement between the CPU and GPU memory spaces. 

The Cache strategy chosen is the Cache Aside [PamJ14] which has 5 key features, as shown in 
Figure 11: 

1. When a task starts, it first queries the cache and gets the required data if available. 

2. In case the data is missing from the memory cache, a Miss Event is raised. 

3-4. The required data for the task is read from the disk (working directory). 

5. The object is inserted into the cache for future tasks. 

 

 
Figure 11. Illustration using the Cache-Aside pattern to store data in the cache. 

 

The high level overview is: at the beginning of each task the cache is queried for retrieving the 
required objects from the CPU or GPU cache. If the object is a CuPy array (GPU), and this is in the 
cache, the object is returned immediately without copying any data, and the task can start. At the 
end of each task, every output object is first serialised to disk to ensure that it is available in case 
a task located in another node needs it, and then it is copied into the node’s cache. 

Every node has a CPU cache that reserves a user-defined amount of RAM memory for task objects. 
Also, for nodes with GPU devices available, the cache uses a user-defined size to reserve memory 
into every available GPU. 

The cache system was implemented in COMPSs Python bindings and consists of three main 
components: the cache manager, the cache metadata, and the cache interface. The cache manager 
is a process that runs on each node of the cluster and reserves a fraction of each node’s GPU 
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memory to use as a cache. The cache table is a data structure that stores the information of each 
task object cached in the GPU memory, such as its identifier, size, hits and misses counters. It is 
shared between the cache manager and the task executor process. The cache interface is a 
communication module based on message queues that allows the tasks to request and return data 
objects from and to the cache manager. 

For the implementation of our cache system, we used CuPy for several purposes: to identify 
specific GPUs based on their PCIe ID; to open inter-process communication (IPC) channels and 
send/receive data between different GPUs of different processes (cache process ↔ task process); 
and to allocate and release memory on each GPU to store cache data. CuPy simplifies the 
interaction with the device hardware and enables us to implement our system efficiently and 
portably. 

For enabling and setting up the cache system for COMPSs execution the parameter 
python_worker_cache allows the user to define the percentage or a hard defined size for the CPU 
and GPU cache, for example: 

--python_worker_cache=false 

--python_worker_cache=cpu:25% 

--python_worker_cache=gpu:5GB 

--python_worker_cache=cpu:20GB,gpu:10% 

4.2 Evaluation 
The evaluation was done on two clusters. The first one is MN4 CTE-Power cluster, a system based 
on IBM-Power 9, with 54 nodes where each node has 2 Witherspoons processors (with 20 cores, 
4 threads each, at 3.1 GHz), 4 Volta NVIDIA GPUS (with 16 GiB each), 6.4 TB of NVMe (Non-Volatile 
Memory) and 500 Gigabytes of main memory. Also has access to a 14 PB shared disk. The 
executions are all performed using one worker node as master that runs the main script and the 
COMPSs runtime and a set of nodes as workers which execute the tasks. This cluster was used for 
the first evaluation case and the second cluster will be introduced in the second evaluation case.    

The dislib version used for the evaluation is a modified version of release 0.8.0 including changes 
made to the GPU functions used by the K-Means algorithm to be included in the future stable 
version of the dislib 0.9.0 (to be released November 2023). Also, PyCOMPSs version 3.2 and Python 
3.8.2 were used. The numpy version installed was 1.18.1 linked with mathematical libraries BLAS 
and LAPACK to more efficiently compute the linear algebra functions, both of them from the 
mathematical kernel library MKL from Intel, version 2017.4. Also the CuPy version used was 11.3.0. 

To evaluate the GPU cache system we chose a weak scaling execution using 10 GB of GPU memory 
for the cache and the remaining 6 GB for computing. The base case of 1 GPU uses a dataset of 
9.6GB (1M x 1200 synthetic matrix) that fits in the GPU cache and a block size of 4.8GB (500K x 
1200). 

It is well known that K-Means can be either compute bound or memory bound depending on a 
large K parameter or low one, respectively. For that, we chose K=40 to evaluate the impact in I/O 
by having cache On/Off. We run the algorithm for five iterations, discarding the first one, which 
warms up the cache and averaging out the four iterations left. 

With each GPU added we increase the dataset size accordingly. More specifically, we multiply the 
number of rows by the number of GPUs used, keeping everything else the same. Every case was 
run three times and averaged out. 
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Figures 12 and 13 show the results obtained with this experiment, where the execution time of 
Cache On case accelerates the execution more than 3.5X and shows a much more stable 
behaviour. The higher variation in time of the GPU Cache OFF case is due to relying on the disk for 
loading each task’s data while GPU Cache ON case stores all data in the GPU’s cache having the 
access time nearly constant. Increasing the number of GPUs and, consequently the number of 
nodes as well, relieves the number of concurrent I/O operations done over.  

 

 
Figure 12. Weak scaling execution time of K-Means algorithms run in the MN4 CTE-Power cluster. Having the GPU Cache On 

achieves a speedup of roughly 3.5 times than Cache Off. The main lines are the average execution time for each number of GPUs. 
The shaded area around both lines represents the variation in time of running three executions for each case. 

 

 

Figure 13. Weak scaling efficiency (baseline: execution time of each case with 1 GPU) of K-Means algorithm shows that using the 
GPU Cache gives an overall very high efficiency and considerably higher over Cache Off. As shown in the previous figure, using 16 

GPUs slightly increases the execution time for Cache ON. This case is very fast overall, so its efficiency is highly sensitive to any 
changes, resulting in a considerable efficiency drop. 
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For the second test case shown in Figures 14 and 15, the machine used was MinoTauro, a cluster 
from BULL equipped with NVIDIA GPUs, comprising 39 bullx R421-E4 servers, each with: 2 Intel 
Xeon E5-2630 v3 (Haswell, 8-core) processors, 4 K80 NVIDIA GPU Cards with 11GBytes of VRAM, 
and 128 GBytes of main memory.  

This test case involves executing the FullSVD algorithm with the M1 matrix in the GPUs and 
analysing how much the execution time can be reduced by storing intermediate GPU objects in 
each GPU Cache. The block-size used was (120000, 1200) in order to have enough tasks for all 
GPUs and also trying to maximise the amount of work each device does. 

The configuration was set to allocate 7GB of GPU memory to the cache and the rest 4GB to 
computation. This way the GPUs could function at maximum capacity. 

 

 
Figure 14. Strong scaling execution time of FullSVD algorithm running on GPUs. The overall speed improvement by using the 

Cache is 34% and is worth noting that the Cache system can only speedup the deserialization part of each task, the serialisation 
and execution time are not affected. 

 

 
Figure 15. Strong scaling speedup of FullSVD algorithm running on GPUs (baseline: execution time with Cache Off with 4 GPUs). 
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The results show a reduction of around 34% in execution time. In terms relative to the 
deserialization, the GPU Cache, on average, reduces the deserialization time in half. This is 
indicated by the grey dotted line (Min Time) in Figure 14 which represents the execution Cache 
Off without any deserialization, which will be the ideal case without deserialization overheads. It 
is noticeable that the gap between the ideal and the Cache On case converges when increasing the 
number of GPUs.  

For the first execution case of Cache On with 4 GPUs the execution time and speedup (Figure 15) 
is considerably worse than the rest of runs. This is because the dataset can not fit into the GPU 
Cache so the Cache Manager has to evict many old objects in order to make room for the new 
ones. Starting with 8 GPUs the amount of Cache available is enough but then other factors start 
having an impact, such as PyCOMPSs Scheduling and the cache eviction policy. 

 

5 Distributed training of deep neural networks 
using Dislib+EDDL 

As described in deliverable D3.2, dislib was extended with a set of methods to provide a set of 
generic methods that enable the distributed training of deep learning libraries.  

The three following strategies for training were implemented (see deliverable D3.2 for more 
details): 

1. Epoch-synchronous training: each worker performs the training in parallel, and after each 
epoch, a synchronisation point occurs. After this, new weights are computed and assigned 
to the neural network.  

2. Total asynchronous training: in this case global weights are only updated after all epochs 
have been completed. Therefore, once a worker completes one epoch, it shuffles the data 
and proceeds with a new one. 

3. Partial asynchronous training: in this case, when a worker completes an epoch, it partially 
updates the global weights with the local results. This strategy performs an incremental 
update of the global weights that are available for the next iteration of those workers that 
start a new training. This avoids per-epoch synchronisations (case 1) with the goal of 
reducing the total training time.  

The evaluation has been done in the MN4 CTE-Power cluster, a system based on IBM-Power 9, 
with 54 nodes where each node has 2 Witherspoons processors (with 20 cores, 4 threads each, at 
3.1 GHz), 4 Volta NVIDIA GPUS (with 16 GB each), 6.4 TB of NVMe (Non-Volatile Memory) and 500 
Gigabytes of main memory. The nodes also have access to a 14 PB shared disk. The executions are 
all performed using one node that acts at the same time as master and worker, running the main 
script and the COMPSs runtime as well as computation tasks, and a set of nodes as workers which 
execute the remaining tasks.     

The dislib version used for the evaluation is a modified instance of release 0.8.0, to be included in 
the future stable version of dislib 0.9.0 (to be released November 2023). Also, PyCOMPSs version 
3.2 and Python 3.7.4 were used. The NumPy version installed was 1.18.4 linked with mathematical 
libraries BLAS and LAPACK for the linear algebra functions, both of them from the mathematical 
library Atlas, version 3.10.3. Also the CuPy version used was 7.0.0. 

The three different methods have been evaluated with two different datasets and two different 
neural networks. First, we trained a convolutional neural network (CNN) in a COVID-19 dataset. 
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This corresponds to a classification problem, with images that belong to one class out of four. The 
four possible classes are: COVID-19 positive case, Normal case (with non-infection), Lung opacity, 
and Viral pneumonia.  

The neural network model trained with this dataset is the VGG-16. We used a transfer learning 
approach. The training started loading the weights of the VGG-16 pretrained on the Imagenet 
dataset. Then, the output layer was modified to have four output neurons, and the weights of this 
final layer were initialised. There was no freezing of the weights for any layer during the training.  

The training is parallelized across several GPUs. The experiments with one and four GPUs are run 
in a single node, and the experiments with eight and sixteen GPUs use two and four nodes 
respectively. The number of COMPSs workers is the same as the number of nodes, and each of 
them can execute up to four simultaneous tasks, one per GPU in the node. For each GPU, a copy 
of the weights is generated at the beginning of the training. Depending on the selected distributed 
training, the gathering and averaging of the weights is done in a different way.  We splitted the 
training data to assign a different part of the training data to each worker. In each epoch, we 
exchange the fraction of the data assigned to each worker, in order to force the workers to update 
their weights with different data. Since we used up to 16 GPUs during training, we made 16 
partitions in the data. 

The first experiments shown in this document aim to preserve similar results in terms of accuracy 
among the different number of GPUs used in a training strategy. We noticed that, as the number 
of GPUs as well as the number of workers and copies of the weights increases the accuracy results 
slightly degrade. For this reason, we increased the number of training epochs with 8 GPUs and 16 
GPUs: the number of epochs are 14 and 18 respectively. For 1 and 4 GPUs, we used 10 epochs. For 
this reason, there is almost no reduction in the execution time when using 8 and 16 GPUs instead 
of 4 in Figures 16, 17 and 18, with an obvious increment of the time in the last figure.  

 

 
Figure 16. Execution time and accuracy obtained parallelizing the training among the number of GPUs shown in the X axis. The 

training with 1 GPU and 4 GPU performed 10 epochs. Increasing the number of GPUs, and thus increasing the number of workers, 
slightly worsens the results. In order to reach a similar accuracy for all cases, we executed 14 epochs with 8 GPUs and 18 epochs 

with 16 GPUs. 

 

Figure 16 shows the results for an epoch-synchronous training, with a synchronisation done at the 
end of each epoch. The time reduction when using 4 GPUs with respect to 1 GPU is considerable, 
from 3,379 seconds to 1,296 seconds, which translates to a speedup of 2.61. The executions with 
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8 and 16 GPUs show a worsening of the times, due to the increment of epochs with respect to the 
training with 4 GPUs. In terms of accuracy the training with more than one GPU reached a factor 
about 0.82, with no big differences with the results for more than one GPU. 

 

 
Figure 17. Execution time and accuracy obtained parallelizing the training among the number of GPUs shown in the X axis. The 

number of epochs training in all cases is 10. 

 

Figure 17 shows the results for an epoch-synchronous training, with a synchronisation done at the 
end of each epoch. In this case, as the number of epochs is maintained, we observe a reduction in 
the time when increasing from 4 GPUs to 8 GPUs, going down from 1,296 seconds to 854 seconds. 
The time is reduced down to 782 seconds with 16 GPUs. However, maintaining the number of 
epochs while increasing the number of GPUs (and workers used) reduces the accuracy. We 
obtained a value of 0.82 using 4 GPUs, 0.79 with 8 GPUs and 0.77 with 16 GPUs. 

 

 
Figure 18. Execution time and accuracy obtained parallelizing the training among the number of GPUs shown in the X axis. The 
training with 1 GPU and 4 GPU is executed with 10 epochs. Increasing the number of GPUs, and thus increasing the number of 

workers, slightly worsens the results. In order to reach a similar accuracy in all the cases we executed 14 epochs with 8 GPUs and 
18 epochs with 16 GPUs. 
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Figure 18 displays the training results obtained with a synchronisation done every two epochs. The 
training times are reduced in comparison to those obtained with the previous training strategy. 
For example, with 4 GPUs it runs for 1,148 seconds while in the previous training it took 1,296 
seconds. With this training strategy, the training times with 8 GPUs and 16 GPUs are slightly smaller 
than the training time with 4 GPUs, despite the increment on the number of epochs. In terms of 
accuracy, with this training strategy we obtained a factor around 0.81 for all cases.  

 

 
Figure 19. Execution time and accuracy obtained using a parallel asynchronous training. The experiments with 1 and 4 GPUs used 
10 epochs, while the ones with 8 and 16 GPUs used 14 and 18 epochs respectively. This increment on the epochs was necessary 

to maintain the accuracy between the different experiments. 

 

 
Figure 20. Execution time and accuracy obtained using a parallel asynchronous training. All the experiments were trained during 

10 epochs. 

In both Figures 19 and 20 we show the results obtained with the asynchronous training strategy. 
In this scheme, we obtained the best results in terms of accuracy and at the same time the worst 
execution times. The accuracy obtained with 4 GPUs is 0.83, and the time is 1,787 seconds. If we 
maintain the same number of epochs with 8 GPUs, we decrease the execution time to 1,351 
seconds, but the accuracy is reduced to 0.799. On the other hand, if we try to maintain the 
accuracy, we need to execute 14 epochs instead of 10 (see Figure 16), but the time is increased to 



 

27 

 

D3.4 Optimised kernels for heterogeneous components 
Version 1.0 

1,868 seconds. Using 16 GPUs in both cases increases the execution times with respect to the 
usage of 8 GPUs, being 1,459 seconds with an accuracy factor of 0.81 for 10 epochs, and 2,312 
seconds and with accuracy 0.82 for 18 epochs. 

 

 
Figure 21. Execution time and accuracy obtained using different training strategies. 

 

In Figure 21 we show a comparison of the different training strategies. All of them were executed 
using one node with 4 GPUs. There are slight differences on the accuracies obtained with the 
different methods: Epoch-Synchronous offers a factor 0.823, Partial Asynchronous 0.83, Epoch-
Synchronous every 2 and 3 epochs 0.812 and 0.807 respectively, and totally asynchronous 0.608. 
We observe that the precision tends to diminish as we reduce the synchronizations and thus the 
gathering and mixture of the weights of the different workers. The partial asynchronous training 
is particularly slow, lasting 1,763 seconds while the other three methods spend between 1,034 and 
1,296 seconds. We observe that the totally asynchronous training is not a good option as the 
reduction in the accuracy is much larger than the reduction obtained in the training time. 

We also trained an MLP (Multilayer Perceptron), which is a full dense neural network, to estimate 
the intensity of ground shaking events. This data and use case is based on the Pillar III MLESMAP 
workflow. The MLP architecture consists of 9 dense layers. We applied a dropout as a 
regularisation technique between the different layers. 

The values of the data attributes are scaled between 0 and 1 using a MinMaxScaler, and the values 
for prediction are scaled between 0.02 and 0.98. 

In Figure 22, we show the results of an epoch-synchronous training with this dataset. The 
experiments are run using the 4 GPUs available per node. The dataset used to estimate the 
intensity of ground shaking events has a larger number of samples than the Covid dataset. This 
increases the number of samples that can be assigned to each GPU, which then leads to a better 
scalability. With this dataset we obtain a clear improvement of the execution times when 
comparing the use of 16 GPUs with the usage of 8 GPUs. The speedup obtained is shown in Figure 
23. The speedup is higher than that obtained with the previous dataset: With 16 GPUs, it is 2.06 
with respect to the time executed with 4 GPUs, while with the previous dataset the speedup was 
of 1.65. 
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Figure 22. Execution time and mean squared error obtained with the MLP, on 4, 8 and 16 GPUs. The training lasted 26 epochs. 

 

 
Figure 23. Speedup of the MLP, on 4, 8 and 16 GPUs (1, 2 and 4 Worker nodes). The baseline is one node with 4 GPUs. 

 

6 Deep learning kernels on heterogeneous 
platforms 

The application workflows of the project involve a large number of simulations. These entail a 
common computation-specific bottleneck, which can be tackled in WP3 via the development of 
optimised kernels for deep learning (DL) operators on heterogeneous platforms that can replace 
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some of the compute-intensive simulations that appear in the application workflows. In a previous 
stage of the project, we identified two specific deep neural network (DNN) models that were 
leveraged by the Pillar partners: 

• The Tropical Cyclone (TC) detection and tracking workflow (Pillar II) employs a model 
similar to the popular VGG16 (deep) convolutional neural network (CNN). 

• The Urgent Computing workflow for Tsunamis (Pillar III) employs a CNN.  

After a short introduction to the convolution operator, this section describes the optimisation 
efforts done on DL-related computational tasks on three platforms: multi-FPGA systems, a Xilinx-
based board, and a ultralow-power heterogeneous processor with 1+8 cores. 

6.1 Convolution operator 
The convolution (CONV) is a key operator for the type of DNNs that dominate machine learning 
for signal processing, including computer vision tasks. In addition, CONV is a crucial kernel for the 
CNNs that are targeted by the application workflows in two of the project Pillars. Optimising CONV 
significantly contributes to the acceleration of the full CNNs as, in practice, between 70% and 85% 
of their computational cost, depending on the properties of the DNN, is due either to CONV layers 
or fully-connected (FCO) layers. The latter type of layer is equivalent to a GEMM when inference 
is performed in batches [SzeC20].  In addition, with the approach taken in the project, the CONV 
layers are transformed into GEMMs. This offers the possibility of optimising both types of layers, 
CONV and FCO, using the same techniques. In other words, optimising CONV mostly boils down to 
generating a high performance implementation of GEMM, which is basically the kernel underlying 
FCO. 

During the last years there has been an intensive effort to carefully exploit the architecture of 
conventional multicore processors and GPUs in order to produce efficient realisations of CONV. 
The lowering (or “im2col”) approach [CheP06] is especially appealing for modern processor 
architectures, as this method transforms the convolution operator into a GEMM, an operation that 
can be efficiently implemented on cache-layered architectures. In this section, we describe the 
work carried out in WP3 to port the lowering approach to heterogeneous platforms from Xilinx 
and GreenWaves.  

Our approach for the GEMM kernel is inspired by the seminal work in GotoBLAS2 [GotG08], which 
is nowadays embraced by high performance libraries such as OpenBLAS, BLIS, AMD AOML and, 
possibly, Intel MKL/oneMKL.  This strategy decomposes the GEMM operation into five nested 
loops, traversing the three problem dimensions of GEMM in a specific order.  Inside these loops, 
two packing routines copy (and re-arrange) certain blocks of the GEMM operands into two buffers, 
in order to favour an efficient utilisation of the cache memories.  Furthermore, the innermost loop 
comprises a micro-kernel that is often vectorised to exploit the SIMD (single-instruction multiple-
data) arithmetic units in most current general-purpose processors.  In short detail, the algorithm 
aims at maintaining a block of one of the matrix operands in the L3 cache and a block of a second 
operand in the L2 cache, while streaming a very small block (known as the micro-tile) of the third 
operand directly from the main memory into the processor registers.  

In addition, when multiple devices are in place, either GPUs or FPGAs, several forms of parallelism 
can be exploited to further reduce inference time of CONV-based neural network models. This is 
especially interesting in multi-FPGA systems where multiple accelerators can be put to work in 
parallel dealing with different convolution layers at the same time or even to cooperatively work 
computing one convolution layer. In this section we report the work we have carried out to 
enhance the capabilities of FPGA-based systems from single-FPGA solutions to multi-FPGA 
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solutions. We describe the three main improvements we achieved. First, we deployed all the 
infrastructure for a 4-FPGA system with capabilities of distributed shared memory support. 
Second, we deployed a mapping strategy and algorithm to distribute the work of an inference 
process among the FPGA boards exploiting different flavours of parallelism when dealing with 
CONV layers. And third, we obtain performance out of the system by a detailed evaluation of the 
system when targeting state-of-the-art CNN models, reaching almost ideal scalability of the 
system.  

6.2 DL on multi-FPGA systems 
In the project we target FPGAs as computing devices for different pillars targeting inference 
processes of CNN models. With FPGAs, two approaches can be followed. First, the whole model 
can be synthesised and optimised. This leads to the best performance achievable as the weights 
of the convolution filters can be encoded on chip using BRAMs. However, running different models 
requires a reprogramming step, which usually takes hundreds of milliseconds. In addition, large 
models may not fit on-chip. Second, a generic accelerator (kernel) design can be implemented and 
programmed from the host, and iterated over in order to infer a complete model. The accelerator 
can be scaled to the FPGA resources and does not need to be reprogrammed to run different 
models. 

When targeting multiple FPGAs, external memory allocation is critical. Each accelerator has access 
to its own local memory but, to exchange data, explicit memory transfers are needed. To overcome 
this, we worked on a novel multi-FPGA platform for the effective execution of inference processes 
of CNN models. The approach relies on the distributed shared memory programming paradigm. 
The platform implements a shared memory address space distributed across all FPGA boards, 
following a NUMA architecture. Thus, explicit memory transfers between FPGAs are avoided. On 
each FPGA we implement a generic accelerator which can be programmed to work on different 
partitioning schemes for a set of specific neural network layers. Therefore, several accelerators 
can be programmed to run the same set of layers concurrently and cooperatively. By the use of 
the shared memory address space, we allow different partitioning schemes to be used 
concurrently as well. This is key to achieve close ideal speed-up. In the next subsections we 
describe each key contribution. 

6.2.1 Multi-FPGA platform 
Our baseline design (Figure 24) features four Xilinx Kintex Ultrascale FPGAs interconnected 
following a bidirectional ring topology. Each FPGA board has two QSFP+ modules and four optical 
cables for communication with its two neighbour FPGA boards. At the design level, Chip2Chip and 
Aurora IP cores from Xilinx have been used for the communication between FPGAs. These IP cores 
allow board-to-board communication following the AXI4 protocol. Additionally, each FPGA board 
includes a 2GB DDR4 memory module and its corresponding memory controller. This controller 
handles local memory accesses and has not been modified in our design. Furthermore, one FPGA 
is connected to the host system through PCIe via the PCIe IP core. Each FPGA board also includes 
an accelerator. All the components within the design are interconnected and configured via an AXI 
interconnect infrastructure. As a result, for the host application the whole design appears as a 
single platform with four accelerators and 8GB of memory. 
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Figure 24. The 4-FPGA platform. 

 

For distributed shared memory support, each FPGA includes a hierarchy of AXI interconnects 
(SmartConnect IP) and up to three modules route incoming traffic either from a neighbour FPGA, 
which can access the local memory or being routed to another FPGA (using this FPGA as in-transit), 
from the local accelerator, or from the PCI express module. All the modules have been configured 
to support distributed shared memory. Every accelerator on any FPGA can access any memory 
using the same memory address space.  

Physically, FPGAs are connected following a bidirectional ring. Internally, FPGAs are logically 
grouped by rows. Each FPGA can access its direct neighbour DDR through the inter-FPGA links. But 
to access a DDR memory located on a non-neighbour FPGA, it has to go through its neighbour in 
the other row. 

FPGA links are configured to work at an effective read and write bandwidth of 2.2 GB/s duplex 
mode. The bandwidth is limited by the QSFP+ modules which support a maximum transfer rate of 
10 Gb/s per lane, whereas FPGA transceivers support data rates up to 16.375 Gb/s, and by the 
Chip2Chip IP core that in tandem with Aurora can only be configured to use three lanes maximum. 
Therefore links are configured to use three lanes each working at 10 Gb/s. 

The platform is exposed to the host as a memory mapped PCIe device with two memory regions: 
one for controlling the accelerators in each FPGA, and one for mapping the different device 
memory banks (DDRs) through a unified address space.  

In order to provide access to this platform we have developed an OpenCL-like runtime software 
library, inspired by the Xilinx OpenCL software stack and composed of three layers: an API, a 
runtime and a hardware abstraction layer (HAL).  

6.2.2 Mapping algorithm 
Once we have defined our platform with distributed shared memory capabilities, we need to 
define the allocation and mapping strategy of both data and the accelerator workload. Notice that, 
depending on the location of the data, accelerators may require access to non-local memories and 
could even congest some links. Before defining such mapping policy, we need first to evaluate the 
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bandwidth attainable by FPGA-to-FPGA links and to analyse the read and write requirements of 
the different types of data used in an inference process. 

Table 1 shows the relative performance achieved when running a 2D convolution with a 256 x 256 
x 256 input. The accelerator has been tested running on each FPGA (Ki when running on FPGAi) 
and data has been located (input, output, and filters) on each DDR memory (DDRi). As we can 
observe, remote access to neighbour DDR has a negligible impact in performance compared to 
local memory, thus both being comparable. However, accessing a remote non-neighbour DDR (e.g. 
K0 accessing DDR3) entails a penalty of around 9-11%. Thus, access to remote non-neighbour 
memory should be minimised and controlled. 

 
Table 1. Relative performance of a 256 x 256 x 256 convolution on different FPGA devices and data location. 

 
 

Another important aspect to analyse is the read and write requirements of the accelerator for the 
different data (input, filters and outputs). Indeed, convolution operations have a large arithmetic 
intensity since weights are reused over the entire input. This suggests that weights read bandwidth 
requirements are much lower than input/output read/write bandwidth requirements. In order to 
confirm this, we have reproduced the previous experiment but in this case we have allocated input 
and output data on the local DDR memory where the accelerator is running. Weights are placed 
on the most distant DDR (e.g. k0 running and accessing input and output data from DDR0 and 
weights at DDR3). The performance of the accelerator when performing the convolution equals 
the optimal performance achieved when all the data is local. This means that weight location does 
not affect final performance. As an additional experiment we placed input and output data on 
remote DDR and weights on local DDR. We achieved the most significant impact approaching 0.9 
of relative performance. 

The convolution operation is defined as: 

Input (I x HI x WI) ⊗ Filter (O x I x KH x KW) = Output (O x HO x WO) 

The input is defined as a three dimensional tensor I x HI x WI where I represents the number of 
input channels (or feature maps) and HI and WI represent the height and width of each channel, 
respectively. Similarly, the convolution operation produces a three dimensional tensor output O x 
HO x WO.  

Typically, each input-output pair of channels has a KH x KW filter. Thus, O x I filters are used in a 
convolution. The filters are applied on every KH x KW subset of inputs and are shifted vertically 
and horizontally over the input channels.  

A convolution can be divided in partitions that run in parallel, leading to different distribution 
schemes of input activations, weights and feature maps. Mainly, we can apply batch, row, column, 
output channel and input channel partition schemes. Batch partition is mainly used in training 
processes. In real time inference processes batch size is set to one. 
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In (input) row partition (IRP, Figure 25), all input channels are split into several partitions, each 
with a disjoint set of rows. Each partition performs the convolution using the same filters, 
therefore filters are shared between partitions. Each convolution on each partition produces a 
subset of output rows for all output channels. Depending on the horizontal stride of the 
convolution some rows need to be shared between adjacent partitions, therefore, not being a 
perfect partitioning scheme. IRP requires that input data, although partitioned, be accessed by 
different FPGA accelerators. In a non-shared memory system this will entail explicit data copies. In 
column partition, channels are partitioned in sets of columns instead of rows. This scheme has the 
same side effects as row partition. 

With output channel partition (OCP, Figure 25), the output feature maps are 
partitioned/computed in parallel. Filters are partitioned since they belong to different output 
channels. However, input data is shared and thus, every accelerator needs to read the same data.  

Finally, in the input channel partition, the input is partitioned into sets of channels and for each 
partition the complete set of output channels is computed. Similarly to OCP, filters are partitioned 
by the input channel. However, the output produced by each partition must be compounded by 
an additional layer to add all partitions together. 

 

 
Figure 25. Layer partition schemes. 

 

We devised a mapping algorithm (Listing 1) to determine which kernels will run and which work 
they will perform (rows to read from input and output channels to compute). The algorithm uses 
either output channel partition (OCP) and input row partition (IRP) schemes at the same time (we 
refer to it as Hybrid Partition, HP) or just OCP. The algorithm is computed offline and before 
inference is performed. It is called for every layer of the model. 

The algorithm takes as threshold the number of rows (rowth) to decide whether HP or OCP is used 
(line 2). The threshold has been obtained experimentally from the platform and depends on the 
data type used and the link bandwidth. For our tests it is set to 56. The number of output channels 
determines how many accelerators will be launched (line 1). We assume enough output channels 
are provided for dividing the workload between two accelerators in the HP case (lines 5-6). 

When assuming HP, the input (lines 3-4) and output (lines 5-6) configuration of each accelerator is 
different (input data can be distributed in different DDR memories). In this case, the runtime uses 
DDR0 and DDR2 for storing those buffers with the input data being halved between them. So, each 
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accelerator will process I x H/2 x W pixels of the input data, and will compute half of the output 
channels for that part of the input data: O/2 x H/2 x W. Notice that DDR assignment is performed 
by the runtime. 

 

 
Listing 1: Mapping algorithm  

 

Additionally, K0 and K1 will work in tandem with DDR0 as well as K2 and K3 with DDR2. Since 
accessing filters and bias has a negligible impact on performance, as commented before, they will 
be in DDR0.  

On the other hand, when assuming OCP, the algorithm will map O/nk output channels to each 
accelerator. Notice nk determines the number of accelerators to use. Weights are not shared, 
therefore they can be distributed among all the memories. Function ASSIGN_BUFFER (lines 7 and 
11) configures the buffers for outputs and weights and assigns them to DDR memories. 

Figure 26 shows the mapping produced for the VGG16 model as an example. Here we can see how 
HP is used in the first seven convolution layers. The remaining layers only use OCP. Notice how the 
four kernels run concurrently for all the layers, achieving maximum kernel utilisation. In the first 
seven layers two groups of kernels work on the same output channels but each computes different 
output rows. Data is split by the runtime between DDR0 and DDR2. Indeed, the kernels are the ones 
that write in the correct DDR memory. As an example, in the first layer all the kernels read the 
input data from DDR0 but two of the kernels write the results on DDR2. In the following layers this 
split is already taken into consideration, so K2 and K3 operate on DDR2. Notice that in the seventh 
layer all the kernels write on DDR0 since the next layer does not use HP. From that layer on, all the 
kernels work concurrently on different output channel intervals, thus exploiting only OCP. 

 

 
Figure 26. VGG Mapping on the multi-FPGA platform. 
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6.2.3 Experimental Results 
To evaluate our platform we run multiple inferences and computed the average time for each 
FPGA configuration. Inference time has been measured from the host. To carry out the tests we 
used the HLSinf [Flich22] accelerator. For the host-side application we used the EDDL library.  

VGG16, Hourglass neural network for human pose estimation (HG) and Residual network 
(Resnet50) models have been used. We compared the results of speed-up using output channel 
partition (OCP) with all the accelerators accessing the same DDR, with hybrid partition (HP) and a 
combination of both strategies using the mapping algorithm described in the previous section. 
Input data is 3 x 224 x 224 pixels. 

First, we analyse the efficiency when using OCP and remote memory access. In this test each 
accelerator has its weights and biases in its local memory (Ki on DDRi) whereas data (input and 
output) is kept at DDR0. Thus, all accelerators access DDR0 at the same time. Figure 27 shows the 
speed-up achieved when compared to a single FPGA for the three analysed CNN models. 

 

 
Figure 27. Performance results achieved for a varying number of FPGAs and partitioning schemes. Different NN models are used. 

 

OCP results correspond to the dotted line. As can be seen, with two FPGAs the speed-up is close 
to linear, however with four FPGAs the platform fails to achieve optimal performance. As 
discussed, the cause for this drop is the overload in one of the inter-FPGA links, as well as the 
access to non-neighbour memory without any mechanism to control it. 

In order to avoid this loss, we use hybrid partitioning (HP) by combining IRP with OCP. This way 
instead of having the input data in one DDR that is accessed by all the accelerators, the input data 
is distributed in two DDRs (DDR0 and DDR2). As before, weights and bias are in the local memory 
of each accelerator. The speed-up achieved with HP is shown in Figure 27 (dashed line). In the VGG 
and HG models the results have significantly improved. However, in the Resnet model the use of 
HP translated into negligible gains. Even though we tackled the cause for the loss in performance, 
the platform still fails at achieving optimal results. Also, VGG and HG still do not achieve acceptable 
performance values.  

To further increase performance we have analysed the speed-up obtained with both strategies. 
Table 2 shows the speed-up achieved for each layer in the VGG model when using either OCP or 
HP. Now, some layers behave much better with HP whereas others perform better with only OCP. 
The layers that run better with OCP correspond to layers with a large number of output channels 
and not many rows per channel, whereas layers with a large number of rows per channel behave 
better with HP. This motivates the algorithm we introduced. 
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Table 2. Performance gain with OCP and HP. 

 
 

Thus, we now apply the mapping algorithm. Some layers are computed with HP and others with 
OCP. Data buffers are also strategically put either in DDR0 or split in DDR0 and DDR2 based on the 
mapping algorithm. Figure 27 shows the speed-up achieved when using the mapping algorithm 
(dense line). With the use of both partition strategies we further increase performance with four 
FPGAs. With VGG and HG we gain 10% in performance whereas with ResNet the gain is 66%.  

6.3 Convolutions on Xilinx Versal 
6.3.1 Target platform 
The Versal VC1902 processor is an heterogeneous platform from Xilinx that comprises, as its main 
components, (1) a dual-core ARM Cortex-A72 processor plus a dual-core ARM Cortex-R5F 
processor; (2) a customizable FPGA with 899,840 LUTs (look-up tables); and (3) 400 standalone AIE 
tiles organised in a 2D array. Furthermore, each AIE tile contains a SIMD arithmetic unit, providing 
up to 128 MAC (multiply-and-accumulate) operations per clock cycle for (unsigned) integer 8-bit 
(UINT8) arithmetic. 

In addition, the Versal VCK190 features a versatile memory with 32 KB of “local” memory per AIE 
tile; distributed Block and Ultra RAMs with capacity for 4.3 MB and 16.3 MB, respectively; and a 
global 2-GB DDR4 memory. 

6.3.2 Data mapping 
The first step towards developing an efficient implementation of CONV on the Xilinx Versal was to 
decide where to map each one of the operator tensors across the memory hierarchy in a 
compatible way with the GotoBLAS2-inspired algorithm for GEMM. In our strategy, we decided to 
exploit the following properties: 

• The tensor 𝐹𝐹 contains the read-only filters (for the CONV operator). This tensor can be pre-
packed off-line into a collection of buffers and kept in the FPGA RAMs. The packing 
contributes a null cost to the inference process as the same filters are repeatedly used, for 
many samples. The FPGA RAM plays the role of the L2 cache in our scheme. 

• The tensor 𝐼𝐼 corresponds to the activation inputs. This operand is partitioned and packed 
into a temporary buffer during the execution of CONV in the DDR4 global memory. Also 
during the execution, individual micro-panels 𝐼𝐼𝑟𝑟 are copied into the AIE local memory as 



 

37 

 

D3.4 Optimised kernels for heterogeneous components 
Version 1.0 

they are needed by the CONV algorithm. The cost of transferring them is amortised by re-
using their entries several times. The DDR4 acts both as main memory and L3 cache in our 
scheme. 

• The tensor 𝑂𝑂 contains the activation outputs. At each execution of the micro-kernel, a small 
micro-tile 𝑂𝑂𝑟𝑟, of dimension 𝑚𝑚𝑟𝑟 𝑥𝑥 𝑛𝑛𝑟𝑟, is first loaded directly from the DDR4 global memory 
into the AIE tile vector registers, and written back to memory at the end. 

Figure 28 illustrates the mapping strategy for the Xilinx AIE. 

 

 
Figure 28. Data mapping and transfers across the Versal VCK190 memory hierarchy. The transfers from Or in the global memory, 

Fr in the FPGA memory, and Ir in the local memory move data directly to the vector registers. The data copy of the micro-panel Ir, 
from the global memory into the local memory, is carried out by one of the scalar engines (ARM processors). 

 

6.3.3 Micro-kernel 
The design of CONV for the Xilinx AIE follows the general approach for the implementation of 
GEMM on modern processor architectures, embedding all arithmetic inside a hardware-specific 
component known as the micro-kernel [GotG08]. This piece of code usually updates a small micro-
tile of the output (the tensor with the output activations for CONV), via a sequence of rank-1 
updates. 

Following the general trend toward leveraging low precision arithmetic for DL inference, we 
selected UINT8 as the baseline data type for the implementation of the CONV operator in the 
Versal VC1902. Furthermore, given the capacity and number of accumulator registers in the AIE 
tile, we set the dimensions of the micro-kernel to 𝑚𝑚𝑟𝑟 𝑥𝑥 𝑛𝑛𝑟𝑟 = 8 × 8; that is, the micro-tile 𝑂𝑂𝑟𝑟 updated 
inside the micro-kernel comprises 8 entries of 8 columns of 𝑂𝑂. 

Figure 29 displays our micro-kernel for the VC1902. After a few declarations and initialisations, the 
code comprises a loop (Line 18), corresponding to L6, that iterates over the row dimension of the 
micro-panels 𝐼𝐼𝑟𝑟, 𝐹𝐹𝑟𝑟, with an unrolling factor of 16. At each iteration, the loop body multiplies the 
entries in 16 columns of 𝐼𝐼𝑟𝑟 (128 elements, retrieved in ir0 and ir1) with those in 16 rows of 𝐹𝐹𝑟𝑟 (128 
elements, in 𝐹𝐹𝑟𝑟), accumulating the intermediate results on four different registers via eight 
invocations to the AIE intrinsic mac16() (in Lines 29–42). 
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Figure 29. Simplified version of the AIE micro-kernel. 

 

Each call to mac16() computes 128 UINT8 MAC operations in one cycle, operating with two 
vectors: one with 64 elements and the other with 32 elements. As v8uint8 is not supported by 
the AIE intrinsics, we concatenate two column vectors of the micro-tile 𝑂𝑂𝑟𝑟 into one v16uint8 to 
perform the MAC operations, as reflected in the accumulator declaration (Line 12). 

A single loop iteration retrieves 128+128 elements from memory levels that are close to the 
arithmetic units, performing 2·8·8·16 = 2, 048 UINT8 arithmetic operations with them. This helps 
to amortise the cost of memory transfers with enough arithmetic, in principle yielding a compute-
bound micro-kernel. The high utilisation of the accumulator and vector registers (respectively, 
100% and 75% of the total resources), along with the appropriate selection of compiler 
optimization arguments, facilitate overlapping the MAC operations with data transfers. 



 

39 

 

D3.4 Optimised kernels for heterogeneous components 
Version 1.0 

After the loop is complete, the code “synchronises” the results with the contents of matrix 𝑂𝑂  in 
global memory. For that purpose, each execution of the micro-kernel loads an 8 × 8 micro-tile 𝑂𝑂𝑟𝑟 
(Line 46) from global memory and, after updating its contents, stores the results back to global 
memory (Lines 52-53). The cost of these data transfers can be amortised provided row dimension 
is sufficiently large. 

6.3.4 Experimental results 
For the evaluation of the complete convolution algorithm, we selected the convolutional layers in 
the ResNet-50 v1.5 model applied to the ImageNet dataset. This particular CNN is used in the 
MLPerf benchmark as a reference for inference performance. Furthermore, the structure of 
ResNet-50 v1.5 is similar to that of VGG16 (related to the detection and tracking workflow). As 
some of these layers feature the same dimensions, we show only the different ones, listed in Table 
3. For the dataset, we chose the reference dataset ImageNet and we set the batch size 𝑏𝑏 =  1 
(single input scenario). 

 
Table 3. Parameters of the convolutional layers in ResNet-50 v1.5. 

 
 

Given the large variations between the parameter dimensions of the different convolutional layers 
in ResNet-50 v1.5, in order to evaluate the performance we report the UINT8 arithmetic rate, 
comparing that with the theoretical peak of the AIE tile. Figure 30 reports the results for this 
experiment, with the arithmetic throughput rates calculated taking into account the micro-kernel 
execution in isolation (stationary mode) as well as that cost plus the overhead due to the data 
transfers. 

The results in Figure 30 illustrate that, except for the first few layers (C1–C3), the performance of 
the direct convolution algorithm implemented on the Xilinx AIE attains a throughput rate superior 
to 60 MACs/cycle when including the data movement overhead. Furthermore, for a significant 
number of layers the performance is around 90 MACs/cycles (70% of peak). The low performance 
arithmetic rate observed for some of the layers can be tracked down to two main causes: 

● The number of input channels (𝑐𝑐𝑖𝑖, see Table 3) is below 256. This is the case, for example, 
of layers C1–C4 and C8–C9. The reason is that a low value of this parameter constrains the 
algorithmic block size, and results in a micro-kernel with a lower throughput rate.  

● There is a significant overhead due to memory accesses. While not explicitly reported, we 
can estimate this factor by comparing the cost of the execution with and without 
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considering the data transfers. The overhead is as large as 30% for three of the cases (layers 
C5, C7 and C8), but in general remains below 12%. 

 

 
Figure 30. Performance of the gemm-like direct algorithm for the conv operator applied to the distinct convolutional layers of 

ResNet-50 v1.5+ImageNet. 

 

6.4 Convolutions on GAP8 
6.4.1 Target platform 
The GAP8 is a commercial platform designed for Internet-of-Things (IoT) applications, with a pro- 
cessor based on the Parallel Ultra Low Power Processor (PULP) [11] architecture. As depicted in 
Figure 31, the GAP8 processor embeds three main computing components: (1) A low-power micro-
controller unit (MCU), known as the fabric controller (FC), which is responsible for managing 
control, communications, and security functions; (2) a compute engine (CE) comprising a cluster 
of 8 compute cores specifically designed for the execution of parallel algorithms; and (3) a 
specialised hardware accelerator that is part of the CE as well. 

The FC integrates a read-only memory (ROM) that stores the primary boot code, plus a private 16-
KB L1 scratchpad (also referred to as memory area or MA). On the CE side, the compute cores and 
the HWCE share a 64-KB multi-banked Tightly-Coupled Data Memory (TCDM) L1 scratchpad (MA). 
Moreover, FC and CE share a 512-KB L2 scratchpad. The device also includes an 8-MB L3 MA that 
acts as the platform main memory and is accessible from the FC. To enable rapid data transfers 
between MAs, the platform features two direct memory access (DMA) units. One of these units 
assists in transferring data between the FC domain and the CE domain, while the micro-DMA unit 
transfers data to/from peripherals, including the L3 MA. 

Both the FC and the cluster cores support the RISC-V RV32IMCXpulpV2 instruction set architecture 
(ISA), which includes integer (I) arithmetic, compressed instructions (C), multiplication and division 
(M) extensions, and a portion of the supervisor ISA subset. The RV32ICMXpulpV2 ISA extension 
also provides specialised instructions for zero overhead hardware loops, pointer post/pre-
modified memory accesses, instructions mixing control flow with computation, multiply/subtract 
and accumulate, vector operations, fixed point operations, bit manipulation, and the dot product 
of two vectors. 
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Figure 31. GAP8 layout. 

 

This customisation effort of CONV for the GAP8 platform is strongly dictated by the following 
features of the GAP8 platform: 

● The compute cores offer special hardware for the dot product. 
● The memory hierarchy in the platform is structured into four levels: vector registers, two 

intermediate scratchpad levels (L1, L2 MAs), and a main memory (also referred to as RAM 
or L3 MA). The system integrates scratchpads instead of conventional cache memories. 

● A single FC controls the memory transfers between main memory and the L1, L2 
scratchpads. 

● The CE features 8 compute cores. 

6.4.2 Data mapping 
The GAP8 platform integrates L1 and L2 scratchpads, which give the programmer full control over 
the data transfers across the memory hierarchy but also the responsibility of orchestrating them. 
Our solution targeting the compute cores in the CE addresses this task by integrating the data 
movements naturally into the GEMM algorithm as follows: 

● The FC packs 𝐵𝐵 into a buffer 𝐵𝐵𝑐𝑐, with both data operands residing in the main memory. 
Thus, this data movement only involves the “hardware” in the MCU (scratchpads and core). 

● The FC packs the data for 𝐶𝐶 into a buffer 𝐶𝐶𝑐𝑐, in this case transferring it from the memory to 
the L2 MA in the MCU. The transfer for the unpacking is also governed by the FC, but 
obviously carried out in the opposite direction. Again, these copies only involve the MCU 
part of the GAP8. 

● The FC copies a micro-panel 𝐵𝐵𝑟𝑟 from 𝐵𝐵𝑐𝑐, from the L2 MA in the MCU to the L1 MA in the 
CE. 

● The compute core that executes a micro-kernel expects that the data for 𝐵𝐵𝑟𝑟 resides in the 
L1 MA, for 𝐶𝐶𝑐𝑐 in the L2 MA, and for 𝐴𝐴 in the main memory. However, the CE cannot directly 
access the data in the main memory, and therefore the FC copies a micro-tile of 𝐴𝐴 from 
there to the L1 MA in the CE. Next, inside the micro-kernel, each core streams the data of 
its own micro-tile from the L1 to its vector registers. 

At this point, we remind that the im2col transform cast the CONV operator into a GEMM 𝐶𝐶 =  𝐴𝐴 ∗
 𝐵𝐵, with the output tensor 𝑂𝑂 being equivalent to the GEMM operand 𝐶𝐶, the input tensor 𝐼𝐼, after 
applying the transform, to the augmented matrix 𝐴𝐴, and the filter tensor 𝐹𝐹 to the GEMM matrix 
𝐵𝐵.  
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The data movements required for the collaboration of FC and compute cores are graphically 
illustrated in Figure 32. Although the plot there displays the execution of the parallel algorithm, to 
be discussed next, the data movements in the case of the sequential algorithm are basically the 
same, and can be derived by considering the movements involving Core 1 only. 

 

 
Figure 32. Data movements in the parallel version of the GEMM algorithm for the GAP8 processor. For simplicity, the data 
transfers corresponding to the streaming of the columns c0r,c1r,...,c7r from the corresponding 8 micro-panels of Cc into the 

processor registers are annotated with arrows only for Core 1. The same applies from the streaming (replication) of the column 
br from the micro-panel Br, and the streaming of the 8 micro-tiles A0r,A1r,...,A7r  from A. 

 

6.4.3 Parallelization 
Following the conventional approach for the multi-threaded implementation of GEMM, we exploit 
loop parallelism for the implementation of this algorithm for the GAP8 1+8 core processor. Among 
the different loops in GEMM, an analysis reveals that loop L5 is the best option, because it delivers 
a balanced granularity of the workload distribution while reducing thread synchronisation. The 
memory target of the distinct operands and buffers and the data movements for the parallel 
algorithm are illustrated in Figure 32. Note that, with the selected parallelisation scheme, all the 
compute cores access the same buffer 𝐶𝐶𝑐𝑐 in the L2 MA, the same micro-panel 𝐵𝐵𝑟𝑟 in the L1 MA, but 
a different micro-tile 𝐴𝐴𝑟𝑟 in the L1 MA. 
6.4.4 Micro-kernel 
Figure 33 displays a simplified version of a micro-kernel that operates with a 4×4 micro-tile 𝐴𝐴𝑟𝑟, 
implementing the innermost loop in the GAP8 implementation of GEMM algorithm as follows: 

● The micro-kernel receives as input parameters 1) the starting address in main memory of 
the micro-tile 𝐴𝐴𝑟𝑟 (parameter Ar), which is assumed to be stored in row-major order; 2) the 
leading dimension of the matrix operand 𝐴𝐴 (parameter ldA); 3) the starting address of the 
micro-panel 𝐵𝐵𝑟𝑟 (parameter Br) in the L1 MA of the CE; and 4) the starting address of the 
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micro-panel 𝐶𝐶𝑟𝑟 embedded in the buffer 𝐶𝐶𝑐𝑐 (parameter Cc) in the L2 MA shared with the 
FC. 

● The code for the micro-kernel next includes the corresponding variable declarations of 
scalar and vector data (lines 4–6). The data type for the latter is v4s, which identifies a 
vector with capacity for four INT8 numbers. 

● The code then loads the four rows (with four INT8 numbers each) of the 4 × 4 micro-tile 𝐴𝐴𝑟𝑟 
into the same number of vector registers: A0, A1, A2, A3 (lines 9–10). 

● At each iteration of the main loop (line 12), the micro-kernel loads one column of the micro-
panel 𝐶𝐶𝑟𝑟 (four INT8 numbers) into the vector register cr and one column of the micro-
panel 𝐵𝐵𝑟𝑟 (four INT8 numbers) into the vector register br (lines 14–15). 

● Inside the loop, the micro-kernel then proceeds to multiply the contents of the micro-tile 
𝐴𝐴𝑟𝑟 with the column of 𝐵𝐵𝑟𝑟, updating the column of 𝐶𝐶𝑟𝑟 via four dot products (lines 18–19); 
and storing the four INT8 elements in the column of 𝐶𝐶𝑟𝑟 back into the L2 MA (lines 22–23). 

We have implemented and tested micro-kernels of different “shapes” (or dimensions). Also, while 
the same micro-kernel can basically run on the FC and a single compute core, the data for the 
matrix operands must be placed into the appropriate MAs, which are different depending on which 
component (FC or compute core) has to execute the micro-kernel.  

 

 
Figure 33. Simplified realisation of the sequential implementation of a micro-kernel with an mr x kr = 4×4 micro-tile of A resident 

in the processor (FC or compute core) registers for the B3C2A0 variant of GEMM. 

 

6.4.5 Experimental results 
Due to the small memory capacity of the GAP8 platform, or the evaluation of the convolution 
algorithm, we selected the convolutional layers in the MobileNet-v1 model combined with the 
ImageNet dataset. As some of these layers feature the same dimensions, we show only the 
different ones, listed in Table 4. For the dataset, we chose ImageNet and we set the batch size 𝑏𝑏 =
 1 (single input scenario). 
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Table 4. Parameters of the convolutional layers in MobileNet-v1. 

 
 

Figure 34 shows the performance rates for all layers of MobileNet-v1, attained with the 
“sequential” version of the convolution as well as the corresponding speedup observed with the 
parallel counterpart, using 4 and 8 compute cores. With respect to the parallel algorithm, on 4 
compute cores we observe a maximum speedup of 3.19. With 8 compute cores, the maximum 
speedup is 5.00. The average speedup for im2col is 2.96 on 4 compute cores and 4.39 8 compute 
cores. 

 

 
Figure 34. Performance obtained for the convolutional layers in MobileNet-v1. The results with one core display the arithmetic 

rate (in millions of INT8 operations per second, or MOPS) observed with the “sequential” algorithm, executed using a single 
compute core and the FC. 

  



 

45 

 

D3.4 Optimised kernels for heterogeneous components 
Version 1.0 

7 Acronyms and abbreviations 
AIE: Artificial Intelligence Engine 

BLAS: Basic Linear Algebra Subprograms 

BMGS (if subsection 3.2.2 remains) 

CE: Computational Engine  

CNN: Convolutional Neural Network 

CONV: Convolution (operator) 

DDR4: Double Data Rate 4 

DL: Deep Learning 

DMA: Direct Memory Access 

DNN: Deep Neural Network 

FC: Fabric Controller 

FCO: Fully-COnnected 

FPGA: Field Programmable Gate Array 

GEMM: General Matrix Multiplication 

GPU: Graphics Processing Unit 

ISA: Instruction Set Architecture 

LancSVD: Lanczos algorithm for the SVD 

LAPACK: Linear Algebra PACKage 

MA: Memory Area 

MAC: Multiply-and-Accumulate 

MAGMA: Matrix Algorithms for GPU and Multicore Architectures 

MCU: Micro-controller Unit 

PCA: Principal component analysis 

PLASMA: Parallel Linear Algebra Software for Multicore Architectures 

PULP: Parallel Ultra Low Power Processor 

RAM: Random Access Memory 

ROM: Read Only Memory 

RandSVD: Randomised algorithm for the SVD 

ScaLAPACK: Scalable LAPACKiza 

SIMD: Single-Instruction Multiple-Data 

SVD: Singular Value Decomposition 

TCDM: Tightly-Coupled Data Memory 

UINT8: Unsigned INTeger of 8 bits 
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