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1 Executive Summary 
This deliverable summarizes the exploratory work done to analyse how to exploit new storage 
technologies to benefit the eFlows4HPC storage components: dataClay, Hecuba and Ophidia. In 
particular, we have focussed on exploring the utilization of Non-Volatile Random Access Memory 
(NVRAM) in the three components. Thus, section 2 briefly describes this storage technology, as 
well as the experiments performed with each of the storage components of the eFlows4HPC 
software stack. Following, section 3, section 4 and section 5 describe the particular work 
performed respectively with dataClay, Hecuba and Ophidia, and section 6 shows the conclusions 
of this work. 

 

2 Introduction  
Non-volatile random-access memory (NVRAM) is random-access memory that retains data 
without applied power (persistent). Today dynamic RAM (DRAM) forms the vast majority of a 
typical computer's main memory but many systems require at least some non-volatile memory. 
Some systems ideally would require real RAM-like performance and non-volatility, such as 
embedded systems, microcontrollers or, in a larger scale, high-speed databases. For example, if 
the main memory of a computer system were non-volatile, it would greatly reduce the time 
required to start a system after a power interruption. 

Currently, the best-known form of NVRAM is flash memory. But some drawbacks to flash memory 
include the requirement to write it in larger blocks and a limited write-cycles, serious problems for 
any real RAM-like role. In addition, the high power needed to write the cells is a problem in low-
power roles, where NVRAM is often used. As such, a number of new memory devices have been 
proposed to address these shortcomings: Ferroelectric RAMs (F-RAM), Magnetoresistive RAMs 
(MRAM) and Phase-change RAMs (PRAM). 

The work developed in task 3.5 focusses on Intel's Optane persistent memory1, based on PRAM 
technology, which have the properties of being accessed at byte level, like DRAM, and being non-
volatile, like SSD or HDD. In addition, it offers a slightly higher access latency than DRAM but much 
lower access latency than the non-volatile ones mentioned above. The access latency is a little 
worse than DRAM in exchange for offering much more storage capacity. These properties make it 
suitable for databases, which perform many disk operations. Another important aspect of these 
NVRAMs is the support for concurrent accesses. 

Intel's Optane persistent memory allows two different operating modes. These modes determine 
which memory capacities are active and available to software. Specifically, it changes the 
conventional computer memory hierarchy according to its mode. This is critical on the part of the 
software because the storage of its data can be altered. 

The first mode is Memory Mode. NVRAMs act as volatile memory under the control of the 
operating system. Any DRAM on the platform will act as a cache that works in conjunction with 
the Optane persistent memory. 

                                                      
1 Intel® Optane™ Persistent Memory.  
https://www.intel.com/content/www/us/en/products/docs/memory-storage/optane-persistent-
memory/overview.html 
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The second mode is the App Direct mode. In this mode, the modules act as non-volatile memory. 
Configured in this way, the software is explicitly aware that there are two types of memory, and 
can direct - at byte level - which data is stored in DRAM or suitable for NVRAM. 

dataClay is an active object store, able to execute code where the data is located. This feature, 
combined with the byte-addressable interface of NVRAM devices, enables to further exploit data 
locality by avoiding not only data transfers or copies from the object store to the application, but 
also moving data to DRAM in order to be processed within the store. In Section 3 we report a 
characterization of NVRAM as a backend for the object store under different workloads, and how 
we applied these lessons learned to be able to efficiently process bigger-than-memory datasets in 
the Pillar I workflow.  

Hecuba is a set of tools and interfaces that implement a simple and efficient access to data stores 
for big data applications, and it is part of the software stack of the ESM Dynamic Workflow of Pillar 
II. Current implementation of Hecuba uses Apache Cassandra [LAKSH10] to persist the non-volatile 
data of the programs. In this task we have explored the utilization of the Optane persistent 
memory in App Direct mode to complement the storage service provided by Cassandra (see 
section 4). 

Ophidia is an HPDA (High Performance Data Analytics) framework for managing and analyzing 
scientific multi-dimensional data, specifically oriented to climate data coming from in NetCDF 
format. It exploits Big Data functionalities on HPC architectures and provides in-memory data 
analysis capabilities by means of a parallel and a server-side approach. Ophidia has been used in 
the context of Pillar II to perform the extreme events indices computations in the Statistical 
analysis and Feature extraction Workflow. In the context of this task, we exploited the NVRAM 
features in order to support the Ophidia in-memory storage system acting as an alternative storage 
when the primary in-memory storage is full (see section 5). 

 

3 dataClay optimizations 
An objective regarding new storage hardware in eFlows4HPC is to analyse how NVRAM technology 
can be leveraged to optimize the performance of an active object store by fully exploiting data 
locality. 

Traditional object stores are based on get/put interfaces that necessarily imply data copies and 
transfers from the object store to the application space in order to process the data. In contrast, 
active object stores are capable of executing code within the data store, for instance, calculating 
the average of a property in a dataset, and returning only the result instead of transferring the 
whole dataset to the application to compute the average, as would happen with traditional object 
stores. 

The byte-addressable nature of NVRAM technology enables its use not only as a fast storage 
device, but also to perform in-place execution, without the need of copying data to main memory 
in order to be processed. This feature, in combination with the concept of active object store, 
provides the maximum level of data locality, as data is neither transferred from the data store to 
the application, nor from disk to memory within the active object store itself. 

The objective is to evaluate the gains provided by the addition of NVRAM support to an object 
store, understanding the benefits and tradeoffs of this hardware-software combination in a variety 
of data processing workloads. 
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In subsection 3.1 we detail the results of the experimental analysis performed with BSC’s dataClay 
active object store and Intel’s Optane DC NVRAM devices. In 3.2 we explain how the combination 
of both technologies has been applied to enhance Pillar I workflow. 

3.1 Experimental analysis of NVRAM with dataClay 
In this section we summarize the experimental results obtained from the execution of different 
workloads (different access patterns, different data sizes, …), taking advantage of Optane DC 
within dataClay. Further details and results of this analysis have been published within the context 
of this project in [BARCE22].  

Some preliminary concepts are required to describe the evaluation and its results. First, Optane 
DCs have two main operating modes: Memory Mode and App Direct. Memory Mode presents a 
big (but volatile) system memory address space, transparently accessible by all software. This is 
achieved by the aggregation of the Optane DC memory into a single flat memory space. This 
memory space is transparent to any software being run in the system (including the object store). 
The DRAM of the system is used as cache for this memory space. The hardware will be the one 
responsible for moving data back and forth between DRAM and NVRAM. This mode of operation 
does not require any software adaptation to the OptaneDC devices. Note that in the Memory 
Mode configuration the memory space remains volatile.  

In contrast, when the system is configured in App Direct, the system memory is unchanged and 
the Optane DC memory is persistent and independent from the main system memory. This is the 
canonical way of using any NVRAM device: an additional memory tier that can be accessed from 
the application/middleware. Under this configuration the object store is able to access data both 
in the DRAM and in the NVRAM, in a byte-addressable fashion. 

The evaluation consists in comparing the performance of an active object store (dataClay) 
leveraging NVRAM, with a non-active object store specifically designed by Intel for NVRAM 
(DAOS2). The evaluation will take into account the different configuration alternatives of the 
Optane DC.  

We analyse two different dataset sizes. First, a small dataset, where the whole data structures 
(both input and output) are smaller than the available DRAM. The other one, the big dataset, is 
dimensioned to be at least twice as big as the system memory, which ensures that the access to 
the NVM is realistic –smaller datasets may take advantage of cache through the faster DRAM, 
which would result in over-optimistic execution times. For each dataset size we evaluate two 
different object sizes. The object size does not impact the total dataset size; big objects will result 
in fewer active method invocations but with a higher cost (due to the higher data per object). 

The four different setups defined are the following: 

● dC DRAM: Consists on an application execution where the object store holds all the dataset 
in DRAM. This can only be evaluated for the small dataset as, by design, the big dataset 
does not fit in DRAM. The application will invoke the active method within dataClay. The 
NVRAM is not used in this scenario. The objective of this configuration is to evaluate the 
active object store with the fastest memory. 

● dC NVM: In this configuration, the input dataset resides in the NVRAM. The application will 
invoke the active method within dataClay, which will perform in-place execution. The 

                                                      
2 https://docs.daos.io/v2.4/ 

rosab
Highlight

rosab
Highlight

rosab
Highlight

rosab
Highlight

rosab
Highlight



 

6 

 

D3.5 Optimized data management with new storage technologies 
Version 1.0 

objective of this configuration is to evaluate the impact of the NVRAM performance and 
the potential of in-place execution on NVRAM. 

● dC MM: When the Memory Mode is configured, the object store holds the dataset in the 
flat memory space of system memory –that transparently combines the NVRAM as main 
memory plus DRAM as a cache layer. The application will invoke the active method within 
dataClay. The objective of this configuration is to evaluate the impact in performance when 
the NVRAM memory space is managed by the hardware with a single memory space. 

● DAOS: The DAOS object store is used as the baseline non-active storage system. In this 
configuration the dataset is held in NVRAM by the storage stack. The application will 
retrieve the objects from the object store and execute the (non-active) method within the 
application space (in DRAM). 

All the experiments have been performed in a system equipped with Optane DC Persistent 
Memory Modules. The technical specs are the following: 

● 2×Intel® Xeon® Platinum 8260L CPU @ 2.40GHz 

● 192GB (12×16GB, 2666MHz) of DRAM 

● 6TB (12×512GB modules) of Intel® Optane™ DC Persistent Memory 

This machine contains a total of 48 (2 × 24) usable cores.  

Within these settings we have evaluated a set of applications that showcase a diversity of 
workloads that are representative of several application domains, such as numerical methods, 
machine learning algorithms, data analytics or big data. The applications chosen are well-known 
kernels of more complex real-life applications, and their behaviour is also representative of a much 
larger set of applications.  

We describe here the details of one of the evaluations (Matrix multiplication) as an example, and 
later discuss the overall conclusions of the analysis, also taking into account the rest of applications 
analysed. 

3.1.1 Matrix multiplication evaluation 
We have chosen the matrix multiplication algorithm as an iconic and well-known numerical kernel, 
although we can find other matrix algorithms that will follow a similar memory access pattern on 
input and output matrices –for example, matrix decomposition algorithms. One can also expect 
this pattern of non-sequential reads onto big datasets in certain applications like mesh-based 
simulations, data analytics, and others. In addition, this algorithm is the basis of the singular value 
decomposition method (SVD), part of the Pillar I workflow, where the different matrix 
multiplication operations at different steps constitute most of the execution time of this workflow. 

The execution times for the matrix multiplication using NVRAM can be seen in Figure 1 (small 
dataset) and Figure 2 (big dataset). This application has a sizable output, so a distinction is made 
on both DAOS and dC NVRAM: the result may be stored in the object store (store result executions) 
or kept as volatile (volatile result executions). This distinction is not applicable to neither the DRAM 
executions nor the MM ones, as none of those modes have different addressable memory spaces. 
Also note that having the output result in DRAM is only possible if the resulting data structure is 
smaller than the available DRAM. Then, the store result execution corresponds to an execution 
which evaluates the output object in DRAM and, after the active method invocation has finished, 
transfers it to the object store. The in-place FMA performs all the operation in-place in the NVRAM, 
without having any input or output structure in DRAM. 
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We can see a consistent good behaviour of the active object store, especially when using big 
objects where active executions are 3 times faster than the non-active ones. The object reuse is 
something that amplifies the costs of the non-active approach, an aspect that also happens in 
other applications such as k-means. There is a huge difference between executions with big objects 
and small objects: active executions are almost 5 times slower when using small objects than the 
ones using big objects. This is due to an increase on the active method invocation count and 
general memory access: having more objects implies a superlinear increase on invocations and 
object reuse (a behaviour inherent to the matrix multiplication algorithm). 

 

 
Figure 1. Execution times of the matrix multiplication for a small dataset (n = 42000). 

 

 
Figure 2. Execution times of the matrix multiplication for a big dataset (n = 84000). 

 

The difference between having the output volatile or persistent in the NVRAM is almost 
inappreciable, contrary to what happens with other algorithms such as the matrix addition. In this 
case, the long computations required by the matrix multiplication decrease the gap between the 
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different memory configurations –they all are within 15% between one another for the small 
objects, and only 10% for big objects. This remains true even while performing a write-heavy 
multiply-and-add operation in-place in the NVRAM (labelled in-place FMA). 

The fastest memory configuration is to store the output matrix in DRAM (volatile result). However, 
the decreased gap between executions implies that we can perform a huge matrix multiplication 
with virtually zero DRAM footprint with a bearable performance degradation, as shown by the in-
place FMA execution times. 

We also include an evaluation of the execution time of the method itself –the piece of code that is 
shipped to the active object store, shown in Figure 3. The method execution with big objects is 
almost the same (within 10%) across all configurations, something that matches the behaviour of 
the application and is explained due to the high computation to data ratio. For small objects, where 
the absolute execution times are lower, the impact of the memory configuration is much more 
visible; in both object sizes NVRAM (in-place FMA) and MM (cold) are the slower configurations, 
but the relative difference is much more apparent when using small objects which are between 2× 
and 3× slower. 

 

  
Figure 3. Execution times for the matrix multiplication method. 

 

This application has shown how, for scenarios with high computation requirements and significant 
data reuse, data locality plays a main role in the overall performance while the exact memory 
configuration is secondary. Even more important than the available memory and its configuration 
is the object size, which will impact the quantity of active method invocations and it can have a 
dramatic impact on overall performance. 

3.1.2 Overall conclusions 
As evaluation results on different applications have shown, the benefits obtained by the 
combination of NVRAM with active object stores will vary depending on the application. However, 
in all scenarios, we have observed that the active features provide substantial gains. We have 
experiments that show 10% improvement for an application with no data reuse and high 
computation data ratio (represented by the Histogram) and up to an order of magnitude for a 
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memory-bound application under the most appropriate memory configuration (Matrix Addition 
with the result placed in DRAM). 

On top of the aforementioned benefits, obtained through the active capabilities of the object 
store, we have also observed different memory configurations and the impact that an NVRAM 
device can have. The byte-addressable nature of this memory tier enables in-place execution; we 
have demonstrated how the active object store is able to execute applications with datasets bigger 
than system memory at near-DRAM speed. 

After the evaluation we can conclude that there are two main data locality improvements that are 
considered: on the one hand, the active capabilities avoid any transfers between the storage 
system and the application –that is regardless of the exact memory configuration or the presence 
of NVRAM devices. On the other hand, the byte-addressable memory avoids data copies between 
memory tiers (DRAM and NVRAM) within the storage system itself. This last aspect shows a great 
potential but can also backfire, as it is a slower memory.  

As previously stated, memory-bound applications have great performance improvements but 
there are also gains for compute-bound applications (such as the Matrix Multiplication) as well. 
Since the data locality overall impact is reduced due to the higher computation cost, compute-
bound applications show lower sensitivity to memory speeds. We have seen how this kind of 
application can be run almost entirely from within the NVRAM (i.e huge datasets, with minimal 
memory footprint) while performance degradation is as low as 10% in our experiments, and still 
more than 2× faster than non-active executions. 

3.2 Optimization of Pillar I workflow 
In this section we will explain how the hardware optimization (NVRAM) complements the software 
optimizations performed for Pillar I in WP2. According to the analysis described in Section 3.1, 
NVRAM technology can help in supporting in-place execution for the SVD matrix factorization 
method, once the dataset has been rechunked to an appropriate form for the algorithm.  

In particular, there is a mismatch of the shape of the simulations (which are tall vectors) and the 
optimal shape for the SVD procedure (which depends on the specific algorithm, but tends to be 
bigger blocks with a different shape), for which a rechunk step is required. With the SplIter, a 
software optimization presented in D2.4, this rechunk process can be done minimizing data 
transfers. 

Looking at the Pillar I workflow globally, the simulation step (generating vectors) has specific 
constraints on computation and memory. This means that it benefits from more computation 
resources and has a relatively low output dataset size per simulation. Meanwhile, the next step in 
the workflow, the SVD, requires a huge input dataset: the whole simulation matrix. 

The full workflow can benefit from having a first step with lots of computation resources holding 
data that are then efficiently rechunked with SplIter, and the resulting chunks stored in NVRAM. 
The next step can be performed in this environment, resulting in a low memory footprint and 
maximizing resource utilization. The scalability of the full workflow increases, given that the DRAM 
bottleneck during SVD execution is no longer a problem (thanks to using NVRAM for in-place 
execution) while data transfers during the simulation step are reduced to their bare minimum 
(thanks to the SplIter).  

To evaluate the benefits of this approach, we proceeded to run the randomized SVD application in 
a machine with NVM. More concretely, in a 32-core machine having 16GB of DRAM and more than 
100GB of Optane DC NVM memory, equally divided amongst two sockets. 
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The randomized SVD is an algorithm that is appropriate for NVRAM given that the input dataset is 
large and it is read multiple times (in order to perform the matrix multiplication operations) while 
the intermediate data structures are relatively small (their size is strongly related to the size of the 
auxiliar matrix omega, which depends on the number of singular values desired, but it is typically 
orders of magnitude lower than the full rank of the original matrix). 

Figure 4 shows the execution time of the randomized SVD when the dataset size (size of the 
simulation, i.e. number of vectors and size of the vectors) increases. The execution is performed 
in three different configurations:  

● NVM: the dataset is in the NVRAM and execution is performed from there 
● Local disk: the dataset is stored in a fast local SSD and accessed through memory map 

operations 
● DRAM: the dataset is held in DRAM 

 

 
Figure 4. Execution time of the randomized SVD with increasing simulation sizes. 

 

For small dataset sizes (first two data points) all the execution times are equivalent given that the 
file system caches are being efficient and DRAM and Local disk configurations are essentially 
working from DRAM. The NVM has similar execution times. 

As soon as we increase the dataset to a value near the total DRAM of the system, the DRAM 
configuration suffers a lot due to swapping. Having datasets in DRAM is the fastest as long as the 
whole footprint of the application fits in memory --and performance degrades rapidly when swap 
is needed. If swap is disabled, this will trigger an out of memory exception during application 
execution. Notice also that the capacity of NVRAM is greater than the available disk space (and 
that DRAM) in this machine, that’s why only the NVM configuration could be executed with the 
largest datasets.  

We can observe this comparison with more detail in Figure 5, which shows these three first data 
points for sizes 1GB, 4GB and 9GB, and we can clearly see the abrupt discontinuity for DRAM on 
the 9GB dataset size. 
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Going back to the global line figure, we can observe that the Local disk has a slightly steeper 
tendency. The file system caches are constrained by the available DRAM, and if the dataset 
increases above the total DRAM size the effectiveness of the caches will decrease accordingly. As 
expected, the NVM outperforms the local disk (faster read operations of the device) and we see a 
very straight tendency. This means that, as long as the dataset fits in the NVRAM, the execution 
time will follow this line. 

 
Figure 5. Execution time of the randomized SVD fitting in memory (1GB and 4GB datasets), and a bigger-than-memory 

randomized SVD execution (9GB dataset). 

 

For the execution flow, this means that NVRAM devices allow us to run huge datasets with a low 
DRAM footprint. If resources are not an issue (infinite budget) and time is critical, it is best to have 
enough DRAM to fit the dataset. However, if we have to look into a balanced approach of resources 
and execution time, NVRAM allows us to run huge datasets with a low number of nodes and a low 
DRAM requirements while retaining a significantly good performance. 

 

4 Hecuba optimizations 
Hecuba is a software that facilitates the user interaction with non-relational technologies. Today, 
this type of non-relational database is a common solution for massive data management. These 
systems have been redesigned in favour of scalability at the cost of leaving the customer 
application to deal with logical complexity. Hecuba provides a set of tools and interfaces to simplify 
the use of this type of database. One of the goals of Hecuba is to select the data organization that 
offers better performance for the pattern of accesses and to allow the applications to be 
independent of this internal organization used to keep the data. In this section we describe how 
Hecuba organizes the data to deal with the case of columnar accesses and how Hecuba can exploit 
NVRAM to improve this type of access. 
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4.1 Hecuba support to columnar accesses 
Non-relational databases are efficient data store systems to support applications that do not 
benefit from the rigid schema imposed by traditional relational databases. However, the efficiency 
of this type of system usually depends on selecting a data model that fits with the pattern of access 
of the data querying. For this reason, it is a good practice to first define the target queries and, 
thus the pattern of accesses, and then design the data model that favors those accesses. Notice 
that it is possible that users need to perform several types of queries with different patterns of 
accesses and, in this case, the programmer needs to choose which pattern of access to optimize. 

Let's consider for example the output of a simulator to predict climate evolution. The output of 
this type of simulator consists of some metrics (temperature, humidity...) computed at some 
positions identified by a pair (latitude-longitude) along time. A potential query for this data could 
be getting the average value of a metric (considering all the positions) in a given time-step (query 
by time). A data organization that benefits the performance of this query could be using the time 
as the key and the value of the metric at each position as the columns. With this data organization, 
only the row of the required time will be accessed and all the column values will be used (see 
Figure 6). But scientists can also be interested in getting the evolution of one metric at one position 
along time (query by position). For this type of query the former organization would request all 
the rows and then filter the data in memory to discard the values of different columns (see Figure 
6). Obtaining a good performance for both types of queries is not possible simultaneously because 
the organization that benefits one type of query penalizes the other.  

 

 
Figure 6. Influence of data organization and query on the amount of data accessed. 

 

Non-relational databases usually keep several replicas of the data to guarantee reliability and 
availability. For this reason, our proposal is to use a different data organization for each replica 
and, given a query, to select the replica that favours that data organization. 
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In our previous work [HERNAN15], we propose an alternative to this scenario which consists of 
keeping several copies of the same data, each of them using a different data organization. With 
this scenario, each query could use the data organization that fits its pattern of access. 

Based on this previous work, we focussed on a particular access pattern that does not need to 
exploit the indexed mechanism of the database to have a good performance: columnar accesses 
executing some calculation on all the elements of a given attribute. For this type of access, 
columnar formats, as the one defined by Apache Arrow3, allow to implement a fast mapping of 
the data in memory. We added to Hecuba the possibility of using this format to store one of the 
replicas to favour this pattern of access, while keeping the other replicas stored in the traditional 
indexed tables (see Figure 7). This mechanism is transparent to the user: given a data insertion, 
the storage system inserts the data using both organizations and, given a read request, Hecuba 
detects at runtime the access pattern and selects the data organization to use to serve the data. 

 

 
Figure 7. Hecuba enabled with support to columnar accesses. 

 

4.2 Hecuba optimizations to exploit NVRAM parallel access 
In task 3.5 we have explored the utilization of NVRAMs to keep the replicas that favours columnar 
access (described in section 4.1). We have implemented a Hecuba prototype with an extension to 
exploit the parallel access capability of this type of device and we have evaluated the potential 
benefits of this extension.  

This Hecuba prototype implements a pool of reading threads. Hecuba creates this pool at 
initialization time. When Hecuba detects a columnar access, it locates the Arrow format file that 
contains the involved column and awakes the threads to start reading the column. Each thread 
reads a part of the column from the file and maps it in memory. 

To evaluate the potential benefits of this approach, we have implemented a synthetic benchmark 
that creates and stores a two-dimensional StorageNumpy4 using this prototype of Hecuba, 
extended with support to columnar accesses and NVRAMs. We have configured Hecuba to keep 
two replicas: one of the replicas of the StorageNumpy is stored using the indexed tables of 
Cassandra and the other one is stored using Arrow Format files in the NVRAM. This storage 

                                                      
3 Arrow Columnar Format. https://arrow.apache.org/docs/format/Columnar.html 
4 StorageNumpy is a Hecuba object class compatible with Python ndarrays from the Numpy Library. It can be used to 
store multidimensional arrays of numbers that the programmer wants to read from Python programs using the Numpy 
Library interface. 
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organization is completely transparent to the programmer: the programmer just defines the 
StorageNumpy and Hecuba creates both types of replicas (see Figure 8). Once created the 
StorageNumpy, this synthetic benchmark implements a loop to read 10 times a column from the 
StorageNumpy (to be able to compute the average time of several accesses).  

 

 
Figure 8. Code of the benchmark (StorageNumpy creation and columnar accesses). 

 

We have evaluated the performance of this reading accesses changing both the size of the 
StorageNumpy and the number of threads used to implement the parallel access. 

To evaluate the performance we have used the same machine used in the dataClay experiments 
described in section 3.2. The main characteristics of this machine are the following: 16 GB of main 
memory, 2 sockets Intel Xeon Gold 5218 CPU with 16 cores per socket and 256 GB OptaneDC 
NVMEM.  

Figure 9 shows the results of this experiment.  

 

 
Figure 9. Influence of parallelism on columnar accesses of Hecuba. 

 

The Y axis shows the execution time in seconds spent to read a column. The X axis shows the 
different column sizes that we have evaluated.  The graph shows that for all column sizes, the 
sequential access is the one with the worst execution performance. We can also observe that using 
8 threads is the best scenario, as it matches with the parallel access degree of the NVRAM used. 
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Notice that increasing the number of parallel threads from 8 to 16 has no benefit for the 
performance of the accesses. Thus, results from this simple benchmark encourage us to continue 
with the work on this research line and perform an in-depth evaluation of the exploitation in 
Hecuba of the ability of the NVRAM to offer parallel accesses. 

5 Ophidia optimizations 
The Ophidia framework5 has been designed in order to be supported by an internal storage model 
that implements the datacube abstraction: data is partitioned in sets of arrays (in a tabular format) 
and distributed along different hosts in order to be simultaneously processed and analysed. A set 
of one of the components provided by Ophidia, the I/O & analytics server, is connected to the 
storage and devoted to parallel I/O and analytic tasks. The I/O & analytics servers manage datasets 
in the form of n-dimensional arrays imported in the Ophidia storage model and ready to be 
manipulated through analytic functionalities [ELIA16]. Two kinds of storages are supported for 
storing imported data: the first one is based on a MySQL RDBMSs (Relational Database 
Management System), the second one is a native in-memory storage; the second one has been 
chosen to support the use cases in the context of eFlows4HPC project. 

In order to manage multidimensional data, the storage model of Ophidia exploits the datacube 
abstraction of data which consists of the values corresponding to a specific variable (e.g., 
temperature) that can be analysed over the available dimensions (e.g., latitude, longitude, time). 
More in detail, the Ophidia storage model is created on top of a classic star schema: a large central 
table (the fact table) contains all the data connected to a set of smaller tables (dimension tables), 
one for each dimension. A datacube is composed of several numerical values associated with a 
specific variable that can be analysed over the corresponding dimensions. 

Ophidia implements an evolution of the star schema based on two steps. The first step allows the 
support for arrays, built from data values along a dimension (e.g., temperature over the time). The 
second step maps the set of foreign keys, related to the remaining dimensions (e.g., lat, lon) to a 
single new key. The physical mapping onto the storage systems is performed by Ophidia by 
partitioning horizontally the big table into several fragments. Fragments are then distributed into 
the I/O servers memory for subsequent analysis.  

In the context of the eFlows4HPC project, an experimental evaluation has been performed to 
understand the impact of NVRAM for I/O operations on climate data. To this end, the Ophidia 
framework has been extended for supporting operations on OptaneDC NVMEM. The BSC EPEEC 
minicluster (already used for dataClay and Hecuba tests as described in the previous sections) has 
been used for performing the evaluation.  

5.1 Extensions to support NVRAM 
In our design, we aim at adopting the NVRAM support as a sort of “swap memory” for the Ophidia 
in-memory storage system, thus increasing memory capacity beyond DRAM size of the nodes 
where Ophidia I/O Server is running. 

In order to enable the Ophidia platform to exploit the potential of NVRAM for I/O operations, a 
number of changes have been developed. Firstly, the Ophidia I/O Server (originally designed as a 

                                                      
5 The Ophidia Framework 
 https://github.com/OphidiaBigData 
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fully in-memory storage for Ophidia platform) has been extended to read/write data from/to 
NVRAM, by means of both POSIX interface and specific libraries such as memkind6. 

The memkind library is a user extensible heap manager built on top of jemalloc which enables 
control of memory characteristics and a partitioning of the heap between different types of 
memory. In particular, the library provides a general-purpose allocator for C-applications which 
helps to fully utilize various types of memory available in the system, including DRAM, NVDIMM, 
and HBM. 

For the aim of the project, the basic memkind interfaces to allocate and deallocate memory blocks 
in NVRAM have been adopted on behalf of the functions malloc() and free() of standard C 
library: 

 
void *memkind_malloc(memkind_t kind, size_t size); 
void *memkind_calloc(memkind_t kind, size_t num, size_t size); 
void *memkind_realloc(memkind_t kind, void *ptr, size_t size); 
void memkind_free(memkind_t kind, void *ptr); 

 

A new “device”, named PMEMORY, has been developed and plugged into Ophidia I/O Server. A 
device is a software module that implements wrappers for the functions used to handle storage of 
Ophidia datacube and the actual functions that interact with the underlying operating system. In 
particular, the device interface includes the functions “get”, “put” and “destroy” used respectively 
to read, write and remove data. These functions are mapped to memkind functions as follows: 

● “get” returns a pointer to the memory block allocated by memkind library; 
● “put” allocates a memory block by using memkind library and copies input data into the 

block; if necessary, the memory block for input data in DRAM will also be deallocated; 
● “destroy” deallocates the memory block allocated by memkind library. 

By exploiting the device PMEMORY the Ophidia I/O Server is able to load datasets to NVRAM 
directly. For instance, in case the Ophidia platform has to execute the operation OPH_IMPORTNC2, 
I/O Server can load data from the disk (using POSIX interface) to the NVRAM. Clearly, in case the 
Ophidia platform has to execute the operation OPH_EXPORTNC2, the I/O Server can store data 
from NVRAM to the disk. Refer to Ophidia documentation for additional details about these 
operators. 

Before introducing a swapping discipline that (maybe automatically) moves data from DRAM to 
NVRAM and vice versa, with the aim at extending memory capacity of I/O Server while saving 
performance of read/write operations, a performance evaluation of NVRAM support is needed. 
The extensions to specific Ophidia operators allow supporting the NVRAM storage and the 
exploitation of the NVRAM technology in the context of workflows such as the one in Pillar II. 
Further on in this document the different benchmarks and the results of the evaluation have been 
reported.  

Note that metadata management of Ophidia I/O Server, e.g. the system catalog, has not been 
changed, so that the references to memory blocks stored in NVRAM are saved in DRAM only. As a 
consequence, if the I/O Server shuts down, data cannot longer be accessed (likewise the original 

                                                      
6 The memkind library 
 https://github.com/memkind/memkind 
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in-memory approach). Indeed, the memkind library automatically deallocates the memory blocks 
assigned to a process when the process ends (even if the storage is persistent, such as the NVRAM) 
and, therefore, besides metadata, data should also be copied into another (persistent) storage 
before I/O Server shuts down if they need to be saved. 

The device PMEMORY also allows the possibility to move data from NVRAM to DRAM and vice 
versa. In fact, an I/O Server with NVRAM support is also able to handle Ophidia datacubes in DRAM. 
This feature enables us to develop a swapping procedure to extend the memory capacity of 
Ophidia storage but, as stated above, an effective discipline to transfer data between the two kinds 
of storage needs to be designed and evaluated. 

Another (minor) change to Ophidia platform concerns the XML interface of some operators such 
as OPH_IMPORTNC2. In particular, the list of possible “ioservers” that can be selected has been 
extended to include Ophidia I/O Server with the NVRAM support. The user can set the argument 
“ioserver” to “ophidiaio_pmemory” to select this type of I/O Server. 

Finally, the operator OPH_DUPLICATE has been extended to allow a datacube to be copied from 
DRAM to NVRAM and vice versa (under the control of the same I/O Server): a new argument 
“transfer” has been added to operator interface to set the type of memory where storing the new 
cube. Figure 10 shows the new Ophidia architecture with the support of the new NVRAM storage 
enabled. 

 

 
Figure 10. Ophidia architecture with support for NVRAM storage. 
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5.2 Testbed and benchmark definition 
In order to evaluate OptaneDC NVMEM, a performance comparison of different implementations 
of Ophidia I/O Server (classic or with NVRAM support) has been carried out. 

We have set up a testbed over the BSC EPEEC minicluster and, in particular, over the node EPECC02 
having the following resources: 

● CPU: 32 cores 

● DRAM: 16 GB (two sockets with 8 GB each one) 

● Linux swap memory: 32 GB 

● NVRAM: 128 GB (two banks with 64 GB storage each one) 

NVRAM consists of two banks mounted as external disks and accessed via POSIX with the 
followings hooks: 

 
/mnt/pmem0 

/mnt/pmem1 

 

The testbed considers only the first bank. 

The benchmark consists of the evaluation of the execution time of two Ophidia operators: 
OPH_IMPORTNC2 and OPH_EXPORTNC2. The former is used to copy a climate dataset stored as 
NetCDF file into the Ophidia storage (likewise a loading phase before a number of analytics 
operations). The latter is used for the reverse operation. The two metrics are referred to as “import 
time” and “export time”. 

We have considered a CMIP5 dataset downloaded from ESGF7 with the following features: 

● dataset name: tas_3hr_CMCC-CM_historical_r1i1p1_199001010000-200512312100.nc 

● project: CMIP5 

● institute: CMCC 

● model: CM 

● experiment: historical data from 1990 to 2005 

● frequency: 3h 

● variable: near-surface air temperature 

● number of files: 16 

● file size: about 1,25 GB (containing data related to one year each one) 

● total dataset size: about 20.1 GB (16 years) 

● dimensions: time, lat, lon 

                                                      
7 ESGF - Earth System Grid Federation 
https://esgf-node.llnl.gov/projects/esgf-llnl/ 
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Actually, the original files have preliminarily been aggregated, thus resulting in 16 files with 
increasing size from 1,25 GB to 20,1 GB. 

The Ophidia platform has been deployed by means of spack. In particular, the modules PyOphidia, 
Ophidia Server, Ophidia Analytics Framework, Ophidia I/O Server and Ophidia Primitives have 
been installed and configured. This implementation of Ophidia I/O Server uses the DRAM as 
storage support. 

In addition, an implementation of Ophidia I/O Server with NVRAM support has been downloaded8, 
installed and configured by sources. This instance exploits the library memkind, which has been 
installed as follows. 

 
mkdir -p /path/to/memkind/{devel,install} 
cd /path/to/memkind/devel 
git clone https://github.com/memkind/memkind.git 
cd memkind 
./autogen.sh 
./configure --prefix=/path/to/memkind/install 
make 
make install 

 
The following procedure can be adopted to download and install I/O Server with NVRAM support. 
 
mkdir -p /path/to/ophidia-io-server/{devel,install} 
cd /path/to/ophidia-io-server/devel 
git clone https://github.com/OphidiaBigData/ophidia-io-server.git 
git checkout feature-pmemory 
cd ophidia-io-server 
./configure \ 

--prefix=/path/to/install/ophidia-io-server \ 
--with-netcdf-path=/path/to/netcdf \ 
--enable-parallel-nc4 \ 
--enable-memkind 

make 
make install 

 
Autotools set the link to memkind library appropriately; the two instances of I/O Server exploit the 
same NetCDF library. 
A reference to NVRAM hook has been appended to Ophidia I/O Server configuration file and used 
to initialize memkind library: 
 
PMEM=/mnt/pmem0 

 

5.3 Analysis of results 
The first test concerns a performance comparison between the import time resulting from data 
transfer from disk to DRAM and the import time from NVRAM to DRAM. A copy of the input 
NetCDF file (about 7.5 GB) is preliminarily stored in /mnt/pmem0 to evaluate data transfer from 

                                                      
8 Ophidia IO server with support for NVRAM 
https://github.com/OphidiaBigData/ophidia-io-server/tree/feature-pmemory 
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NVRAM to DRAM. The classic Ophidia I/O Server is adopted for this test as the access to NVRAM 
is handled by the operating system. 
Two kinds of data transfers are considered: in the former case the input NetCDF file is imported 
into Ophidia platform as is, without no dimension permutations; in the latter case a dimension 
permutation is also applied while loading data, so that the order of dimensions in the resulting 
datacube is (lat, lon, time) useful to process the time series. 
In this test (and in the next ones), for each configuration three runs of a test python script have 
been executed and the mean execution has been calculated based on these measurements. For 
instance, the following script has been used to evaluate the transfer time from disk to DRAM 
without dimension permutation (number of threads is an input parameter). 
 
import sys, time 
from PyOphidia import cube, client 
cube.Cube.setclient(username="oph-test",password="***",server="epeec02",port="11732") 
st = time.time() 
cube.Cube.importnc2(hierarchy='oph_time|oph_base|oph_base',exp_dim='time',imp_dim='lat|

lon',measure='tas',src_path='/path/to/tas_3hr_CMCC-
CM_historical_r1i1p1_200001010000-
200512312100.nc',exp_concept_level='3',imp_concept_level='c|c',nthreads=sys.argv[1],
nfrag='32') 

et = time.time() 
print('Execution time:', et - st) 
cube.Cube.deletecontainer(container='tas_3hr_CMCC-CM_historical_r1i1p1_200001010000-

200512312100.nc',force='yes') 
 

After each run the Ophidia I/O Server is rebooted to limit caching effects due to DRAM 
management acted by the operating system. 
Figure 11 shows the results of this performance analysis varying the number of threads used during 
the import operations (from 1 to 16); the scale of the y-axis is logarithmic. Besides the scalability 
limits of the four configurations, we can observe that data transfer from NVRAM to DRAM is clearly 
faster than the transfer from disk to DRAM, with a reduction of 45%-75% in case no permutations 
are carried out and, even, of 55%-80% in case of dimension permutation. 
 

 

 
Figure 11. Comparison between disk and NVRAM as data source. 
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The second test is a performance comparison between the data transfer from DRAM to disk and 
the transfer from DRAM to NVRAM (export time). Also in this case, data transfer involving NVRAM 
is faster: export time from DRAM to NVRAM is 90% lower than export time from DRAM to disk. 
In the third test the performance of two different instances of Ophidia I/O Server are compared. 
Classic I/O Server is used to load a large NetCDF file (about 15 GB) in DRAM, whereas I/O Server 
with NVRAM support is used to load the file in NVRAM. It is worth noting that input file size is 
comparable with the physical size of DRAM, so that the Linux swap memory needs to be exploited 
to complete the import operation in the former case. 
Figure 12 shows the results of the third test, varying the number of threads (from 1 to 16). We can 
observe how the performance of data transfer to DRAM is limited by the necessity to access Linux 
swap memory, but the improvement associated with the NVRAM support is also due to the fact 
that caching management acted by the operating system is more effective when NVRAM is used. 
We have observed this behaviour by comparing the measurements obtained in the first runs of 
the considered scenarios (not shown in this report): in absence of caching effects, the import time 
to DRAM is only a bit higher than results shown in the graph, instead, the import time to NVRAM 
is quite higher than mean values, especially if the number of threads is low. This behaviour has 
also been observed considering input files smaller than 15 GB as shown by the results of the fourth 
test. 
 

 
Figure 12. Comparison between DRAM and NVRAM as data storage when DRAM runs out. 

 
The fourth test aims at comparing the performance of I/O Server with and without NVRAM support 
varying input dataset size. Regarding this test we report the results obtained by exploiting 4 
threads only (generally representing the scenario with the best performance). 
Figure 13 shows the results of the test. Data transfer to NVRAM is faster than the one to DRAM for 
large input files and, as stated above, this comes from both a better performance of caching 
management for the former and the necessity for the latter to exploit Linux swap memory when 
the available DRAM runs out. Anyway, for smaller datasets or rather if available DRAM does 
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represent a bottleneck, the data transfer to NVRAM is much slower than to DRAM. Moreover, in 
these cases caching effects improve data transfer performance to DRAM more than they impact 
data transfer to NVRAM. 
Beyond the results shown in the graph, it is worth noting, however, that loading data to DRAM is 
always preferable since next analysis operations can efficiently be performed "in DRAM" only. 
Anyway, the results suggest that data exchange between DRAM and NVRAM involves low 
overhead and, therefore, the I/O Server can effectively use the NVRAM as “swap memory” in case 
it needs more resources. This is also confirmed by the curves of Figure 14, which shows the transfer 
time, from DRAM to NVRAM and vice versa, of a datacube varying the size of the original NetCDF 
file (using 4 threads). 
The rapid growth of the transfer time to NVRAM for datasets larger than about 13 GB is due to the 
impossibility of loading the entire dataset into DRAM and, therefore, the need for the operating 
system to store part of the dataset in the Linux swap memory (disk): because of very low available 
DRAM, overhead and lower disk speed, clearly the transfer from Linux swap to NVRAM is quite 
slow. An efficient swapping discipline for Ophidia I/O Server should avoid saturating the DRAM, by 
starting possible transfer of datasets to NVRAM as soon as possible. 
 

 
Figure 13. Comparison between DRAM and NVRAM as data storage varying input file size. 

 

 
Figure 14. Transfer time between DRAM and NVRAM. 
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5.4 Overall conclusions 
Aiming at adopting the NVRAM support as a sort of “swap memory” for the Ophidia in-memory 
storage nodes, we have set up a benchmark to evaluate the performance of the Ophidia I/O server 
that exploits NVRAM to store Ophidia datacubes and compare it to those achieved in case the I/O 
Server uses DRAM. 

Preliminary tests (on the data transfer from data source to DRAM) have shown that NVRAM can 
effectively be used as data source on behalf of the disk with a reduction of transfer time of 50% at 
least. 

More interesting, the comparison between DRAM and NVRAM as Ophidia data storage has shown 
that NVRAM is able to host large datasets in-memory without substantial performance reduction 
in terms of data transfer time. For small datasets, transfer from disk to DRAM is faster also because 
of the caching feature provided by the operating system. However, this feature cannot be effective 
in case the available DRAM is poor, even worse if Linux swap memory has to be allocated. 

Finally, transfer times from/to DRAM to/from NVRAM suggest that data exchange between DRAM 
and NVRAM involves low overhead and, therefore, the Ophidia I/O Server can effectively adopt 
the NVRAM as “swap memory” in case it needs more resources. However, an efficient swapping 
discipline needs to be designed. 

 

6 Conclusion 
This report summarizes the work done as part of task 3.5: Optimization of data management with 
new storage technologies. The goal of this task is to explore the exploitation of NVRAMs from the 
storage technologies that are part of the eFlows4HPC software stack: dataClay, Hecuba and 
Ophidia. We have identified different opportunities for optimization for each technology, we have 
extended them with prototype code, and we have evaluated them to test the potential benefits 
of each proposal.  

For dataClay, we have leveraged NVRAM’s byte-addressability to provide in-place execution within 
the data store, to exploit data locality with bigger-than-memory data. In the case of Hecuba, we 
have extended the management of columnar accesses to exploit the parallelism of access of 
NVRAM, and we have performed some experiments to validate the potential benefits of this 
approach. As far as Ophidia is concerned, the developments and tests carried out have shown that 
the use of NVRAM can indeed be useful if large datasets are to be managed and the available RAM 
is not enough or few computing nodes are available to exploit their internal memory. 
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7 Acronyms and Abbreviations 
- CM – Climate Model 
- CMIP5 – Coupled Model Intercomparison Project Phase 5 
- DRAM – Dynamic Random Access Memory 
- ESGF – Earth System Grid Federation 
- HBM – High Bandwidth Memory 
- HDA – Hard Disk Drive 
- HPDA - High performance Data Analytics 
- NetCDF – Network Common Data Form 
- NVRAM – Non-Volatile Random Access Memory 
- RDBMS – Relational database management system 
- SSD – Solid State Drive 
- SVD - Singular value decomposition method for matrix factorization 
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