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 1 Executive Summary 

Deliverable D4.6 marks a pivotal step in our project, focusing on validating the advanced modelling 
and simulation framework for motors established in Deliverable D4.2. This deliverable showcases 
the successful application of Model Order Reduction (MOR) techniques across various operational 
scenarios, highlighting the transition from conceptual use cases to practical, real-world 
applications. Key achievements include: 

● Validation of Use Cases: Demonstrating the effective implementation of both steady and 
unsteady state simulations, aligning closely with real-world motor behaviour. 

● Real-time Capabilities: Showcasing the derived models' ability to facilitate rapid, real-time 
decision-making and operational optimization in industrial settings. 

● Evolution of Modeling Strategies: Reflecting on the strategic evolution from detailed 
geometries to simplified, computationally efficient models, enhancing the practicality of 
digital twin applications. 

By integrating High-Performance Computing (HPC) for efficient ROM creation, this deliverable 
significantly contributes to digital twin technology, setting new benchmarks for the simulation and 
analysis of medium-voltage motors. 

 

2 Introduction 
2.1 Purpose and scope of deliverable 
Deliverable D4.6 "Validation of the Pillar I use cases" serves as a critical milestone in our project, 
aimed at validating the comprehensive modelling and simulation framework developed for 
medium-voltage motors. This deliverable builds upon the foundational strategies and objectives 
outlined in Deliverable D4.2 "Design of the Pillar I use cases," where we established a series of use 
cases to guide our development of a digital twin for medium-voltage motors. The core purpose of 
this deliverable is to: 

1. Validate the implementation of use cases: Demonstrate the successful implementation and 
validation of the use cases defined in D4.2, encompassing both steady and unsteady state 
conditions, and the full model reduction process. This includes showcasing the 
development from initial simulations of a motor section under steady-state conditions to 
the comprehensive modelling of unsteady conditions and the application of MOR 
techniques. 

2. Showcase the real-time capabilities of developed models: Highlight the real-time 
operational capabilities of the derived models, emphasizing the practicality and feasibility 
of digital twin applications in industrial settings. This involves detailing the process of    
employing MOR techniques to achieve efficient, real-time capable models that enhance 
decision-making and operational optimization. 

3. Illustrate the evolution and optimization of modelling strategies: Reflect on the evolution 
of our modelling strategies from the initial design phase, including any strategic 
modifications made to better address the complexities of motor operations. This 
encompasses the transition from detailed single disk slice models to more comprehensive 



 

4 

 

D4.6 Validation of the Pillar I use cases 
Version 1.0 
 and computationally efficient half-motor generic models, and the integration of advanced 

interpolation methods for the convective term using EZyRB. 

The scope of this deliverable encompasses a detailed analysis of the methodologies employed, the 
optimization of workflows, particularly the integration of High-Performance Computing (HPC) for 
ROM creation, and the practical implications of these advancements for the industry. By validating 
the use cases and demonstrating the efficacy of the developed models, this deliverable aims to 
contribute significantly to the field of digital twin technology, setting a benchmark for future 
innovations in the simulation and analysis of medium-voltage motors. 

 

3 The Application Case 
Medium-voltage motors are pivotal in automation for heavy-duty industrial applications across 
sectors such as cement, mining, paper, metal and steel, chemical, and oil and gas. For illustrative 
purposes, we reference the Siemens Simotics H-compact PLUS series motors, known for their 
significant dimensions and power, to highlight the thermal management challenges these types of 
motors face due to the heat they generate during operation. It's important to note that while the 
Simotics H-compact PLUS series serves as a practical example, the detailed 3D simulations are 
conducted using a generic CAD model of a medium-voltage motor to ensure broader applicability 
and relevance. 

3.1 The real model 
It is critical to address the challenge of efficiently managing the heat generated by these motors, 
particularly when connected directly to the power grid or using converters. The Simotics H-
compact PLUS motors use an advanced cooling concept that directs air through slits in the rotor 
and stator to dissipate heat effectively. This design is critical for preventing overheating and 
extending motor life.  

 

 
Figure 1. Simotics H-compact PLUS motor with water cooler (heat exchanger) mounted on top. 

 

To complement the external cooling feature highlighted in Figure 1, consider the internal cooling 
mechanism made possible by the motor's design.  
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Figure 2. Schematic Air Flow through the Simotics H-compact PLUS Motor [Sie17]. 

 

Figure 2 depicts the airflow through the Simotics H-compact PLUS motor, specifically how air is 
guided through slits in the rotor and stator. This figure shows the internal cooling strategy that 
supplements the external water cooler and provides a comprehensive view of the motor's thermal 
management system. 

We briefly highlighted the cooling features of the Simotics H-compact PLUS motors, setting the 
stage for deeper analysis. For detailed exploration, see Deliverable D4.2. 

Having explored the physical characteristics and challenges faced by medium-voltage motors, we 
now turn our attention to how these real-world complexities are mirrored and managed within a 
digital framework. This transition marks our move from the tangible to the virtual, where digital 
twins and ROMs offer innovative solutions for operational optimization. 

3.2 The digital model 
The development of digital twins for medium-voltage motors represents a significant leap forward 
in managing and optimizing these essential systems. At the core of this advancement is the 
detailed simulation of operational and thermal dynamics, facilitated by complex CAD geometries 
within Full Order Models (FOMs). These simulations are crucial for creating high-fidelity 
representations that accurately reflect the motors' real-world behaviours. 

The precision required for these simulations introduces substantial computational demands, 
especially in Finite Element Method (FEM) analysis, where a significant number of elements are 
necessary for accuracy. This complexity often necessitates the use of High-Performance 
Computing (HPC) to manage the simulations within a feasible time frame. However, the ambition 
to achieve real-time analysis and feedback for operational optimization presents a challenge, as 
the volume of data and complexity of calculations can exceed even the most robust HPC 
capabilities. 

Transitioning to Reduced Order Models ROMs and HROMs 

Addressing these challenges, Reduced Order Models (ROMs) and Hyer-reduced Order Models 
(HROMs) provide a physics-based solution. For an overview of these methods, see [D4.2]. By 
simplifying the complexity of the model while preserving the system's essential dynamics, HROMs 
enable rapid simulation processing. This efficiency allows for real-time analysis, bridging the gap 
between the need for detailed simulations and the demand for quick, actionable insights for 
operational decisions and optimisations. 
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Figure 3. Workflow of an Automated Digital Twin with Controller Integration. 

 

Description: This diagram outlines the workflow from a real motor through its digital twin 
representation, culminating in the operational application. The journey begins with the physical 
motor, progressing to a CAD model that serves as the basis for the FOM. The FOM is then refined 
into a ROM, which quickly generates actionable insights. These insights are applied back to the real 
motor via a controller, highlighting the ROM's role in facilitating real-time adjustments. The 
transition from ROM analysis to actionable insights, particularly marked within a square, signifies 
its deployment within a control system setup. This illustration captures the dynamic interaction 
between the physical motor and its digital counterpart, spotlighting the efficiency and decision-
making enhancements enabled by the digital twin technology in real-time operational contexts. 

The Necessity of Both HPC and ROMs 

The combination of HPC and ROMs forms a comprehensive strategy for managing medium-voltage 
motors. HPC tackles the detailed simulations required by FOMs, while ROMs address the need for 
swift insights, together facilitating a sophisticated digital twin environment that supports in-depth 
analysis and real-time decision-making. 

To achieve the sophisticated modelling and simulation capabilities required for our digital twin 
applications, we initially followed a structured plan as outlined in Deliverable D4.2 "Design of the 
Pillar I use cases." This plan included: 

● Building a full-scale model of a segment of rotor and stator, including conjugate heat 
transfer and heat sources, utilizing a generic CAD model for detailed analysis. 

● Extend the model to encompass the full rotor and stator, integrating winding heads and 
external housing for a complete representation in simulations. 

● Employ MOR techniques to derive a real-time capable model of the motor in operation, 
significantly enhancing the practicality and feasibility of digital twin applications. 

However, as our project progressed, we encountered the need for strategic modifications to better 
address the complexities of real-world motor operations and the specific challenges of simulating 
these systems accurately. These modifications included: 

Developing sliding mesh technology for the rotor's rotating frame and initially considering the 
analysis of a disk slice in 2D for simplicity. 



 

7 

 

D4.6 Validation of the Pillar I use cases 
Version 1.0 
 

 
Figure 4. 2D Sliding Mesh Technology for Simplified Disk Slice Analysis. 

 

Transitioning to a more comprehensive approach with a generic 3D CAD model, representing the 
complete half-motor geometry to capture a fuller behaviour of the motor, thus moving beyond 
the initial slice of the motor approach. 

Decoupling the convective (Navier-Stokes) and heat-transfer problems in building the conjugate 
heat transfer model, and solving a transient Navier-Stokes problem to obtain a steady state-like 
convective term for the FOM. 

 

 
Figure 5. 3D Steady-State Velocity Fields in Half-Motor Geometry. 

 

Addressing the differing properties of the fluid and solid and potential instabilities at their interface 
by adopting domain-decomposition methodologies and exploring a novel ROM-to-ROM approach. 
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Figure 6. 3D Co-Simulation Temperature Field for Fluid and Solid. 

 

These adjustments, while diverging from the initial steps proposed in Deliverable D4.2, were 
essential in refining our approach to more accurately simulate the motor's dynamics and thermal 
behaviour. The ultimate goal remained consistent: to employ MOR techniques to derive a real-
time capable model of the motor in operation, thereby significantly enhancing the practicality and 
feasibility of digital twin applications. 

3.2.1 HROM: Inputs, Outputs, and Real-Time Applications 
In the following section, we delve into the specifics of our HROM development process, detailing 
the inputs and outputs of these models and discussing how they facilitate real-time prognosis and 
decision-making. This discussion will highlight the adjustments made to our initial plan and 
illustrate how these modifications have enriched our digital twin technology, aligning with our 
ultimate goal of creating efficient, real-time digital simulations. 

3.2.1.1 Original Test Use Cases from Deliverable D4.2 
In developing a digital twin for medium-voltage motors, our initial approach, as outlined in 
Deliverable D4.2 "Design of the Pillar I use cases," was structured around a series of test cases 
designed to incrementally build our modelling capabilities and understanding: 

● Steady-state conditions: Starting with simulations of a motor sector under steady-state 
conditions to address foundational modelling challenges, with a focus on temperature 
distribution and flow behaviour. 

● Unsteady conditions (single cycle): Expanding the scope to include the full motor for 
simulations under unsteady conditions, is crucial for the subsequent development of 
ROMs. 

● Unsteady conditions (multiple cycles): Preparing for an unsteady ROM by simulating 
realistic operating conditions involving multiple start-stop cycles, to encompass all 
potential operating scenarios of the motor. 

● Full model reduction: The final step involved developing both steady and unsteady ROMs 
to facilitate rapid performance assessments and temperature monitoring for enhanced 
design and operational decision-making. 
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 3.2.1.2 Evolution of Our Approach in D4.6 

Evolution Towards Unsteady State Simulations 

While the steady state solution initially appeared sufficient, the dynamic nature of motor 
operations—marked by variations in speed, load, and environmental conditions—prompted a shift 
towards unsteady state simulations. This change was essential for capturing the motor's behaviour 
more accurately, especially under start-stop conditions that critically affect thermal and 
operational performance. 

Choosing Against a Detailed Single Disk Slice 

The original plan considered using a highly detailed geometry slice of a single disk. However, this 
approach was revised due to: 

● Representative modelling: Opting for a half-motor model with simplified geometry offered 
a more balanced solution, enabling the simulation of a broader range of operational 
scenarios without the computational burden of a highly detailed slice. 

● Operational relevance: The half-motor model, incorporating symmetry conditions, more 
closely mirrors real operational conditions, providing a solid foundation for ROM 
development and enabling simulations of various RPM configurations and heat generation 
scenarios. 

To visually illustrate this strategic shift, Figure 7 below captures the transition from the original 
detailed approach to our evolved modelling strategy: 

 

 
Figure 7. Transition from Detailed to Simplified Motor Modelling. 

 

Following the figure, the detailed explanation of the visual content clarifies the strategic shift: 

● Original detailed single disk slice: Our initial plan included focusing on a highly detailed 
geometry slice of a single disk. However, we decided not to pursue this detailed modelling 
at the outset, opting instead to concentrate on establishing the workflow first. This 
strategic decision allowed us to prioritize the development of a robust and efficient 
workflow that could later accommodate various modelling complexities. 

● Simplified 3D half-motor generic model: Evolved modelling strategy that employs a 
simplified half-motor geometry. This approach is designed to capture the overall behaviour 
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 of the motor, offering a broader perspective on its operational dynamics without 

significantly compromising model fidelity. 

Parameters for HROM Training and Testing 

In the development of our HROM, two primary parameters are identified for training and testing: 
heat generation and RPM (Revolutions Per Minute). These parameters are critical due to the 
intrinsic operational characteristics of medium-voltage motors, which are extensively used in 
heavy-duty applications across various industries. The operational efficiency and safety of these 
motors are paramount, given their substantial size, power rating, and the heat they generate 
during operation. 

● Heat generation: This parameter is a direct consequence of the motor's operation, 
especially under load conditions or when connected directly to the power line. The heat 
generated can lead to significant thermal stress on the motor, particularly affecting the 
coils and potentially leading to failure if not adequately managed. Our HROM aims to 
accurately predict the thermal state of the motor under varying heat generation scenarios, 
enabling proactive cooling and heat management strategies. 

● Rotation rate (RPM): The motor's speed directly influences its cooling efficiency and heat 
generation. Higher RPMs can lead to increased heat generation, while also potentially 
improving the motor's self-cooling capability through enhanced air flow. The HROM is 
trained to understand the relationship between RPM, heat generation, and cooling 
efficiency, allowing for the optimization of motor operation to balance performance with 
thermal safety. 

Real-Time Prognosis and Operational Testing 

Leveraging the HROM, operators can simulate different operational scenarios, varying the heat 
generation and RPM parameters to predict their impact on the motor's thermal state. This 
capability is crucial for: 

● Predicting temperature at critical points: The HROM provides real-time predictions of 
temperature at various critical locations within the motor, helping to avoid overheating 
and ensuring the insulation's integrity. 

● Determining the time to reach the steady state: Understanding how quickly the motor can 
safely return to operation after a shutdown or how it responds to changes in operational 
parameters is invaluable for minimizing downtime and optimizing production processes. 

The integration of these parameters into our HROM, coupled with the insights gained from the 
simulations, forms the basis of a powerful real-time prognosis tool. This tool not only enhances 
the operational efficiency of medium-voltage motors but also significantly contributes to their 
longevity and safety, addressing the key challenges highlighted in the operational overview of such 
motors. 

Aiming for Real-Time Prognosis 

Our refined goal is to develop a real-time prognosis tool capable of testing different operational 
scenarios, leveraging a thermal multiparametric ROM for simulating diverse startups. This tool 
aims to provide valuable insights for optimizing motor performance and ensuring safety, 
embodying the practical application of our evolved modelling strategies. 

Streamlining Motor Simulations: A Five-Stage Journey from FOM to HROM Deployment 
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 In alignment with the foundational principles outlined in Deliverable D4.1 "Requirements on the 

eFlows4HPC software stack from Pillar I and evaluation metrics," the development of a reduced 
order model (ROM) for medium-voltage motors is executed through a structured and strategic 
workflow. This workflow, essential for crafting efficient, real-time digital simulations, progresses 
through five stages: 

● Stage 1: Generation of input data: FOM Simulations - This initial stage is dedicated to 
performing Full Order Model (FOM) simulations, which serve as the "training campaign" to 
collect essential data. Data management is streamlined using parallel distributed arrays, 
specifically dislib arrays, for efficient storage and access. 

● Stage 2: Data extraction phase: SVD of Input Data - Following the collection of simulation 
data, this stage involves the application of Singular Value Decomposition (SVD) to the input 
data, as developed by BSC and adapted for our workflow by CIMNE (detailed in Deliverable 
D4.3 "ROM Tools Release"). The objective here is to identify and extract significant patterns 
and relationships within the data, which are crucial for constructing an effective ROM basis. 

● Stage 3: Hyper-reduction training: With the ROM basis established, the focus shifts to 
hyper-reduction training. This process involves generating auxiliary data based on the 
ROM, aiming to further refine and optimize the model by enhancing its computational 
efficiency and reducing the model's complexity without compromising accuracy. 

● Stage 4: HROM element selection strategy: SVD on Projected Residuals + Empirical 
Cubature Method - This advanced stage employs a combination of SVD on projected 
residuals and the Empirical Cubature Method to select the most relevant elements for the 
Hyper-Reduced Order Model (HROM). This selection strategy is pivotal in ensuring that the 
HROM maintains high fidelity to the FOM while being significantly more efficient in 
computing. 

● Stage 5: HROM deployment: The final stage involves deploying the validated HROM, 
making it accessible for real-world applications. This deployment can take various forms, 
including cloud-based platforms or integration into compact devices, facilitating the 
model's use in operational settings and decision-making processes. 

The necessity of High-Performance Computing (HPC) is a constant across these stages, from 
conducting the initial FOM simulations and performing SVD analysis to managing the extensive 
datasets involved in hyper-reduction training. HPC's role is indispensable in enabling the 
sophisticated analyses and computations required for ROM development. The upcoming section, 
"HPC Workflow for ROM Creation," will delve into the detailed workflow developed throughout 
this project, showcasing the integral role of HPC in achieving the project's objectives and enhancing 
the practicality of digital twin applications for medium-voltage motors. 

3.2.2 Interpolation of the Convective Term for Different RPMs Using 
EZyRB 

To enhance our model's adaptability to different operational speeds, we implemented an 
advanced interpolation method for the convective term derived from unsteady Navier-Stokes 
simulations. This method, developed by SISSA, leverages the non-intrusive reduced-order 
modelling capabilities of EZyRB, a Python package designed for efficient data-driven analysis. The 
process is straightforward yet powerful, requiring only the RPM parameters and their 
corresponding velocity field snapshots from high-fidelity simulations. 
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 Non-Intrusive Interpolation Process with EZyRB: 

ROM.fit Process: 

● Reduction.fit(snapshots): This step involves training the reduction method with the input 
solution snapshots, effectively capturing the essential dynamics of the system. 

● Reduction.reduce(snapshots): Performs dimensionality reduction on these snapshots to 
simplify the model without losing significant information. 

● Interpolation.fit(parameters, reduced solutions): The interpolation method is then fitted 
with the known RPM parameters and their corresponding reduced solutions. 

ROM.predict Process: 

● Interpolation.predict(new parameter): For any new RPM parameter, this function 
interpolates to find the corresponding new reduced solution. 

● Reduction.expand(new reduced solution): Finally, the reduced solution is expanded back 
into the high-dimensional space, providing the full velocity field solution for the new 
parameter. 

 

 
Figure 8. Interpolation of the Convective Term for Different RPMs Using EZyRB. 

 

This interpolation strategy is pivotal for simulating the motor's behaviour at RPMs not directly 
covered by the initial simulations, as highlighted in Deliverable D4.4 "Demo ROM." It's important 
to clarify that while EZyRB's interpolation focuses on the convective term's variability with RPM 
changes, it is distinct from the broader non-intrusive ROM techniques developed by SISSA, such as 
those combining RBF with POD and ANN. These latter methods are integral to the project's 
comprehensive ROM development, whereas EZyRB's application specifically addresses efficient 
and accurate interpolation of the convective term across varying operational conditions. 
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 4 HPC Workflow for ROM creation 

As previously outlined, building an HROM from start to finish encompasses stages 1 through 5, 
each critical to the development process. Unlike traditional modular approaches that handle each 
stage sequentially with intermediate data storage, our HPC workflow is designed for seamless, 
end-to-end execution. This integrated approach allows for the direct input of training parameters, 
execution of simulations, and deployment of HROM models, optimizing the transition between 
stages through parallel data management.  

 

 
Figure 9. Schematic Overview of the Parallel HROM Development Workflow. 

 

Through this HPC-optimized workflow, we aim that each stage of the HROM development is 
executed with maximum efficiency and minimal downtime. By managing all data in parallel and 
optimizing stage-to-stage transitions, we achieve a streamlined process that significantly enhances 
the practicality and applicability of our ROMs in real-world scenarios. 

4.1 Performance of parallel workflow for ROM creation 
These tests were performed in NordIIIv2, which is a supercomputer based on Intel SandyBridge 
processors, iDataPlex Compute Racks, a Linux Operating System and an Inniband interconnection. 
It counts with 756 IBM dx360 M4 computing nodes of regular (32GB), medium (64GB) and high 
(120GB) memory.  

To evaluate the parallel performance of the HPC workflow, we first employed the small example 
outlined in Deliverable “D4.5 Release of HPCWaaS integrated solver stack“. This example uses the 
same physics, while the geometry is a 2D cut of the electric motor use case containing fewer 
degrees of freedom.  

Specifically, the 2D geometry reduces the number of degrees of freedom by a factor of 20 and the 
number of elements by a factor of 60 compared to the 3D model. Consequently, the matrices 
involved in each of the 5 stages depicted in Figure 9 are smaller for the 2D model. By beginning 
our assessment using a smaller geometry, we can readily identify and address performance 
bottlenecks within the workflow.  

In addition to the varying number of computing nodes, the ROM Workflow considers several 
parameters. Table 1 illustrates the parameters available for tuning within the ROM workflow. For 
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 our initial scalability test, we opted to maintain fixed values for all parameters, as outlined in Table 

1, while only adjusting the number of computing nodes. 

 

Table 1. Parameters used for checking the performance of the ROM Workflow for the 2D geometry presented in D4.5. 

Parameter Value 

Number of computing nodes [1,2,4,8,16,32] 

Number of cases len(μ) 16 

Computing units per task 16 

Maximum tasks per node 1 

Physics Fluid Solid 

Tolerance SVD of solution 1e-6 1e-6 

Number of partitions solution 
matrix 

10 10 

Tolerance SVD of residuals 1e-8 1e-8 

Number of partitions residual 
matrix 

4 4 

 

We now define the metrics used to assess the performance of the parallel workflow:  

Speedup =  𝑇𝑇𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠
𝑇𝑇𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝

  Efficiency =  𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆
𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁

  

These metrics consider the total time necessary for launching the entire ROM Workflow on varying 
numbers of computing nodes, considering the case with one computing node as the base point or 
serial case. 

The following plots report the performance of the ROM Workflow using the parameters shown in 
Table 1 for the 2D geometry. 

As can be seen in Figure 10, the maximum speedup obtained is of the order of 6. This is reached 
when the number of computing nodes equals the number of simulations launched. Increasing the 
number of computing nodes beyond the number of simulations to launch did not reduce the 
computing time further. 

During this first assessment, we could detect the following bottlenecks in the ROM Workflow, as 
presented in Deliverable D4.5: 

● Some of the matrices were being copied and kept in fast memory at the same time. This 
prevented the launching of the jobs in the first attempt, even when the available memory 
in a single node should suffice to handle the matrix operations.  

● We detected as well that some stages were performed sequentially, in particular, the SVDs 
of each of the physical models are independent, but they were performed one after the 
other. However, depending on the size of the matrices involved, the serial computation of 
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 this step (Step 4 in Figure 9) can be preferred for cases where the size of the matrices 

involved exceeds the memory available in the local nodes.  

 

  
 

Figure 10. Performance metrics for the ROM Workflow for the 2D geometry presented in D4.5. 

 

While addressing these bottlenecks is not expected to pose a significant technical challenge, time 
constraints necessitate that for the 3D geometry, the scalability performance of the ROM workflow 
and its components, particularly the SVD, be documented in the final report. Nonetheless, we 
present data from a model run utilizing high-memory nodes. These nodes, accessible on the 
NordIIIv2 supercomputer, temporarily circumvent the bottlenecks, allowing us to conduct 
preliminary analyses.  

The parameters employed for launching the ROM Workflow for the 3D geometry are shown in 
Table 2.  

 
Table 2. Parameters used for checking the performance of the ROM Workflow for the 3D geometry in section 3.2. 

Parameter Value 

Number of computing nodes 2 (high memory nodes) 

Number of cases len(μ) 2 

Computing units per task 16 

Maximum tasks per node 1 

Physics Fluid Solid 

Tolerance SVD of solution 1e-6 1e-6 

Number of partitions solution 
matrix 

20 20 

Tolerance SVD of residuals 1e-8 1e-8 

Number of partitions residual 
matrix 

40 40 
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 As evident, computations for each simulation have been conducted on their dedicated 

computing nodes. The allocated memory on each node adequately handles the resulting output 
matrices for every simulation, the SVD and the HROM computations. 

4.1.1 HPC Execution: Graphs and Traces 
For completeness, this section also includes graphs and traces of selected jobs for the 2D and 3D 
geometries, depicted in Figure 11 and Figure 12 respectively. Figure 11 illustrates the various stages and 
their interdependence, a plot consistent across both 2D and 3D geometries regardless of the number of 
computing nodes employed. 

 

 
Figure 11. Trace for the execution of the ROM workflow showing the tasks performed on each stage and their 

dependence. 

 

In Figure 12, the execution traces of the workflow for both 2D and 3D geometries are depicted. 
The plot illustrates that the End-to-end Workflow requires 31 minutes for the 2D geometry case, 
whereas it extends to 7 hours for the 3D geometry case. A notable observation is the comparison 
of computation times between simulations and other stages. Particularly for the 3D geometry, 
depicted with white bars, simulations occupy a significant portion of the total time. 

 

 
Figure 12. Execution traces to the End-to-end Rom Workflow for the 2D (above) and 3D (below) geometries. 
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 4.2 Conclusions for Workflow Performance 

In this section, the performance of the End-to-end Workflow was partially assessed. The scalability 
test conducted on the 2D geometry demonstrated the workflow's capability to accelerate the 
construction process of ROMs and HROMs for realistic models that produce moderately large 
matrices. However, for the 3D geometry case, certain bottlenecks hindered a thorough 
performance evaluation. In the final report, we will address these bottlenecks and conduct a 
comprehensive scalability study for the 3D geometry, ensuring that the Workflow can be applied 
independently of the size of the involved models. 

 

5 Validation of ROM Model 
5.1 Overview of success criteria 
The validation of the Pillar I use cases within Deliverable D4.6 represents a significant milestone in 
our project, marking the successful culmination of our efforts to develop and implement a 
comprehensive modelling and simulation framework for medium-voltage motors. This section 
provides an overview of the success criteria based on the objectives outlined in Deliverable D4.2 
and the subsequent evolution of our approach. 

5.1.1 Validation of Implementation of Use Cases: 
Achievement: Successfully transitioned from conceptual use cases to practical application, 
focusing exclusively on unsteady state conditions to reflect the dynamic nature of motor 
operations. This shift from steady to unsteady simulations underscores our adaptive modelling 
approach, ensuring a more accurate representation of real-world motor behaviour. 

In our pursuit of validating the use cases, we concentrated on the primary quantity of interest for 
the Reduced Order Model (ROM) - the time required to reach a critical temperature under varying 
operational conditions. This focus on temporal dynamics over the temperature field itself 
necessitated an emphasis on unsteady state conditions, which more closely mimic the transient 
nature of motor operations. While steady state-like conditions remain accessible for specific 
analyses, our findings underscored the comprehensive insights provided by unsteady state 
simulations into the motor's behaviour over time. 

Conclusion: The project met its objective of validating the use cases by effectively demonstrating 
the application of MOR techniques across various operational scenarios, thereby confirming the 
models' capability to simulate the motor's thermal and operational dynamics accurately. Our 
approach, prioritizing unsteady state simulations, aligns with the intention to enhance operational 
efficiency and safety through real-time prognosis, offering a testament to the adaptability and 
depth of our modelling strategies. 

5.1.2 Real-time Capabilities of Developed Models: 
Achievement: Our project has successfully demonstrated the real-time operational capabilities of 
the developed models, underscoring their efficiency and practicality for digital twin applications. 
Through the integration of High-Performance Computing (HPC) workflows, we have optimized the 
transition between stages, enabling the seamless generation, processing, and deployment of 
Reduced Order Models (ROMs). This optimization is crucial for achieving quicker simulation times, 
moving us closer to our goal of real-time analysis and prognosis. 



 

18 

 

D4.6 Validation of the Pillar I use cases 
Version 1.0 
 Real-time Application Context: In the context of motor operations, reaching a steady state can 

typically take about 4 to 5 hours. The original Full Order Models (FOM) mirrored this duration, 
rendering them impractical for real-time decision-making. However, with a Wall-Clock Speedup of 
approximately 3.22, our HROMs have reduced this simulation time to roughly 1 hour. This 
improvement, while not reaching the ideal scenario, significantly advances our objective by 
providing timely insights that were previously unattainable within the operational timeframe. 

Conclusion: The project has met its success criteria for demonstrating real-time capabilities, with 
the developed models markedly enhancing decision-making and operational optimization 
processes. This achievement underscores the potential of our models to contribute meaningfully 
to industrial applications, offering a robust tool for real-time analysis and prognosis. 

Looking Forward: Although the current speed-up of 3.22 falls short of the ideal, it represents a 
significant step towards our goal of real-time prognosis. The primary factor limiting our speed-up 
is the use of a comprehensive complementary mesh at the fluid-solid interface, necessary for 
accurate simulations but impacting computational efficiency. As we refine our approach to focus 
only on essential elements, we anticipate substantial improvements in speed-up. Detailed plans 
for these optimizations and their expected impact will be explored in the Future Works section, to 
present a more efficient model before the final eFlows4HPC presentation and in our forthcoming 
joint publication. 

5.1.3 Evolution and Optimization of Modeling Strategies: 
Achievement: The strategic modifications made to our initial modelling approach, including the 
adoption of the non-intrusive interpolation method for the convective term and the optimization 
of HPC workflows, have enriched our digital twin technology. The transition to using a simplified 
3D half-motor generic model for broader operational scenario simulations exemplifies our 
commitment to evolving our strategies to meet complex modelling challenges. 

It is important to acknowledge that the project did not deliver the 3D slice of a disk with detailed 
geometry as initially envisioned. This decision was informed by the increasing complexity of the 
problem's physics, which extended beyond the project's primary scope and focused on 
establishing an HPC workflow for Reduced Order Models (ROMs). However, the foundational 
technology for analyzing a disk slice was successfully developed in 2D, setting the stage for future 
exploration of the 3D version. This area remains a promising avenue for continued research and 
development after the completion of the eFlows4HPC project. 

Conclusion: The project successfully evolved and optimized its modelling strategies, aligning with 
the initial objectives while adapting to the intricacies of motor simulation. These advancements 
not only validate our approach but also set a new benchmark for future innovations in digital twin 
technology for medium-voltage motors. 

Overall, Deliverable D4.6 validates the comprehensive and innovative approach taken to model 
and simulate medium-voltage motors, fulfilling the promises made in the project's inception. The 
successful integration of HPC workflows for ROM creation and the strategic evolution of our 
modelling techniques underscore the project's contribution to the field, paving the way for future 
developments and applications. 
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 5.2 Speedup, Resources, Accuracy & Forecasting 

Speedup 

While the Wall-Clock and CPU-Time Speed Up metrics (Table 3) provide a clear picture of the 
efficiency gains achieved through the use of Reduced Order Models (ROMs) in terms of time saved, 
it's equally important to consider the impact of these models on computational resources. The 
efficiency of ROMs isn't limited to just accelerating simulation processes; it also extends to 
significant reductions in the computational resources required to perform these simulations. This 
aspect is crucial when deploying models in environments with limited computational capacity, 
such as edge devices or mobile platforms, where both speed and resource optimization are key 
considerations. 

 
Table 3. Comparative Analysis of Computational Efficiency Between FOM and ROM. 

Physics Wall-Clock Speed Up CPU-Time Speed Up 

Fluid + Solid 3.22 39.19 

 

Explanation of Terms 

● Wall-clock speed up: This metric represents the factor by which the total time from start 
to finish of a simulation is reduced when using the Reduced Order Model (ROM) compared 
to the Full Order Model (FOM). For example, a wall-clock speed up of 10x for fluid physics 
means that what took 10 minutes in the FOM now takes only 1 minute with the ROM. This 
measure includes all aspects of the simulation process, such as initialization, computation, 
waiting for resources, and output generation. 

● CPU-time speed up: This metric indicates the reduction factor in the pure computation 
time required by the CPU to perform the simulation tasks when using ROM instead of FOM. 
A CPU-time speed up of 50x for fluid physics suggests that the computational effort that 
originally took the CPU 50 minutes to process in the FOM is now completed in just 1 minute 
with the ROM. This measure focuses on the build time, projection time, solving time, and 
the time to project results back to the fine basis, excluding any idle or wait times not 
directly related to computational work. 

Impact on Computational Resources 

The efficiency gains from transitioning to Reduced Order Models (ROMs) extend beyond just 
accelerating simulation times; they fundamentally alter the computational resource landscape. 
The key to these efficiencies lies in the substantial reduction of both the matrix size and the 
number of elements required for simulations. This shift not only speeds up computations but also 
significantly reduces the demand for memory, CPU/GPU processing power, and overall system 
resources (Table 4). By examining the specific impacts on matrix size and the number of elements, 
we can better understand how ROMs achieve such resource efficiencies and explore the broader 
implications for their deployment across various computing environments. 
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 Table 4. Resource Utilization in FOM vs. ROM Simulations. 

Aspect Physics 
Type FOM ROM Note 

Matrix Size 

Fluid 843817 x 
843817 16 x 16 Note 1: The reduction in matrix size 

from FOM to Galerkin ROM drastically 
decreases memory usage, as smaller 
matrices require less storage space. Solid 796547 x 

796547 9 x 9 

Number of 
Elements 

Fluid 4508372  402 
(selected)  Note 2: Reduced element count in 

ROMs lowers computational cost. Solid 4656929 206 
(selected) 

Table 4: Resource Utilization in FOM vs. ROM Simulations 

Notes Explained 

● Note 1: Memory Usage - The reduction in matrix size from FOM to Galerkin ROM drastically 
decreases memory usage, as smaller matrices require less storage space. This efficiency is 
pivotal in applications where memory is a limiting factor, enabling more complex 
simulations to be run on hardware with limited resources. 

● Note 2: Computational Cost and Element Count - The element count in ROMs is significantly 
reduced, which directly lowers computational costs by limiting the number of calculations 
required for assembly and solving phases. For the ROM, only 402 selected elements (for 
fluid) and 9x9 matrices (for solid) are directly involved in the assembly calculations, 
highlighting the efficiency of the ROM approach. 

● Additional Context on Complementary Mesh - While the ROM significantly reduces the 
number of elements actively involved in calculations, it is essential to maintain a 
complementary mesh to facilitate information exchange at the interface between solid and 
fluid domains. This mesh, comprising 1,495,347 elements for fluid and 1,525,676 elements 
for solid, is crucial for accurately modelling the interactions between these domains. 
Although this complementary mesh increases the overall computational load, its presence 
is vital for ensuring the accuracy and fidelity of the ROM simulations in capturing the 
complex dynamics of the system. The necessity of this mesh underscores the balance 
between efficiency and accuracy in ROM development, particularly in multi-physics 
simulations where interface interactions play a critical role. 

Accuracy in Training and Forecasting Scenarios for ROMs 

To evaluate the performance of Reduced Order Models (ROMs) in terms of accuracy, we focus on 
two critical aspects: consistency in training scenarios and forecasting ability in test scenarios. These 
aspects are crucial for assessing the ROM's reliability and predictive power across different physics 
types, specifically fluid and solid physics. 

● Consistency (Training): This metric evaluates the ROM's ability to accurately replicate the 
outcomes observed in Full Order Models (FOMs) during the training phase. High accuracy 
levels close to those of the original FOMs indicate the ROM's reliability in scenarios similar 
to those it was trained on. 
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 ● Forecasting (Test): This metric assesses the ROM's capability to accurately predict system 

responses in new or unseen scenarios. High forecasting accuracy demonstrates the ROM's 
utility in applications requiring predictive analysis and decision-making based on scenarios 
not covered during the training phase. 

 
Table 5. Accuracy and Forecasting Performance in ROM Applications. 

Aspect Scenario Type Fluid Physics Accuracy Solid Physics Accuracy 

Consistency Training 0.00708 0.00713 

Forecasting Test 0.00267 0.00205 

 

Visual Analysis through Figures 

To further illustrate the ROM's performance, we present three figures that visually compare the 
ROM to the FOM under specific conditions: 

● Training scenario setup: The selected training scenario involves a heat generation rate of 
33 kW/m^3 at 200 RPM, representative of the conditions the ROM was trained on. Figure 
13 compares temperature responses at a specific sensor node, demonstrating the ROM's 
accuracy and consistency. Figure 14 shows the temperature over time at the sensor node, 
highlighting the ROM's ability to match the FOM's temperature dynamics closely. 

 

 
Figure 13. FOM vs. ROM Temperature Comparison in Training Scenario. 
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Figure 14. Temperature Profile at Sensor Node - Validation of HROM for training scenario: 33 kW/m^3 at 200 RPM. 

 

● Forecasting scenario setup: The forecasting scenario tests the ROM's predictive accuracy 
under new conditions, with a heat generation rate of 41.5 kW/m^3 at 250 RPM. Figure 15 
plots temperature evolution over time, illustrating the ROM's predictive accuracy in 
unfamiliar conditions. 

These figures, alongside the comparative analysis, underscore the ROM's effectiveness not only as 
an efficient computational tool but also as a reliable and predictive modelling solution. By 
demonstrating high levels of accuracy in both replicating known behaviours and predicting 
outcomes in new conditions, ROMs prove to be invaluable assets in both academic research and 
practical applications, particularly in scenarios involving fluid and solid physics. 

 

 
Figure 15. Temperature Profile at Sensor Node - Validation of HROM for forecasting scenario: 41.5 kW/m^3 at 250 RPM. 
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 6 Benefits of eFlows4HPC software stack 

The eFlows4HPC software stack offers a comprehensive suite of technologies designed to enhance 
the efficiency, scalability, and effectiveness of high-performance computing workflows, 
particularly in the context of our project's objectives. Below is an elaboration on the key 
components of this stack and their contributions: 

● PyCOMPSs: Serving as the backbone for launching parallel workflows, PyCOMPSs is 
instrumental in orchestrating the distributed execution of our simulation and modelling 
tasks. Its ability to abstract the complexity of parallel programming allows our team to 
focus on the scientific challenges at hand, significantly reducing development time and 
improving computational efficiency. By leveraging PyCOMPSs, we ensure that the various 
stages of our HROM development process are seamlessly integrated, facilitating a smooth 
transition from data generation to model deployment. 

● Dislib: Integrated within the HPC workflow, Dislib provides a scalable Machine Learning 
library specifically designed for distributed environments. Its utilization in our project is 
pivotal for handling large datasets and performing complex data processing tasks, such as 
dimensionality reduction and interpolation steps. Dislib's efficient algorithms and parallel 
processing capabilities enable us to manage and analyze the extensive data generated 
during simulations, enhancing the overall performance of our ROM development process. 

● Kratos Multiphysics: At the core of our simulations and the intrusive reduced order 
modelling lies Kratos Multiphysics. This powerful framework allows for the detailed and 
accurate simulation of various physical phenomena, including the complex fluid dynamics 
and thermal interactions within medium-voltage motors. Kratos Multiphysics' versatility 
and robustness make it an essential tool for generating the high-fidelity data required for 
ROM training and validation, ensuring that our models accurately reflect real-world 
conditions. 

● EZyRB: Specializing in the interpolation of the velocity field for the convective term, EZyRB 
offers a non-intrusive approach to reduced-order modelling. This open-source Python 
library, developed by SISSA, enables us to efficiently extrapolate velocity fields at new 
operational parameters (RPMs), enhancing the adaptability of our models to different 
conditions without the need for additional costly simulations. EZyRB's data-driven 
methodology complements our workflow by providing a flexible and powerful solution for 
updating the convective term based on varying motor speeds. 

● PyEDDL: While not directly mentioned in the context of the motor case study within this 
deliverable, PyEDDL has played a pivotal role in a parallel aspect of our project focused on 
non-intrusive reduced order modelling for a conjugate heat transfer pipeline problem. This 
deep learning library is instrumental in developing and training neural networks designed 
to predict behaviour in scenarios not explicitly covered by our simulations. Specifically, for 
the conjugate heat transfer pipeline, PyEDDL enabled the exploration of advanced machine 
learning techniques to predict thermal behaviours under various conditions, showcasing 
the library's capacity to enhance predictive modelling significantly. The successful 
integration of PyEDDL in this separate test case demonstrates the potential of combining 
traditional simulation methods with artificial intelligence to solve complex engineering 
problems, paving the way for innovative approaches in future applications of digital twin 
technology. 
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 7 Challenges Limitations and Future Work 

In our journey to refine the digital twin technology for motors, we've navigated through a series 
of challenges and limitations, each offering valuable insights into the complexities of creating 
efficient and accurate simulations. Our exploration into these realms has been visually and 
quantitatively documented, as we now discuss. 

The Journey from FOM to Optimized HROM 

The Full Order Model (FOM) serves as our starting point, capturing the intricate details of the 
motor's physical and operational characteristics. The complexity of this model is visually 
represented in Figure 16, showcasing the extensive mesh required to accurately simulate the 
motor's behaviour. 

 

 
Figure 16. FOM Mesh Complexity. 

 

Transitioning from the FOM, our focus shifts towards hyper-reduction techniques, aiming to distil 
the essence of the model while maintaining its predictive accuracy. This process yields a 
significantly reduced set of elements, crucial for the Reduced Order Model (ROM). The selected 
elements, highlighted in Figure 17, represent the core components that drive the simulation's 
dynamics. 

 

 
Figure 17. HROM Selected Elements. 
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 However, the challenge arises when considering the interface between the fluid and solid domains. 

To ensure accurate communication of information across these domains, we initially maintain a 
comprehensive complementary mesh. Our goal is to refine this approach, retaining only the 
essential interface elements. This optimization effort is crucial for enhancing computational 
efficiency without compromising the model's accuracy and convergence. The current state of the 
interface mesh and our vision for its optimization are depicted in Figure 18 and Figure 19. 

 

 
Figure 18. HROM with Complete Interface Mesh. 

 

 
Figure 19. Vision for Optimized HROM Mesh. 

 

Anticipated Efficiency Gains 

Preliminary work and tests hint at the significant speed-ups we can achieve through this 
optimization process. The table below outlines the expected speed-ups, comparing the original 
FOM times with the optimized HROM times. These calculations underscore our progress towards 
real-time simulation capabilities, a critical milestone for the practical application of digital twin 
technology in industrial settings. Table 6 presents the calculated speed-ups for both wall-clock 
time and CPU time, illustrating the potential efficiency gains from our optimization efforts. 
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 Speedup table: 

Table 6. Expected Speed-Up Achievements: FOM vs. ROM with Optimized Mesh 

Physics Wall-Clock Speed Up CPU-Time Speed Up 

Fluid + Solid 154.78 1539 

 

Through these visual and quantitative explorations, we confront the inherent challenges of 
balancing computational efficiency with simulation accuracy. The figures seamlessly integrate into 
our narrative, highlighting the evolution of our modelling approach and the strategic decisions that 
guide our optimization efforts. 

Looking Forward 

Our future work is poised to address the current limitations, with a particular focus on further 
refining the interface mesh. By targeting only the necessary elements for accurate domain 
communication, we aim to achieve even greater speed-ups, pushing the boundaries of what's 
possible with ROM technology. This ongoing development, coupled with rigorous testing for 
convergence and accuracy, will be critical in realizing the full potential of our digital twin 
technology for motors. 

Expanding Horizons: Modular Workflows, Detailed Modeling, and Mesh Adaptation 

As we look beyond the current scope of our project, several key areas have emerged as critical to 
our continued success and innovation in digital twin technology. These areas not only represent 
the next steps in our technological evolution but also address some of the limitations we've 
encountered in our current approach. 

● Embracing modularity in workflow: The experience gained has illuminated the limitations 
of a strictly end-to-end workflow, particularly its inflexibility in accommodating expanded 
training parameters and facilitating detailed testing and validation. Moving forward, we 
aim to develop a modular workflow that breaks down the process into distinct, manageable 
stages. This modularity will allow for targeted improvements, easier updates, and more 
thorough validation at each stage, enhancing the overall robustness and adaptability of our 
models. 

● Advancing towards detailed 3D motor modelling: The quest for greater accuracy and 
predictive power drives us towards the development of a detailed 3D motor model, as 
initially proposed in Deliverable D4.2 "Design of the Pillar I use cases". This ambitious 
endeavour aims to capture the nuanced behaviours and complex interactions within the 
motor with unprecedented fidelity. By building upon the foundational concepts outlined in 
D4.2, we are committed to creating simulations that offer not only enhanced accuracy but 
also deeper insights into motor dynamics. Such a model lays the groundwork for 
simulations that are both more accurate and more insightful, marking a significant step 
forward in our digital twin technology development. Figure 20 showcases the intricate 
geometry of the proposed detailed 3D motor model. Each image within the collage 
highlights different aspects of the motor's complex structure, providing a comprehensive 
overview of the model's design and the level of detail aimed for in future simulations. 

● Integrating mesh adaptation techniques: Mesh adaptation techniques stand out as a 
promising avenue for optimizing our simulations further. By dynamically adjusting the 
mesh in response to simulation requirements, we can significantly reduce computational 
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 demands while maintaining high levels of accuracy. This approach will be instrumental in 

achieving the efficiency and performance necessary for real-time applications. 

 

 

 
 

Figure 20. Detailed 3D Motor Model Geometry. 

 

8 Conclusions 
Deliverable D4.6 marks a significant milestone in our project, achieving the validation of complex 
manufacturing models as outlined in Deliverable D4.2. This validation process has led to several 
key accomplishments: 

● Validated complex use cases: We have successfully transitioned from theoretical 
frameworks to practical simulations that accurately capture the intricacies of 
manufacturing operations. By focusing on unsteady state conditions, we have provided a 
more accurate and dynamic representation of manufacturing processes. 

● Demonstrated real-time capabilities: The real-time operational capabilities of our models 
have been proven, showcasing their efficiency and practicality for digital twin applications 
within the manufacturing sector. The integration of High-Performance Computing (HPC) 
workflows has optimized the model development process, enabling rapid assessments and 
enhancing decision-making in real-time operational contexts. 

● Evolved modelling strategies: Our modelling strategies have been adapted and refined to 
better address the complexities inherent in manufacturing operations. This includes the 
transition from detailed geometrical models to simplified, more computationally efficient 
models, and the employment of advanced interpolation methods, significantly enriching 
our digital twin technology for complex manufacturing models. 

The successful validation of these use cases underscores the potential of the developed models to 
contribute significantly to the advancement of digital twin technology in the manufacturing 
industry. Looking forward, the insights gained and the methodologies developed lay a solid 
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 foundation for future innovations, promising further advancements in the simulation and analysis 

of complex manufacturing models. 
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CAD - Computer Aided Design  

FEM - Finite Element Method 

FOM - Full Order Model 

ROM - Reduced Order Model 

HROM - Hyper-reduced Order Model  

HPC - High-Performance Computing 

SVD - Singular Value Decomposition 

RBF - Radial Basis Function 

POD - Proper Orthogonal Decomposition 

ANN - Artificial Neural Network 

TSQR - Tall and Skinny QR  

CPU - Central Processing Unit 

GPU - Graphics Processing Unit 

WaaS - Workflow as a Service 

SISSA - International School for Advanced Studies 

CIMNE -International Centre for Numerical Methods in Engineering 

BSC - Barcelona Supercomputing Centre 
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