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1 Executive Summary 
This deliverable describes the status of the development activities performed in the context of Pillar II of 
the eFlows4HPC project at the end of the first release cycle. In particular, Pillar II focuses on enhanced Earth 
System Model (ESM) workflows integrating dynamic workflow components, novel data analysis 
technologies and ML/AI techniques.  

As described in D5.2, the Pillar II workflow is actually split into two different parts: 

● The dynamic ESM workflow: integrating dynamic access to model result and AI-driven 
methodologies to prune ensemble members simulation during the model execution; 

● The feature extraction workflow: integrating High Performance Data Analytics (HPDA) and Machine 
Learning (ML) solutions to perform extreme events analysis (Heat/Cold Waves and Tropical 
Cyclones detection) as soon as the data is produced by the climate model. 

Figure 1 shows the overall workflow addressed by Pillar II.  

 

 
Figure 1 - High-level overview of the Pillar II workflows 

 

After providing an overview of the achievements enabled thanks to the eFlows4HPC software platform at 
the end of the release period, Section 3, Section 4 and Section 5 describe in detail the developments for the 
two workflows addressed by Pillar II showing some relevant code snippets and execution task graphs. Then, 
the next steps towards the next release are briefly presented in Section 6, while Section 7 draws the main 
conclusions from this document. 

 

2 Introduction 
Typical end-to-end Earth System Modelling (ESM) workflows rely on different steps: input data pre-
processing, numerical simulation runs, output data post-processing, along with data analytics and 
visualization. Obviously they represent different parts of the same process but an intelligent and efficient 
integration into HPC environments is still missing. Pillar II tries to address these issues by using the 
eFlows4HPC software stack. More information about the general context and the specific applications is 
reported in D5.1 and D5.2. 
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As mentioned before, the approaches currently available for implementing scientific workflows in the 
climate context do not properly integrate the entire set of components into a single workflow and in a 
transparent manner. These approaches represent the common practice in climate research and usually rely 
on home-made scripts able to address only specific cases integrating the different components into the 
same ESM workflow. Most often, these solutions run on a specific HPC machine, which makes them not 
portable to other HPC facilities. In this context, ESM workflows can benefit greatly from enhanced solutions 
that hide the technical details of the underlying HPC machines and provide standardized ways to develop 
and integrate the different components of an ESM workflow, along with data analytics and AI components. 
This could lead to improved execution efficiency, optimized usage of HPC resources and increased 
productivity of scientific research [1].  

 

3 Summary of achievements 
The two following subsections will highlight the main achievements and novel capabilities introduced in the 
ESM workflows thanks to the developments from the eFlows4HPC project subdivided into the “Dynamic 
ESM workflow”, applied to the output of the FESOM2 climate model, and the “Statistical analysis and 
feature extraction workflow”, applied to the output of the CMCC-CM3 climate model. 

3.1 Dynamic ESM workflow 
As it was pointed out before, running an Earth System Model (ESM) on a supercomputer has always been 
a challenging task since ESMs usually consist of several steps for the preparation, running and then for 
refining and obtaining the output data (post-processing and diagnostics stages[2, 3]). It is very common 
that the users require strong expertise on the host machine where the model will run and also need to be 
familiar with the underlying HPC architecture. It also happens very often that these steps are conducted 
manually with custom non-standardized scripts. When conducting large ESM ensembles, some of its 
members do not produce valuable results that can be further used in scientific terms, causing a non-
efficient use of HPC resources such as storage and core hours.  

Given these premises and the work that was carried out during this first development phase for WP5 in the 
context of the eFlows4HPC project, we can outline the following achievements:  

● Simplified execution from a user’s perspective in a HPC environment: specifically using the COMPSs 
[4] runtime hides the underlying HPC complexity, so the same workflow may be able to run on 
different HPC infrastructures without requiring a lot of effort, as the user only needs to focus on 
the code to be executed and COMPSs will take care of its optimal execution (see sections 4.1 and 
4.2.2). 

● Optimized usage of HPC resources by pruning the irrelevant ensemble members in an ESM 
workflow (the current level of development is described in section 4.2). The savings in resources 
are mostly in terms of compute time and storage. 

● Potential optimizations related to the model I/O thanks to the exploration of innovative 
technologies applied to ESM models (such as Hecuba [5]). Specifically, we explored the use of a 
distributed key-value database store for sequential and parallel I/O, subsequent online model data 
processing and direct streaming of the results to user applications (see section 4.2.1). 

3.2 Statistical analysis and feature extraction workflow 
The statistical analysis and feature extraction workflow of Pillar II integrates the ESM model execution 
together with HPDA and ML approaches for the analysis of extreme events (e.g., Heat Waves and Tropical 
Cyclones) on the output of the simulation. 
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The key points enabled or introduced thanks to the work undergone in the project, at the current 
development state, can be synthesized as: 

● Seamless integration of ESM simulations together with HPDA and ML techniques for post-
processing into a single workflow. The use of PyCOMPSs [5] allows scientists to orchestrate the 
execution of complex workflows taking into account different aspects of data production, 
management, processing and visualization (see for example sections 5.2, 5.3.2 and 5.4.2); 

● Improved efficiency in the workflow execution since the post-processing steps can be automated 
to start as soon as enough data is available to fill the analytics pipelines. Moreover, thanks to the 
use of advanced workflow orchestration solutions, independent tasks can be executed concurrently 
(see section 5.1). 

● Simplified workflows composition thanks to the use of high-level python-based libraries. The use of 
PyCOMPSs, PyOphidia [6] and other python modules makes it much easier for scientists to build 
and handle their integrated simulation-analysis workflows. The complexity of the execution of the 
tasks in parallel is left to the underlying software solutions (COMPSs, Ophidia [7], etc.) (see section 
5.2). 

● The task of detecting Tropical Cyclones (TCs) across the globe, which has been typically addressed 
though the development of deterministic tracking schemes (e.g., TSTORMS [8]), is now integrated 
into a more comprehensive workflow and transparently managed with PyCOMPs. The application 
of ML-based TCs detection schemes directly on the model simulation output (e.g., CMCC-CM3 [9, 
10]) during the ML inference phase (see Section 5.4.2) allows collecting, analyzing and comparing 
results efficiently in an end-to-end fashion, enabling the use of the computational resources 
available on the underlying HPC infrastructures. 

 

4 Dynamic ESM simulation workflow 
In this section we provide an overview of the current state of implementation corresponding to the end of 
the first development phase, and then we describe the most relevant implementation details of the building 
blocks that have been developed during this phase. 

The key functionalities and components of the ESM Dynamic Workflow (Fig. 2) have been analysed and 
described during the initial phases of the project in deliverables D5.1 and D5.2 with the aim of highlighting 
the main requirements and identifying the building blocks that will be developed, and also how the 
implementation could benefit from the eFlows4HPC software stack. 

4.1 ESM initialization block 
For executing the workflow, as it was mentioned in deliverables D5.1 and D5.2, we need to set up several 
datasets for the proper model run. There is a master ensemble config file where global ensemble settings 
can be defined for execution, such as the number of members (start dates), top working directory, path to 
output directories, initial conditions and forcings among other things. As of now, we prepare by hand 
everything that the model needs such as all the datasets previously mentioned, and we set the path to 
these in the master config file of the ensemble.  

In the future, these datasets will be acquired by invoking data logistic services that will be developed during 
the second phase of the project. The same with the model compilation; currently, it is compiled manually 
and we set the path for the executable in the same ESM Ensemble master config file.  

The initialization script (described in Fig. 3) sets all the modules required for executing the model and 
initializes COMPSs and Hecuba. We make use of enqueue_compss that launches and prepares the storage 
infrastructure (Hecuba) and the COMPSs runtime before proceeding to the workflow run; this includes 



 

6 

 

D5.3 Pillar II - Iteration 1 Software Release 
Version 1.0 

launching Cassandra [11] and binding Hecuba with the Cassandra instance, and starting the execution of 
the ESM workflow. 

 

 
Figure 2 - Activity diagram displaying the overall ESM Dynamic workflow 

 

Then, we have a PyCOMPSs initialization task (a function defined inside esm_ensemble_init.py that is 
invoked in esm_simulation_v4.py) that prepares the structure of working directories for each defined 
member of the ensemble, the namelists of the model for each ensemble member and the output directories 
in the cluster. The namelist files are generic and have meta variables defined (known as placeholders) that 
are replaced with the values defined in the master config file; this must be done before running. 
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module load COMPSs/eflows4hpc  
modul e  us e  / a pps / HECUBA/ modul ef i l es  
modul e  l oa d Hec uba / 1. 1 
 
ex por t  F ES OM_CORES =$1 
ex por t  QOS =$2 
ex por t  MEMBE RS =$3 
ex por t  F ES OM_E XE =" / home/ bs c 32/ bs c 32044/ f es om_hec uba / bi n/ f es om. x "  
ex por t  NODE_AL L OCATI ON=$( ( ( ${ F ES OM_CORES } / 48) * ${ ME MBERS} ) )  
 
ec ho " Number  of  c or es :  ${ F ES OM_CORES } "  
ec ho " Number  of  nodes  t o be us ed:  ${ NODE _AL L OCATI ON} "  
# a dded by  s uppor t  t o pr ev ent  t he  s egment a t i on f a ul t  
ul i mi t  - Ss  unl i mi t ed 
 
#  t o a ddr es s  i s s ue  wi t h s r un 
COMPSS _MPI _T YPE=i mpi  
E XP_I D=$( pr i nt f  " %06d\ n"  $( ( 1 + $RANDOM % 100000) ) )  
enqueue_c omps s  - t  - g - d - - s c _c f g=mn. c f g  \  

        - - qos =${ QOS}   \  
        - - s t or a ge_pr ops =$PWD/ hec uba _l i b/ s t or a ge_pr ops . c f g \  
        - - s t or a ge_home=$HE CUBA_ROOT/ c omps s  \  
        - - j ob_na me=es m_wor k f l ow  \  
        - - ex ec _t i me=120  \  
        - - k eep_wor k i ngdi r  \  
        - - wor k er _wor k i ng_di r =$PWD \  
        - - wor k er _i n_ma s t er _c pus =48  \  
        - - num_nodes =${ NODE _AL L OCAT I ON}   \  
        - - py t honpa t h=$PWD: $HECUBA_ROOT / c omps s  es m_s i mul a t i on_v 4. py  ${ E XP_I D}  

Figure 3 - ESM Workflow initialization script 

 

4.2 ESM execution block 
The Main execution block (described in Fig. 4) involves running the model, a periodical check of the state 
of the members and, in case the results of the dynamical analysis (running in parallel) indicates that some 
members should be discarded, the removal of these from the ensemble by cancelling the PyCOMPSs group 
and discarding all the outputs and files generated by the pruned members. 

 

 
Figure 4 - ESM Dynamic workflow with the flow of data and events 
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The ESM Dynamic workflow will integrate dynamic access to model result and AI-driven methodologies to 
prune ensemble members simulation during the model execution. An initial prototype of the ESM Dynamic 
workflow was conceived with the goal of integrating the different novel technologies offered by the 
eFlows4HPC software stack. For such purpose, there have been several development efforts concerning 
the integration of Hecuba/Cassandra storage technology with the FESOM2 oceanic model at the very 
beginning of the first development phase, and then the implementation of the ESM dynamic workflow itself 
using PyCOMPSs to execute the model and set up the infrastructure needed to run FESOM2 in combination 
with Hecuba/Cassandra. As mentioned at the beginning, the main focus was the initial integration of these 
technologies. 

The current implementation is able to run Ensembles of FESOM2 configured to use the COREII mesh, with 
different domain partitioning configurations: 144 , 288 and 72 (distribution of the model mesh between 
CPUs) with pruning capabilities. Note that the data currently used by the pruning mechanism to discard 
members are mocked values, since the data model implementation in Hecuba of the FESOM2 model and 
the dynamic analysis that will consume such data from Hecuba are not yet fully implemented, as they will 
be completed during the second development phase. These mocked values are obtained directly from 
Hecuba and used by the pruning mechanism.  

In the following sections we describe the different activities of the ESM execution block in more detail, the 
actual code is located at the eflows4HPC github repository. 

4.2.1 Data output to storage activity 
One of the first technical tasks that needed to be addressed at an early stage of the first development phase 
was the integration of the FESOM2 oceanic model with Hecuba database, in order to save model data into 
a distributed key-value database (Cassandra) for subsequent efficient use in the Dynamic Analysis: pruning 
irrelevant members and online data diagnostics (post processing).  

Initially, since the Hecuba interface is in Python, we explored the use of an open source fortran library 
(called Forpy [12]) that allows interoperability between Fortran and Python, allowing us to execute 
embedded Python code from Fortran. While this approach has the advantage of being able to use numerous 
Python libraries, we found it unsustainable for a deployable workflow.  

 

 
Figure 5 - Component diagram corresponding to the Hecuba - FESOM2 integration 

https://github.com/eflows4hpc/wp5-workflows/tree/main/esm-dynamic-workflow/src
https://github.com/ylikx/forpy
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Additionally, since the development of Hecuba shifted to C++ owing to its superior performance, we found 
the integration of FESOM2 and Hecuba using C a viable, sustainable and effective implementation. In 
implementation terms, C/C++ is more suitable and easy to use, and it interoperates with modern Fortran; 
for this reason, we chose to develop a Fortran wrapper (see Fig. 6) to connect and save data into Hecuba.  

 

subroutine  hecuba_out put (ts, name, description, units, freq, freq_unit, accuracy )  
 use iso_c_binding  
 use g_clock  
 use g_PARSUP 
 use mod_mesh  
 use fesom_version_info_module  
 use g_config  
 use i_PARAM  
 use o_PARAM 
 
 implicit none  
 ! variable declarations  
 integer(c_int), inten t(in), value :: ts  
 character(kind=c_char), dimension(100), intent(in) :: name  
 character(kind=c_char), dimension(500), intent(in) :: description  
 character(kind=c_char), dimension(100), intent(in) :: units  
 integer(c_int), intent(in), value :: freq  
 chara cter(kind=c_char), dimension(*), intent(in) :: freq_unit  
 integer(c_int), intent(in), value :: accuracy  
 type(t_mesh) mesh  
 
end subroutine  

 

Figure 6 - Fortran code where C functions are invoked to save data into Hecuba 

 

As described in Fig. 6, the implementation consisted in defining a Fortran wrapper from which it would be 
possible to call C functions (defined as extern C functions) and these functions will invoke C++ functions 
(Hecuba C++ API) where all the logic and references to use Hecuba will be defined; moreover, in the Fortran 
wrapper we address the problem of the type conversion between Fortran – which has the ability to define 
more precision for scientific computation – and C/C++. 

 

 " Ty peSpec " :  [  " Coor di na t es " ,  " S t or a geDi c t " ]  
  " Key Spec " :  
 -  [ " k ey " ,  " s t r " ]  
  " Va l ueSpec " :  
 -  [ " v a l ues " ,  " numpy . nda r r a y " ]  
 
-  " T y peS pec " :  [  " Da t a Ar r a y " ,  " St or a geObj " ]  
  " Cl a s s F i el d" :  
  -  [ " di ms " :  " l i s t <s t r >" ]  
  " Cl a s s F i el d" :  
 -  [ " c oor ds " ,  " f model . Coor di na t es " ]  
  " Cl a s s F i el d" :  
 -  [ " v a l ues " :  " nda r r a y " ]  

Figure 7 - Hecuba datamodel used for testing the Hecuba integration mechanism 

 

The data model is specified in YAML format (as we can see in Fig. 7) and its specification is initialized/loaded 
during execution of the initialization logic from C++ side. As we can see below, Figure 8 below represents 
the serial I/O data model of standard NetCDF output [13] used by the FESOM2 model. 
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void Hecuba_interface ::init_datamodel()  
{  
 std::cout<< "+ Session started"<<std::endl;  
 char * key;  
 char * value;  
 char * numpymeta;  
 
 try {  
 
   cout << "C++ side: creating Hecuba connection....." << endl;  
   this - >session.loadDataModel("model_complex.yaml","model_complex.py");  
   std::cout<< "+ Data Model loaded"<<std::endl;  
 } catch (std::exception &e) {  
   std::cerr << "Error running the test " < < std::endl;  
   std::cerr << e.what() << std::endl;  
   //free resources  
   free(key);  
   free(numpymeta);  
   free(value);  
   throw e;  
 }  
 
 free(key);  
 free(numpymeta);  
 free(value);  
}  
 

 

Figure 8 - code concerning the load and initialization of the Hecuba data model 

 

We are currently exploring/developing a data model that is closely related to the aforementioned NetCDF 
data model but enables parallel I/O, and additionally suitable for cloud-distribution based on Zarr [14]. The 
utilization of the Zarr data model was initially explored using file I/O of the FESOM2 [15] model, and showed 
good potential in terms of both output speed during the model run and parallel data post processing. It will 
eventually be integrated with Hecuba for efficient Dynamic Analysis. 

4.2.2 Executing ESM single run or Ensemble activity 
The execution of the ESM Dynamic workflow involves using the task scheduler provided by the software 
stack (COMPSs) that acts as intermediary between the software to be executed and the underlying 
supercomputing platform and its resources. The engine will be in charge of launching the different tasks to 
execute the simulation and exploit the parallelism of the defined COMPSs tasks in the software. The task 
definition and implementation is carried out in Python in conjunction with PyCOMPS that allows  declaring 
the tasks that will run in COMPSs and also specifying some other properties, e.g. if the task is an MPI task 
or another type of executable, the data the tasks expect as input, log files, etc. The following code illustrates 
the PyCOMPSs task defined for running the model.  

The most remarkable parameters that are passed to PyCOMPSs (see Fig. 9) tasks are the number of cores 
the model will use for running, the working directory where it will execute (where all generated config files 
are stored) and also the type of run (MPI run in this case). 

Ensemble members execute in parallel but each simulation is split into smaller chunks that execute 
sequentially. At the end of each chunk of simulation, a checkpoint is performed; it basically picks up from 
Hecuba the latest results of the Dynamical analysis to check the state of the members. 
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@on_failure ( ma na gement =' I GNORE' )  
@mpi ( bi na r y =" ${ F ESOM_EXE} " ,  \ 
r unner =" mpi r un" , \ 
pr oc es s es =" ${ F ESOM_CORES} " , \ 
wor k i ng_di r =" { { wor k i ng_di r _ex e} } " , \ 
f a i l _by _ex i t _v a l ue=Tr ue,  \ 
pr oc es s es _per _node=48)  
@task ( l og_f i l e={ Ty pe: F I L E_OUT, St dI OSt r ea m: STDOUT} , \ wor k i ng_di r _ex e={ Ty pe: I NOUT,  Pr ef i x : " #" } , \ 
t o_c ont i nue={ Ty pe: I N,  Pr ef i x : " #" } , \ 
 r et ur ns =i nt )  

def esm_simulation ( l og_f i l e ,  wor k i ng_di r _ex e,  t o_c ont i nue) :  
   pa s s  

Figure 9 - PyCOMPSs task for the ESM execution 

 
s dat es _l i s t = ( ex p_s et t i ngs [ ' c ommon' ] [ ' ens embl e_s t ar t _da t es ' ] ) . s pl i t ( )  
t op_wor k i ng_di r  = ex p_s et t i ngs [ ' c ommon' ] [ ' t op_wor k i ng_di r ' ]  
f or  s dat e i n s da t es _l i s t :  
    wi t h T as k Gr oup( s t r ( ex p_i d)  + " _"  + s dat e ,  Fa l s e) :  

n_s i ms  = i nt ( ex p_s et t i ngs [ ' c ommon' ] [ ' c hunk s ' ] )  
        t o_c ont i nue = Tr ue 
        f or  s i m i n r ange(  1,  n_s i ms +1 ) :  
            wor k i ng_di r _ex e = t op_wor k i ng_di r  + " / "  + s dat e 
         l og = wor k i ng_di r _ex e + " / "  + " f es om2_"  + s t r ( ex p_i d)  + " _"  + s t r ( s dat e)  + " _"  + s t r ( s i m)  + 
" . out "  
            r es  = es m_s i mul a t i on( l og,  wor k i ng_di r _ex e,  t o_c ont i nue)  
            #  c hec k  t he s t at e  of  t he member ,  f or  t he f i r s t  one t her e  i s  not hi ng t o c hec k  
            i f  s i m > 1:  
               pr i nt ( " Chec k poi nt  nr  "  + s t r ( r es ) )  
               t o_c ont i nue=es m_member _c hec k poi nt ( ex p_i d,  s da t e ,  r es )  
            el s e :  
               t o_c ont i nue=r es  

Figure 10 - Main code that orchestrates the previously mentioned PyCOMPSs tasks for running the model 

 

With PyCOMPSs it is possible to obtain the tasks dependency graph after the execution based on the data 
dependencies of the different PyCOMPSs tasks defined in the python code. Fig. 11 shows the execution for 
an ensemble of 3 members (3 start dates) with a configuration of 144 cores per member: 

The squares enclosing the circles (as displayed in Fig. 11) are task groups (we have one per ESM member), 
and these execute in parallel. Inside the task group the simulation chunks and checkpoint tasks execute 
sequentially. 
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Figure 11 - COMPSs Tasks dependency graph 

 

Table 1 - Catalog corresponding to the tasks dependency graph displayed in Fig. 11 

 Dynamic analysis task 

 Initialization task 

 MPI Esm simulation task 

 Check-point task 
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4.2.3 Checking ESM member status and Pruning activities 
The main idea is that the results of the dynamic data analysis are accessed periodically during the execution, 
i.e. after a certain number of timesteps have been executed. Such analysis will be executed in parallel (as a 
PyCOMPSs task) along with the ensemble and its results stored in Hecuba (see D5.2 - 4.2.3 section for 
further details). Then, if there are any members to prune based on these results, a COMPSs exception is 
thrown and this will trigger the cancellation of the successors and also the removal of all outputs generated 
by these. 

At the end of this first development phase, as mentioned in section 4.2, the current state of development, 
and the checkpointing and pruning mechanisms are in place, which allows discarding ESM members based 
on mocked values to simulate results from the Dynamical Analysis previously described. 

 

 
Figure 12 - Execution flow of each Ensemble member 

 
@on_failure (management='IGNORE')  
@task (returns=bool),res={Type:IN, Prefix:"#"})  
def esm_member_checkpoint (exp_id, sdate, res):  
   ensemble_status = esm_dynamic_analysis_results.get_by_alias(exp_id + "_esm_dynamic_analysis")  
   to_continue =  bool(ensemble_status.results[sdate])  
   if not to_continue:  
      raise COMPSsException("Memb er diverged -  Aborting member " + str(sdate) )  
   else:  
      return to_continue  

Figure 13 - Code corresponding to the checkpointing of the ESM execution 

 
During the second phase of development, the dynamic analysis will be fully implemented following the 
ideas described during the use case design [deliverable D5.2 - section 4.2.3]. The idea is basically to compose 
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a pipeline of data diagnostics tasks that lead to a binary metric used to make  the decision on the 
continuation of a given ensemble member, and also to define similarity criteria to be able to discard those 
members that diverge based on the accumulated values of some model variables (for instance the total 
precipitation or the Surface Solar Radiation (SSR) variables) for that given ensemble member. 

Small tests were conducted to check the behavior either with or without pruning enabled, using a basic and 
small ensemble experiment consisting of 3 start dates (members) and simulating a prune of 2 of its 
members with mocked analysis data at the very beginning (first chunks). The execution time and resource 
usage were improved, so using this feature will optimize the used resources by ensemble runs. Additional 
tests will be carried out in the second development phase using a larger use case to evaluate the actual 
improvement in terms of execution time, number of used cpus, disk occupancy, etc. 

4.3 Next steps towards the second release  
The goals for the second development phase can be split into two major objectives to achieve a complete 
version of the Dynamic ESM workflow, fully integrated with the eFlows4HPC architecture. The first goal 
concerns the development of the following software components and logic in order to complete the 
integration with the other layers of the software stack: 

1 Data logistics services to get initial conditions and all other datasets needed by the model to run 
(described in D5.2 deliverable) 

2 Implementation of the TOSCA and York scripts to deploy and run the workflow. This includes compiling 
the models and launching the PyCOMPSs workflow. 

3 FESOM2 and Open-IFS Models integrated into the software stack registry. 

The second goal concerns  the ESM workflow itself; we will conduct development efforts towards the 
following points: 

● Completing the FESOM2 data model needed to export the data required to conduct online 
diagnostics for the Dynamical analysis. 

● First strategy for the Dynamical analysis: concrete definition of variables to consider for diagnostics 
and the related generation of the coupled version of the model. Exploration of usage of different 
ML/AI techniques to enhance the analysis. 

● Generating a coupled version with Open-IFS and integrating this model into the low level workflow 
(the PyCOMPSs workflow). 

● Exploring different options for the development of the Ensemble generation utils. 

 

5 Feature extraction workflow (CMCC) 
The statistical analysis and feature extraction workflow of Pillar II aims to integrate HPDA and ML 
approaches for the analysis of extreme events (e.g., Heat Waves and Tropical Cyclones) from the output of 
ESM simulations. This section first provides an overview of the state of the workflow at the end of the first 
software release iteration and then dives into the implementation details of the various workflow building 
blocks. 

5.1 Detailed description of the workflow 
The design and schematization of the workflow has been provided in D5.2 “Design of the Pillar II use cases”, 
where three potential implementation use cases were defined. The development activities focused on the 
first two use cases, given their major impact in terms of novel scientific results. Use case 3 represents a 
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simple variation of the workflow with CMIP6 data. It is important to mention that the three use cases share 
most of the workflow building blocks and execution logic. 

The following diagrams, reprised from D5.2, show an overview of the defined workflows. As mentioned, 
the workflows share most of the building blocks and the second one (Fig. 15) represents an extension of 
the first one (Fig. 14), which also integrates the model run and executes the HPDA and ML blocks as soon 
as the ESM output is available. 

 

 
Figure 14 - Use case 1 based on CMCC-CM3 datasets 

 

The first use case runs the feature extraction analysis (i.e., TC detection and Heat Wave analysis) on the 
CMCC-CM3 model data, already fully available on disk. The workflow includes three different pipelines: 

● Deterministic-based TC detection and statistical validation of the results 

● ML-based TC detection and statistical validation of the results 

● HPDA-based extreme events analysis (i.e., Heat Waves and Cold Spells) 

All the pipelines start from a set of preliminary steps to organize, modify and regrid the data accordingly 
for the following substeps. 

 

 
Figure 15 - Use case 2 based on CMCC-CM3 datasets produced at runtime 
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In the second use case, all the feature extraction pipelines (in figure 15 “Analytics” blocks described in 
section 5.3 and “ML” related blocks described in section 5.4) are executed together with the ESM simulation 
(“CMCC-CM3 Simulation” block in figure 15 fully described in section 5.2) and are applied as soon as new 
data becomes available. From this point of view, this second scenario represents a more complete and 
complex case including also the first one. Additional details on the two use cases are provided in D5.2. 

Since the second workflow (figure 15) supersedes the first one, both are jointly described in the next 
sections. 

At the current stage all the blocks of the workflows have been implemented with the exception of the 
“Statistical Analysis” one (as regards the “Deterministic TC Detection” block, it represents the state of the 
art for TC detection and does not require further implementations; the related TSTORMS stand-alone 
application will be integrated into the workflow in the second phase of the project). Python has been used 
as the main programming language, with PyCOMPSs used to orchestrate the whole workflow. The code 
snippets from the workflow shown in the remainder of this section are available on GitHub at: 
https://github.com/eflows4hpc/wp5-workflows/tree/main/feature-extraction. 

At runtime, PyCOMPSs generates a task-dependency graph by analyzing the existing data dependencies 
between the tasks defined in the Python code. Figure 16 shows the tasks graph generated at the end of the 
execution of the Feature extraction workflow that is composed of three main blocks: the ESM simulation 
block, the data analytics block and the ML block. For the sake of clarity, the graph shows the execution of 
the workflow for a single year of simulated data and only the key tasks; in case of multiple years, the whole 
graph will be repeated (with the exception of the baseline). The following subsections describe the three 
workflow stages in detail, along with the related PyCOMPSs tasks. 

 

 
 

Figure 16 – PyCOMPSs task-dependency graph for feature extraction workflow 
 

5.2 ESM simulation block 
The ESM considered in both use cases is the CMCC-CM3 climate model (more extensively described in D5.1), 
the latest version of the CMCC coupled model. It is based on the Community Earth System Model (CESM) 
project (http://www.cesm.ucar.edu) operated at the National Centre for Atmospheric Research (NCAR) in 
the United States, and used to run CMIP6 simulations following both simulation scenarios and HighResMIP 
protocols. Differently from the NCAR model, the CMCC-CM3 oceanic component is based on Nucleus for 
European Modelling of the Ocean (NEMO) model. In particular, the atmospheric component is the CAM6 
and the ocean component is NEMO 4.0. The adopted spatial resolution is 1⁄4 degree, corresponding to 
about 25 km grid spacing. 

The ESM simulation block represents the first step in the general graph (Fig. 16) because the CMCC-CM3 
model generates the files necessary for the subsequent stages. 

https://github.com/eflows4hpc/wp5-workflows/tree/main/feature-extraction
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It produces daily NetCDF files of 512 MB in size and the dimensions are 768 (latitudes) x 1152 (longitudes) 
x 4 (6-hourly timesteps) as shown in the file header.  

 

netcdf \ 2000_c a m6- ne mo4_025de g_ t c . c a m. h1. 0001- 01- 01- 00000 {  
di me ns i ons :  
      l a t  = 768 ;  
      l on = 1152 ;  
      t i me  = UNL I MI T E D ;  / /  ( 4 c ur r ent l y )  
      … 
v a r i a bl e s :  
      … 

f l oa t  TS MN( t i me,  l a t ,  l on)  ;  
         T SMN: uni t s  = " K"  ;  
         T SMN: l ong_na me  = " Mi ni mum s ur f a c e  t empe r a t ur e  ov e r  out put  pe r i od"  ;  
         T SMN: c e l l _me t hods  = " t i me:  mi ni mum"  ;  
f l oa t  TS MX( t i me,  l a t ,  l on)  ;  
         T SMX: uni t s  = " K"  ;  
         T SMX: l ong_na me  = " Ma x i mum s ur f a c e  t empe r a t ur e  ov e r  out put  pe r i od"  ;  
         T SMX: c e l l _me t hods  = " t i me:  ma x i mum"  ;  
… 

/ /  gl oba l  a t t r i but es :  
           … 
            : t i me_ pe r i od_ f r eq = " hour _6"  ;  
}  

 

The Python code used to define the PyCOMPSs task and to invoke it, is shown below.  

 

#Dec l a r i ng t a s k s  
@t a s k ( )  
de f  RunCMCCModel ( ) :  
     os . c hdi r ( ' / CMCC- CM3/ ' )  

p=s ubpr oc e s s . Popen( [ " . / c a s e . s ubmi t " ] , s t dout =s ubpr oc e s s . PI PE , s t der r =s ubpr oc e
s s . PI PE)  
# I nv ok i ng t a s k s  
RunCMCCModel ( )  

 

In the task definition, the case.submit script is executed to run the CMCC-CM3 model after checking the 
availability of all the files needed to run. Each submission performs a one-month simulation producing the 
related daily output files. The execution of the following steps starts as soon as all the files for a whole year 
are available in the directory. Once the first year is produced and the RunCMCCModel() task is completed, 
a second execution of the model will start (and so on). The blue circle in Figure 16 corresponds to the CMCC-
CM3 model submission task.  

5.3 Data analytics block for extreme event analysis 
The data analytics block of the workflow exploits the features provided by Ophidia to run HPDA operators 
pipelines.  

This block is responsible for the definition and implementation of climate indicators for extreme event 
analysis by showing them in output NetCDF files or in maps. In particular, the chosen indicators are based 
on Heat Waves and Cold Spell, because they can have a severe impact on ecosystems. A heat wave is a 
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period of unusually hot weather that typically lasts six or more days. To be considered a heat wave, the 
temperatures must be outside the historical averages for a given area [16]. To compute these indicators, 
the variables TSMX (Maximum surface temperature) and TSMN (Minimum surface temperature) are used.  

Figure 17 provides a schematic representation of the sub-workflow defined by this block.  

 

 
Figure 17 - Internal steps for the HPDA-based extreme events analysis block 

 

The workflow is composed of two main parts: 

● Climatological Mean Computation: this phase is run only once and is aimed at computing the 
baseline used for the climate indicators over a historical long-term period. In particular, this 
baseline consists of the average value for each calendar year using a 5-day sliding window averaged 
over a 20 year reference period. The average is computed starting from the maximum temperature 
for the Heat Waves indices and from the minimum for the Cold Spell indices; 

● Computation of the actual climate indicators: as soon as a new file is produced from the ESM 
simulation, the Heat Waves and Cold Spell events are extracted from the files making use of the 
baseline previously computed. Starting from this step, different extreme events indicators are 
computed. The full list of indicators and their definition is reported in Table 2. 

PyCOMPSs is used in both stages to perform the Ophidia pipelines concurrently on different input files and 
orchestrate the execution of the various operators. 

 

Table 2 - List of extreme events indices computed by the workflow 

Index Name Description 

HWD Heat Wave 
Duration 

Starting from the daily maximum temperature (TSMX), the Heat Wave Duration 
index is the maximum number of days at intervals of at least 6 days with TSMX > 5°C 
+ baseline 
BASELINE: Average calculated for each calendar day (based on 20 years) using a 
current 5-day window 

CWD Cold Wave 
Duration 

Starting from the daily minimum temperature (TSMN), the Cold Wave Duration 
index is the maximum number of days at intervals of at least 6 days with TSMN < 5°C 
+ baseline 
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HWN Heat Wave 
Number 

Number of heatwaves in a year 

CWN Cold Wave 
Number 

Number of coldwaves in a year 

HWF Heat Wave 
Frequency 

Number of days that contribute to heatwaves in a year 

CWF Cold Wave 
Frequency 

Number of days that contribute to coldwaves in a year 

 

5.3.1 Climatological Mean Computation 
The code used for the implementation of the climatological mean block is organized in two PyCOMPSs tasks:  

● The first task (OphImportBaseline() in the code below) deals with importing NetCDF files obtained 
in the previous step into Ophidia datacubes. The importncs operator is responsible  for taking all 
365 daily files in input to produce one yearly datacube (with time dimension equal to 365x4=1460 
as shown in Figure 18). In the same task, the Ophidia apply operator is used with primitives 
oph_reduce2, oph_moving_avg and oph_shift that respectively compute the maximum values over 
6-hours, the moving average on a 5-day window and the shift to put the central value resulting 
from the average in the correct position.  

This task is performed 40 times in total, once for each variable (TSMX or TSMN) and for each year 
(i.e., 20 years in the reference period) exploiting the parallelism on files.  

 
Figure 18 - Output of Ophidia cube shown by PyOphidia 

● The second task (OphClimAvg()) has an implicit synchronization inside, because it starts only when 
all the datacubes computed in the previous step are ready, and it is possible in PyCOMPSs by 
specifying the COLLECTION_IN parameter. The Ophidia intercube2 operator is responsible for 
calculating the climatological average on the datacubes supplied as task input to obtain an average 
value for each calendar day, as shown in Figure 19. 

 
Figure 19 - Output of Ophidia Climatological Average cube shown by PyOphidia 
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The two output datacubes contain the climatological average temperature respectively for the maximum 
and minimum surface temperatures and will be used in the next step for the computation of the indicators. 
They can be exported as NetCDF files with size equal to 1.29 GB and dimension time equal to 365.  

As already mentioned, this step is performed only once using the files already produced by the CMCC-CM3 
model. Figure 20 shows the PyCOMPSs task graph associated with this stage of the workflow; the white and 
red tasks correspond respectively to the OphImportBaseline and OphClimAvg tasks just presented. 

 

#Declaring tasks  
  
@t a s k ( r e t ur ns =obj e c t )  
de f  OphI mpor t Ba s el i ne ( f i l e ,  mea s ur e ,  op) :  
    s r c _ pa t h=' / 2000_ c a m6- ne mo4_ 025deg_t c . c a m. h1. '  + f i l e  + ' - * - * - 00000. nc '  
    Ye a r  = c ube. Cube . i mpor t nc s ( s r c _ pa t h= s r c _pa t h,  
    me a s ur e=me a s ur e,  
    i mpor t _met a da t a =' y e s ' ,  
    nc or es =4,  
    i mp_ di m=' t i me' ,  
    i mp_ c onc ept _ l e v e l =' 6' ,   
    de s c r i pt i on=' 6- Hour s  Te mps '  
    )  
    mov i ngAv g = Ye a r . a ppl y (  
    quer y =" oph_s hi f t ( oph_ mov i ng_a v g( oph_r e duc e 2( op + " , 4) ,  5) ,  - 2 ,  0) " )  
    r e t ur n mov i ngAv g 
  
@t a s k ( r e t ur ns =obj e c t ,  mov i nga v gc ube s =COL L E CT I ON_ I N)  
de f  OphCl i mAv g( mov i nga v gc ubes ) :  
    ba s e l i ne =c ube. Cube. i nt e r c ube2( c ubes =mov i nga v gc ubes ,  nc or es =4)  
    r e t ur n ba s el i ne  
  
# I nv ok i ng t a s k s  
f or  i  i n r a nge ( num_f i l e s ) :  
    ma x da t a c ubes [ i ]  = OphI mpor t Ba s e l i ne ( s t r ( i ) . z f i l l ( 4) ,  ' TS MX' ,  " ' OPH_ MAX' " )  
    mi nda t a c ubes [ i ]  = OphI mpor t Ba s e l i ne ( s t r ( i ) . z f i l l ( 4) ,  ' TS MN' ,  " ' OPH_ MI N' " )  
#Comput a t i on of  t he ba s el i ne  
c l i m_a v g_t s mx  = OphCl i mAv g( ma x da t a c ubes )  
c l i m_a v g_t s mn = OphCl i mAv g( mi nda t a c ubes )  

 

 
Figure 20 - PyCOMPSs task graph for climatological mean computation 

 



 

21 

 

D5.3 Pillar II - Iteration 1 Software Release 
Version 1.0 

 

5.3.2 Computation of the actual climate indicators 
The code used for the implementation of the indicators computation block is organized in different tasks: 

● The OphCompare() task extracts the sequences of days where a heat wave or cold spell event 
occurs. It first runs the intercube operator to compute the difference between each temperature 
value of the baseline datacube and the corresponding value in the year generated at runtime by 
the model. Then it runs the Ophidia apply operator, which uses a combination of three primitives: 
the innermost oph_predicate primitive applies a mask by setting the values greater (for HWDI) or 
lower (for CWDI) than 5°C to 1, otherwise 0; the oph_sequence primitive counts the number of 
consecutive 1s; the outermost oph_predicate primitive sets the numbers less than 6 to 0 to identify 
durations of at least 6 days where an event occurs. 

● The IndexMax() task takes the maximum of each duration using the reduce operator producing the 
datacubes with the heat/cold wave durations (HWD/CWD). 

● The IndexNumber() task uses the oph_predicate primitive to identify with 1 the heat waves or cold 
waves identified in the previous stage and then sums them to retrieve the number of events in a 
year (HWN or CWN) with the reduce operator. 

● The IndexFrequency() task computes the sum of days where an extreme event occurs dividing it by 
the number of days in a year (365) making use of the oph_mul_scalar primitive to get the frequency 
of the events (HWF/CWF).  

The output datacubes can be used to plot maps or to show them in NetCDF files with 3.56 MB size. 

 

#Declaring tasks  

@task(returns=object, cubes=COLLECTION_IN)  
def OphCompare(cubes, mask):  
    baseline = cubes[0]  
    year = cubes[1]  
    Diff = baseline.intercube(cube2=year.pid, operation='sub', ncores=4)  
    Duration = Diff.apply(  
    query="oph_predicate(op h_sequence(oph_predicate('x - 5'," + mask + 
",'1','0')),'x - 5','>0','x','0')")  
    return Duration  
  
@task(returns=object)  
def IndexMax(duration, filename):  
    DurationMax = duration.reduce(operation='max', description="duration index")  
    return DurationMa x 
  
@task(returns=object)  
def IndexNumber(duration, filename):  
    DurationMask = duration.apply(query="oph_predicate('x','>0','1','0')")  
    DurationCount = DurationMask.reduce(operation='sum', description="Number of 
durations")  
    return DurationCount  
  
@task(returns=object)  
def IndexFrequency(duration, filename, nhost):  
    durationSum=duration.reduce(operation="sum")  
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    F r eq=dur a t i onS um. a ppl y ( quer y =" oph_mul _ s c a l a r ( 1/ 365) ) ,  de s c r i pt i on=" F r eque nc y  
c ube " )  
    r e t ur n F r e q 
  

# I nv ok i ng t a s k s  
  
# I mpor t  of  t he  f ut ur e  f i l e  a nd t he c l i ma t ol ogi c a l  a v er a ge f i l e  
ma x c ubes  = [ OphI mpor t ( model ,  y e a r ,  ' T SMX' ,  " ' OPH_MAX' " ) ,  c l i m_ a v g_t s mx ]  
mi nc ubes  = [ OphI mpor t ( model ,  y e a r ,  ' T SMN' ,  " ' OPH_MI N' " ) ,  c l i m_ a v g_t s mn]  
hwdi  = OphCompa r e( ma x c ube s ,  " ' >0' " )  
c wdi  = OphCompa r e( mi nc ube s ,  " ' <0' " )  
#Comput a t i on of  t he i ndi c a t or s  
r e s ul t ma x c ubes  = [ I ndex Ma x ( hwdi ,  ' HWD' ) ,  I ndex Number ( hwdi ,  ' HWN' ) ,  
I nde x F r e quenc y ( hwdi ,  ' HWF ' ) ]  
r e s ul t mi nc ubes  = [ I ndex Ma x ( c wdi ,  ' CWD' ) ,  I ndex Number ( c wdi ,  ' CWN' ) ,  
I nde x F r e quenc y ( c wdi ,  ' CWF ' ) ]  

 

The related PyCOMPSs task graph is shown in Figure 21: circles 12 and 13 return the datacubes relating to 
the climatological average calculated in the previous step, while circles 14 and 15 refer to the OphImport() 
task which returns the datacube relating to the new year. The green circles compare the two datacubes to 
obtain respectively the heat wave duration and the cold wave duration. The last 3 circles refer to the 
IndexMax(), IndexNumber() and IndexFrequency() tasks that run in parallel to produce the indicators that 
can be displayed in the maps. 

 

 
Figure 21 - PyCOMPSs task graph for the climate indicators computation 

 

Figure 22 displays some examples of the Heat Wave indicators produced from the results of a sample 
workflow execution on a single year of CMCC-CM3 data.  
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(a) 

 
(b) 

 
(c) 

 
Figure 22 - Example of Heat Wave indicators maps produced on the output of the workflow. (a) shows the Heat Wave Duration 

index (HWDI), (b) the Heat Wave Frequency (HWF), (c) the Heat Wave Number (HWN) 
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5.4 ML block for TC detection 
The ML detection workflow aims to detect Tropical Cyclones (TCs) across the globe. It is based on a ML 
pipeline that comprises two consecutive steps: (i) TCs classification and (ii) TCs localization. Both 
classification and localization tasks are carried out through the use of VGG-like Artificial Neural Network 
(ANNs) architectures that exploit convolutional operations to process spatially input images in order to 
extract salient TCs features.  

The ML workflow for TCs detection is made up of two distinct phases: training and inference. While the 
training phase is aimed at training both classification and localization ANNs for the corresponding tasks with 
historical reanalysis data, the inference phase exploits model simulation data to infer the presence or 
absence of TCs across the globe, as well as their location estimates. 

5.4.1 ML training phase 
Figure 23 shows the ML training workflow, subdivided into three Stages. Stage 1 involves the collection of 
all data and some preprocessing steps. Four climate variables, i.e. the 10m wind gust since previous post-
processing, the temperature at 300 and 500 hPa and the mean sea level pressure, were selected as main 
TCs drivers in this setup. They were collected from the ERA5 reanalysis dataset focusing on the North Pacific 
formation basin by matching the TCs metadata information derived from the IBTrACS (International Best 
Track Archive for Climate Stewardship) dataset for the corresponding geographical domain. This stage ends 
with the splitting of the multivariate drivers map (280 x 880 pixels) into a collection of 154 non-overlapping 
patches of size 40 x 40 each. This allows augmenting training data, thus having a higher number of training 
samples as well as making the training phase computationally feasible. Each patch is attached with a target 
label indicating the TC location coordinates in terms of local positions (x, y) within the patch. These 
coordinates were set to a negative value in case of TC absence. 

Moreover, Stage 2 and 3 represent two different phases from a logical standpoint, accomplishing two 
different tasks: TC Classification and Localization. From a practical point of view, this couple of tasks can be 
implemented through a single VGG-like ANN which detects TC presence or absence, further localizing the 
TC center position in terms of local patch coordinates. Finally,  geographical remapping allows converting 
local TCs center position estimates into global latitude and longitude coordinates. 

 

 
Figure 23 - ML Training workflow for TC detection. 

 

5.4.2 ML inference phase 
Similarly, as depicted in Figure 24, the ML inference workflow is structured into three stages. Stage 1 
consists in the collection of CMCC-CM3 model simulation data related to the same drivers adopted for the 
ANN training. Therefore, they were gathered in the form of geographical maps, selecting the entire globe 
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as geographical domain. As for the training phase, the preprocessing step allows splitting each input map 
into non-overlapping patches of size 40 x 40, and for the CMCC-CM3 simulation maps they are 532. 

Stage 2 and 3 deal with the adoption of the ANN (trained on ERA5 maps) for inferring TC presence or 
absence, as well as the position of its center, starting from the CMCC-CM3 simulation data. 

 

 
Figure 24 - ML Inference workflow for TC detection. 

 

Preliminary comparison between ML block outputs and TSTORMS ones on CMCC-CM3 10-years 
simulation 

The predictions produced on CMCC-CM3 10-year simulation by the deterministic TC tracking scheme (i.e., 
TSTORMS) were gathered in order to compare them with the ANN outputs generated for the same years. 
Indeed, the ML inference workflow was employed to generate the TCs center predictions on CMCC-CM3 
10-year simulation data and a Python code has been set up for displaying, through a density plot covering 
the entire globe, the result of the comparison with the TSTORMS outputs. In particular, the TSTORMS 
NetCDF file was preliminary preprocessed in order to extract the TCs genesis suitable for the comparison. 
Moreover, the CMCC-CM3 simulation data, collected as NetCDF files on CMCC Supercomputer Zeus, were 
preprocessed for selecting only the variables involved as drivers, thus obtaining a 6-hourly NetCDF file of 
size equal to nearly 20.5 GB per simulation year. The aforementioned comparison is still ongoing. 

Inference phase PyCOMPSs implementation 

The code used for the implementation of the ML block is organized in two PyCOMPSs tasks:  

● The first task (ComputePatches() in the code below) deals with the preprocessing step that splits 
the map into 19 x 28 non-overlapping patches of size 40 x 40, as described above. In Figure 25 this 
task is represented by a magenta circle. 

● The second task (InferencePhase()) starts taking a file as input as soon as the previous task 
completes preprocessing for that file. It is responsible for detecting TC presence and localizing the 
TC center position, first in terms of local patch coordinates and then in terms of global latitude and 
longitude coordinates. The violet circles in Figure 25 represent this task. 

Figure 25 shows the overall PyCOMPSs tasks graph. For better readability, this shows the execution of the 
ML workflow in parallel on just 5 files.  

 

# Declaring tasks  
@task(returns=list, latpatches=COLLECTION_IN, lonpatches=COLLECTION_IN)  
def ComputePatches(filename, latpatches, lonpatches):  
    patch_idx=0  
    for i in rowpatch: #0 - 18 
        for j in colpatch: #0 - 27 
            lat_min = latpatches[i][0]  
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            l a t _ ma x  = l a t pa t c he s [ i ] [ - 1]  
            l on_ mi n = l onpa t c he s [ j ] [ 0]  
            l on_ ma x  = l onpa t c he s [ j ] [ - 1]  
             
            f or  c _ i dx ,  v a r  i n e nume r a t e ( v a r s _l i s t ) :  
                pa t c h_a r r [ : , : , c _i dx ]  = da t a s et _s el . v a r i a bl es [ v a r ] [ 0 , : , : ] . v a l ues  
         
            pa t c he s _ a r r [ pa t c h_i dx , : , : , : ]  = pa t c h_a r r [ : , : , : ]  
             
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' pa t c h_f na me ' ]  = pa t c h_f na me 
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' PAT CH_I DX_j ' ]  = j  
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' PAT CH_I DX_i ' ]  = i  
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' L L C_L AT ' ]  = l a t _mi n 
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' L L C_L ON' ]  = l on_mi n 
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' URC_L AT ' ]  = l a t _ma x                   
            pa t c he s _ df . l oc [ pa t c h_ i dx ,  ' URC_L ON' ]  = l on_ma x              
            pa t c h_ i dx  += 1 
    r e t ur n [ pa t c he s _ a r r , pa t c hes _df ]  
 
@t a s k ( r e t ur ns =l i s t ,  f i l e_ a r r =COL L ECTI ON_I N,  l a t pa t c hes =COL L E CT I ON_I N,  
l onpa t c hes =COL L E CT I ON_I N)  
de f  I nf e r e nc ePha s e ( f i l e _a r r ,  l a t pa t c hes ,  l onpa t c he s ,  s c a l e r ) :  
    l a be l _ no_c y c l one  = - 0 . 3  
    l oa ded_model  = k e r a s . mode l s . l oa d_ mode l ( f ' { de t e c t i on_ pa t h} { model _f i l ena me} ' )  
    pa t c he s _ nor m_a r r  = s c a l er . t r a ns f or m( f i l e_a r r [ 0] . r e s ha pe( -
1, v a r s _l en) ) . r es ha pe ( - 1, 40, 40, v a r s _ l e n)  
    y _ pr ed = l oa de d_ model . pr e di c t ( pa t c hes _ nor m_a r r )   
    f or  i nde x ,  r ow i n f i l e_ a r r [ 1] . i t e r r ows ( ) :  
            l on_ pr ed = y _ pr ed[ i ndex ] [ 0]  
            l a t _ pr ed = y _ pr ed[ i ndex ] [ 1]  
            f i l e _a r r [ 1] . l oc [ i ndex ,  ' L ON_PRED_T C_ L OCAL ' ]  = l on_ pr e d  
            f i l e _a r r [ 1] . l oc [ i ndex ,  ' L AT _PRED_T C_ L OCAL ' ]  = l a t _ pr e d  
 
            pa t c h_ l ons  = l onpa t c hes [ r ow[ ' PAT CH_I DX_j ' ] ]  
            pa t c h_ l a t s  = l a t pa t c hes [ r ow[ ' PAT CH_I DX_i ' ] ]  
             
                 pr e di c t i on_ l on = pa t c h_ l ons [ r ound( f l oa t ( l on_ pr ed) ) ]  
            pr edi c t i on_ l a t  = pa t c h_ l a t s [ r ound( f l oa t ( l a t _ pr ed) ) ]  
 
            f i l e _a r r [ 1] . l oc [ i ndex ,  ' PRE D_ T C_ L ON_ DI SCR' ]  = pr edi c t i on_ l on 
            f i l e _a r r [ 1] . l oc [ i ndex ,  ' PRE D_ T C_ L AT_ DI SCR' ]  = pr edi c t i on_ l a t  
 
    r e t ur n f i l e_ a r r [ 1]  
 
#  I nv ok i ng t a s k s  
 
f or  i dx _ f i l e na me ,  f i l ena me i n e nume r a t e ( t qdm( f i l es ) ) :  
     f i l es _a r r [ i dx _f i l e na me ]  = Comput ePa t c he s ( f i l e na me , pa t c hes _ l a t , pa t c he s _ l on)  
          i nf e r e nc e_ df [ i dx _f i l ena me]  = 
I nf e r e nc ePha s e ( f i l es _ a r r [ i dx _ f i l e na me ] , pa t c hes _l a t , pa t c hes _l on,  s c a l e r )  
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Figure 25 - PyCOMPSs task graph for the ML block 

 

5.5 Next steps towards the second release 
The next steps towards the second release can be classified as two main steps. The first step concerns the 
finalization of the scientific workflow and its improvement in terms of performance. In particular, the 
activities are: 

● Optimization of the various blocks in the current PyCOMPSs workflow. This stage could rely on the 
improvement of the underlying technologies used in the workflow (e.g. Ophidia/PyOphidia) 

● Implementation of the final missing blocks and their integration in the overall PyCOMPSs 
workflows. In particular, these blocks include TC detection via a deterministic approach and the 
validation of the results through the Statistical Analysis block 

● Testing of the workflow results with respect to other state-of-the-art methodologies 

The second step is about the full integration of the workflow into the eFlows4HPC software stack. In 
particular, this includes: 

● Definition of the Tosca configuration files for the YORC technology to support the deployment of 
the workflow and its execution on different infrastructures. 

● Integration of the Data Logistics Service (DLS) for managing data movement between different 
computing infrastructures. 

● Publication of the workflows on the project workflow registry. 

 

6 Conclusions 
Iteration 1 of the development of the Pillar II use cases led to a first prototype of the Pillar workflows 
exploiting tools/features/capabilities provided by the eflows4HPC project. 

This document described the various developments related to the two workflows and reported some 
significant code excerpts. More in detail, a set of enhancements have been achieved with respect to the 
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pre-eflows4HPC status[17][18][19], both in terms of new tools used to improve efficiency/usability and, 
from a scientific point of view, through the implementation of new approaches to support scientific 
research in the climate science context. 

 

7 Acronyms and Abbreviations 
- AI - Artificial Intelligence 

- ANN - Artificial Neural Network 

- API - Application Programming Interface 

- CMIP - Coupled Model Intercomparison Project 

- D - Deliverable 

- ERA - ECMWF Reanalysis 

- ESM - Earth System Model 

- HPC High Performance Computing 

- HPDA - High Performance Data Analytics 

- ML - Machine Learning 

- MPI - Message Passing Interface 

- TC - Tropical Cyclone 

- TSMN - Minimum surface temperature 

- TSMX - Maximum surface temperature 

- VGG - Visual Geometry Group 

- WP - Work Package 
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D5.2 
This document collects the design aspects and technical details of the 
most relevant use cases considered for the implementation of the 
Pillar II workflows, delivered by WP5 
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